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Chapter 1 Complex Genetics

Section 1 Introduction

Mendel was lucky in postulating a particulate theory of genetic determinism in that he chose
traits of sweet peas that were neither multigenic in their basis or strongly linked, and having
access to a large data set over which he had complete environmental control. Perhaps it is no
surprise that he wrote about seven traits of an organism that had seven chromosomes, and that
other linked or multigenic traits that did not produce such nice ratios of whole numbers were
discarded from consideration early on. If he had worked with rhinoceri instead of sweet peas,
the science of genetics may have gotten off to quite a different start, as he would not have
had access to a sufficiently large or controllable data set to enable his succinct observations of
recessivity and dominance to emerge.

By now, many of the Mendelian human traits (presence of a particular allele at a given locus
implies the expression of a trait) have been classified and correlated with particular pieces of
the genome, using linkage mapping and sequencing techniques. There still remain many traits
which are not explainable in this fashion, where a single allele has only a partial or inconsistent
correlation with a trait. Examples of this include autism, hypertension, diabetes, and obesity.
The fact that many traits do not have a strong correlation with a single locus implies that these
traits have multigenic support and/or large environmental contributions.

So the primary question for a geneticist becomes: How do we look for the signature of
a complex disease? In the general Mendelian model, alleles are either recessive or dominant,
and the genotype at each locus determines a particular phenotype in the organism. Genes are
treated as “information particles” which propagate information between generations, and whose
distribution follows “choice with replacement” in a Polya ball (allele) and urn (parent) model
(principle of independent assortment).[4] Mendel assumed that phenotypes are simply related to
genotypes generated in the above manner, and in fact used phenotypes to postulate the mechanism
of genetic transmission, as he had no access to genotypes.[13, 10]

Mendel’s model of genetic transmission is still largely valid today, with the additional
proviso of linkage, which means that not all loci are governed by the principle of independent
assortment. Instead, they tend to get transmitted together, and this fact coupled with the one
dimensional nature of DNA has been utilized to great effect in genetic mapping.[15] The original
model of phenotypic expression has been gradually modified by allowing for certain additional
effects: Instead of assuming that a given genotype necessarily implies a given phenotype, this
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can become a probabilistic relation whose strength is measured by penetrance, a number between
zero and one. Instead of a phenotype being either off or on, it can have varying amounts of
expression, such as curliness of hair or obesity. A third category of genetic expression has also
been introduced in addition to those of recessivity and dominance, namely that of co-dominance,
which maps a heterozygous genotype onto a phenotype which is a mixture of the homozygous
phenotypes. Blood type and snapdragon flower color are two classical examples.[11]

Mathematically speaking, classical categories of genetic expression can be viewed as a vector
sum model of influence. Recessivity and dominance can be modelled as two orthogonal vectors
in a phenotype space in which the magnitude of the “dominant” vector is infinitely larger than
the magnitude of the “recessive” vector. The heterozygote state is then a sum of contributions
from both vectors, and thus yields the dominant vector. The recessive vector direction is only
expressed if both alleles are recessive. Codominance adjusts the length ratio of the vectors to be a
specific ratio, and the phenotype falls inbetween the “pure” phenotypes, such as a pink-flowered
heterozygote resulting from the mating of white and red homozygous parents.

Section 2 The Model

Since many traits do not fall into the categories described above, we would like to propose
a new model of genetic interaction which is biochemically motivated and is sufficiently general
to accurately model complex genetic effects. A more powerful model of genetic expression can
be constructed by mathematizing the genes to be operators instead of vector-valued amplitudes.
The action of one allele in the presence of another would then be represented by ���� instead
of �� � ��, which is the concise representation of Mendelian categories of influence. There are
biological precedents for this, such as the existence of metabolic pathways which are chains
of proteins required for the execution of a given biological function, each of which is coded
for by a different gene.[28, 27] Proteins are also known to catalyze or inhibit actions of other
proteins, and a mathematical model is required which is sufficiently powerful to describe such
interactive behavior.[20, 19]

We propose extending the notion of genetic amplitudes to genetic Boolean functions.[3]

Boolean functions convert a set of binary inputs into a binary output, and can account for
any possible deterministic interaction between the input variables which yields a binary output.
This model can later be extended to incorporate the notion of expressivity (output given by an
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amplitude), but that is not essential to the discussion at this point. We can relate the observed
phenotype to a Boolean interaction of genetic influences as follows:

Boolean
Black
Box

Pr1

Pr2

Pr3

G1

G2

G3

Observed
Phenotype

Genes Proteins Interaction of
Proteins

Quantifiable
Output

Model for Logical Dynamics of Multigenic Interaction

In general, an arbitrary Boolean input function will have a truth table of the following form,
shown here with two variables (one diploid locus) for simplicity: The entries in the genotype

Boolean Truth Table

�� �� Genotype
Phenotype
� ���� ���

Recessivity Dominance

0 0 ��� �� 0 (AA) 0 (aa)

0 1 ��� �� 0 (aA) 1 (aA)

1 0 ��� �� 0 (Aa) 1 (Aa)

1 1 ��� �� 1 (aa) 1 (AA)

column represent the allelic contribution of each of the two parents, where the first parent carries
alleles numbered ��� �� and the second parent carries alleles ��� ��. The Boolean representation is
shown in the first two columns, where a zero represents one of the two possible contributions, a
one represents the other. In the phenotype columns, the variable � takes on the values � � “true”
if the trait or disease is present and � � “false” if the patient is nonaffected. For comparison,
the two classical categories of genetic influence are shown in the last two columns of the table
with the assumption that there are only two alleles in the population and the identification of
� � � and � � �.

3



Section 3 Truth Tables and Genetic Circuits

If we denote the logical operations of (AND, OR, NOT) as �������, the previous table can
be summarized by the following general Boolean function:

������ ��� � ���
�

�
� ��

�
� ���

�

�
� �� � ���� � ��

�
� ���� � ��

This type of decomposition (one of several equivalent possibilities) is known as disjunctive
normal form.[9] Both the table and the function encode the most general Boolean function of
two variables. In classical Boolean algebra the � are binary, though for biological purposes we
could allow them to range between zero and one to express “degrees” of truth or affectation,
a useful concept for the phenotypical penetrance of a genotype. To express the fatness of a
pig, for instance, requires a real number.[1] Differential weighting of genetic expression for
multigenic effects requires real numbers, also. An arbitrary Boolean function can in general be
simplified-for instance, setting ���� ��� ��� � ���� � � yields the following equation:

����� ��� � ��

�
�� � ���

�

�
� ����

This can be simplified by two tricks: The first is that a variable plus its negation is the identity,
the second is that repeating a term in the disjunctive normal form does not change the result.
Hence we can write:

���� � ��� � ��

� � �� � �� � ��

� � �� � �� � �� � �� �

�� �
�
�� � ��

�

�
� �� �

�
�� � ��

�

�
� �� � ��

yielding the familiar OR function. Disjunctive normal form allows us to construct Boolean
functional relationships one correlation at a time, which is very useful in isolating patterns of
genetic determination from sets of allelic combinations.

One of the key features of this model is that it provides a natural mechanism for generating
partial penetrance while preserving total genetic determinism. This can be thought of as being
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due to the projection of a higher-dimensional space of interactions down onto the single axes of
dominance or recessivity. The following example illustrates this:

D(A,B)=(A1 OR A2) AND NOT(B1 AND B2)

A Bigenic Boolean Disease Circuit

Genotype Phenotype

Locus A Locus B A=Affected
NA=Not Aff.

0,00,0

0,1 or 1,0 0,0

1,1 0,0

0,0

0,1 or 1,0

1,1

0,0

0,1 or 1,0

1,1

0,1 or 1,0

0,1 or 1,0

0,1 or 1,0

1,1

1,1

Truth Table for D(A,B)

1,1

NA

A

A

NA

NA

NA

NA

A

A

A1

A2

B1

B2

Inputs D(A,B)
Output

Locus A

Locus B

{

{

Synthesis of a disease inducing product requires an allelic contribution from either parent
at Locus A, and hence would appear to be “dominant” at Locus A. Expression of this disease,
however, is inhibited by the product synthesized in a “recessive” interaction of the alleles at
locus B. If we look for correlation with allele ��, we find that the above circuit would predict
“dominant-like” behavior with a penetrance of ��� as the expectation value for a large number
of offspring, assuming the two loci are unlinked. This example shows that it is relatively
easy to postulate a believable deterministic Boolean genetic interaction that will mimic partial
penetrance under Mendelian categories of inheritance. Of course environmental effects are still
a major component of observed partial penetrances in many cases, but it is clear how more
complex genetic interactions can contribute as well. Given circuits of arbitrary complexity, it
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is possible to obtain essentially any set of penetrances. This vastly enriches the set of possible
interpretations of observations of partial penetrance, and points the way to deducing the genetic
circuit behind a given phenotype.

Section 4 Symmetries and Multiplicities

The genetic Boolean functions have a degeneracy associated with them due to labelling
symmetries. If we consider the classical Mendelian categories of genetic influence, we find that
there are four ways apiece to represent a recessive or dominant disease using this notation, which
is just the number of ways of choosing either one or three rows out of four.

Since the ����� ��� column has four possible entries, each one of them can be either zero
or non-zero, we have �� � �� possible combinations, but not all of these specify a unique
mode of inheritance. For instance, one can view the four representations of either recessivity
or dominance as mathematical subgroups of the sixteen possible diseases, bound together under
a set of symmetry operations: �� denotes the transformation between equivalent labellings of
the allelic contribution from the first parent, �� denotes the transformation between labellings of
the second parent’s contribution, and ��� denotes the transformation between the two possible
parental labellings. (This is only valid for autosomal diseases!) In addition to the eight classical
categories of inheritance modes discussed above, we have eight other possible pathways of
genetic influence for a one-locus disease. Two of them are not interesting, as they are merely
all ones or all zeros, hence there is no identifiable pattern of influence. The remaining six
are not all unique, as they form subgroups under the symmetry operations discussed above.
This is shown graphically below. If we consider multigenic diseases, the number of possible
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0011 0101

1100 1010

Symmetry Operations and Subgroups
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S2

S12

S2

S1

0001 0100
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S1

S2

S12
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S2

S12

"Recessive" New Disease I

1110 1011

1101 0111

S1

S2

S12

S1

S2

S12

"Dominant"

S1

S12

S12

1001 0110S12 S12
S2

S1,S2,S12

0000

S1,S2,S12

1111

New Disease II

Null Singlets

phenotype—genotype (pg) mappings grows as �
�
�

, where � is the number of loci contributing.
If we constrain ourselves to only consider autosomal diseases, the number of mappings grows
as �

�
�

. Since many of these mappings are redundant because of symmetry operations, the actual
number of “disease circuitries” grows somewhat slower than the hyperexponentials given above.

How many symmetry operations are there and how much of a difference does it make? There
are �� ways to label the � loci of a disease, and each locus has a labelling symmetry operation
associated with it. If we assume there are no singlets or redundancies (already false in the
single-locus case), we will undercount the number of possible circuits. The combined effect of
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locus labelling and allele labelling produces a maximum symmetry factor of �� � ����. Hence
our lower bound on the number of disease circuits becomes� � �

�
�

�����. Even this rapidly
becomes a very large number, hence a Boolean model is capable of describing an enormous
variety of phenomena.

Furthermore, this number grows much faster than the number of possible ways of combining
recessive and dominant modes, hence Boolean multigenic models have a descriptive power that
is enormously greater than the conventional multigenic extension of Mendelian categories of
inheritance. Only a small fraction of these possible pg maps might be biologically justifiable,
but the increase in generality of description will allow for the representation of biochemical
dynamics already known to exist for which conventional representations break down.
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Chapter 2 Detecting Disease

Section 1 Information and Genetics

The concept of information theory first found expression in Shannon and Weaver’s 1949
book, “The Mathematical Theory of Communication”.[26] At that time, the principal area of
application was that of telephony, i.e., sending sequential messages across a one-dimensional
wire. Shannon founded the notion of information in the statistical mechanics of Gibbs and
Boltzmann, and the two bodies of theory are bound together by their mutual dependence on a
notion of a system having discrete states. This is of interest to the field of genetics as genetics
also deals with systems having discrete allelic states and (at least sometimes) discrete affectation
status.

Genetic transmission can be thought of as being very similar to sending coded messages
over a wire. Each generation sends a genetic message to the next generation, and the genotype
is encoded by the phenotype. We wish to decode this message to learn about how genotypes and
phenotypes are related. Information theory is an already well-developed mathematical formalism
for addressing questions of this nature.

Section 2 Entropy and Information

Entropy measures what we don’t know about a system-we could call it “missing information”
instead. Imagine a system that can be in one of �� configurations. We could represent the state
space as a sequence of length �� in which each individual configuration is specified by putting
the number � in one of the digits of the sequence, all the others being zero. This is not a very
efficient way to represent a state space, but it serves for illustration. We now want to find out
what state the system is in, given no information about it initially. We could play a generalization
of the game “20 Questions” called “� questions”, in which each question is, “Is there a ‘�’ on
the (left or right) side of the interval?” Each question will narrow the possible interval in which
the ‘�’ might reside by a factor of �. After we’ve asked � questions, we will know the state
of the system. In general, the missing information of a system with � states will be given
by �� � ����� bits. A simple two-stage construction allows this relation to be extended to
systems which have states occurring with differing probabilities, rather than all the same as in the
example above. Consider a system with � equally probable states. The amount of information
required to specify the state of the system should be independent of the process by which it
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is done, as long as no redundancies occur. Hence it should be possible to converge upon the
desired state by using different processes of elimination. This is shown diagramatically below

N States:
One Stage Representation

Derivation of Shannon Entropy

N States:
Two Stage Decomposition

} m1

m2

mj

p1

p2

pj

}

}

The diagram on the right is subject to the constraint

��
���

�� � �

We can associate a probability �� � ���� with the intermediate stage of the tree on the right.
Now we can equate the “missing information” of the right side to the “missing information” of
the left side. The right side can be expressed as the sum of the amount of information required
to specify each stage of the two stage construction. We then have

�

�
��

�

�

�
� ����� � � � � ��� �

��
���

�� ��	���

where we have anticipated the identification of the missing information with the entropy � . The
expression on the left is the entropy associated with a �� state system, each state of which
has the same probability of occurring, namely ��� . We know the quantity on the left, so we
can rewrite the above equation as

��	� � ����� � � � � ��� �

��
���

�� ��	���
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Recalling the definition of ��, we finally arrive at

����� � � � � ��� � �

��

���

�� ���� ��

The expression above can be thought of as a weighted sum of sub-entropies. We have now
derived the form of entropy arrived at both by Shannon and by Gibbs, although they did not
both use the same approach.

This technique can be extended to measures of mutual information, in which the Shannon
entropy is used to measure the correlation between two or more sets of symbols, such as
correlation between bits being sent across a wire and bits being received at the other end of
the wire. If two sets overlap at all, it should require less information to specify their totality
than if they don’t overlap. This follows from the inclusion-exclusion principle of set theory.[7]

Mutual information is defined in terms of entropies involving the joint probability distribution
between data streams from two different sources-What is the probability of a symbol � at site
� in conjunction with a symbol � at site �? By analogy with the one-point entropy, we define
the two-point entropy

���� �� � �
�

� � ��

� � ��

��� ���� ���

The mutual information is then 	��� �� � ���� ������ ���� �� from the inclusion-exclusion
principle, which states that the members of the set 
 � � are given by 
�� � �
 � ��. The
mutual information is always nonnegative and achieves its maximum value if there is complete
covariation. The minimum value of 	 is obtained either when the symbols at sites � and �

vary completely independently or when there is no independent variation whatsoever (straight
copying implies no new information).

Information theory is ideally suited to our model of Boolean genetic circuitry, as each
row in a truth table has a clearly identifiable signature, and these signatures are superposable,
hence we can in principle run down all of the possible genetic combinations in the truth table
and eventually learn the logical dynamics of the disease in question by piecewise assembly,
rather than having to test for entire hypotheses. Mutual information is our quantity of interest
in genetic function analysis, as we seek to establish a connection between the two sources
of the genotype and the phenotype, both of which can be represented by states occurring
with differing probabilities. We are considering a two symbol alphabet for the disease which
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consists of “affected” and “nonaffected”. The mutual information is given by the following
expression:������� � ���� � ���� � ������ where � and � refer to the test locus and
the affected-status-locus, respectively .The size of the alphabet at the marker locus consists of
the degree of polymorphism of that specific marker, which we assume is simply related to the
number of alleles which can occur at that locus.

Section 3 Resolving Genetic Signals

What can mutual information tell us? At this point we need to borrow a concept from
electrical engineering, namely the notion of signal-to-noise ratio. If there is no functional relation
between a marker locus and the disease locus, we expect only contributions from random noise.
If we have statistically significant amounts of data, the marker locus will give marker frequencies
which asymptotically approach their overall population averages with variations that diminish
as ��

�
� , where � is the number of typed sequences. As the number of samples increases,

these averages will become resolvable from the fluctuations of a Bernoulli process. This will
be discussed in more detail below. Since we do not have access to huge amounts of data,
we have to consider the effects of finite populations. We can easily calculate the expectation
value of the mutual information that we would expect if our marker locus is tightly linked
to the disease locus—the “signal” can be extracted directly from the Boolean function table,
so we need to understand the magnitude of the “noise” due to random fluctuations caused by
independent assortment over which we expect to detect the signal. The amplitude of the noise is
a function of the variation in the relative frequencies of the markers between the affecteds and
the unaffecteds. We need an expression that tells us what the probability is for a null-hypothesis
data set to “mimic” a positive signal.

This problem falls outside the realm of traditional statistical analysis, as we are not, for
instance, trying to discern the difference between two mean values, each of which have standard
deviations which are small compared to their means. We are concerned with detecting the
presence or absence of a small signal with fluctuations on the order of the signal size, hence
we are in the regime of large deviation theory. Large deviation theory from the point of view
of information theory is discussed in Cover and Thomas, Chapter 12.[7] Sanov’s Theorem
states that the probability of generating a series of 	 sampled configurations length of a type
characterized by a probability distribution A from a a Bernoulli process characterized by a
probability distribution B is given by


� � ���������
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where ��� � �� �
�
���

���� ����
����
���� is the relative entropy between two distributions, known

as the Kullback-Leibler distance. This is related to the multinomial distribution, which we will
see in the chapter on relations to conventional statistical measures. As an example, consider
the probability of generating more than 700 heads in 1000 tosses of a fair coin. This is
many standard deviations from the mean, and the Gaussian approximation is no longer good.
We want to generate a series of length 1000 with a probability distribution characterized by
������	� �
���	� � ����� ��	� from a fair coin, whose probability distribution is characterized by
������	� �
���	���� � ���
� ��
�. The relative entropy between the two distributions is 0.119,
hence the probability of 700 or more heads is �����.

Cover and Thomas extend this to the notion of fluctuations in two uncorrelated series
mimicking a positive mutual information. This can be used to set bounds on the size of the
data set required to detect a predicted mutual information signal. The probability of a product
distribution (asymptotic mutual information zero) of series ��	 generating a distribution typical
of a joint distribution (mutual information nonzero) is given by


 � ���������� �

If, for instance, we are observing 100 markers and we want to be 90% sure that no single one
of those markers will generate a spurious signal, we would set 
 � �����, corresponding to a
lodscore of 	 or, more conveniently, 
 � ����. We can then solve for � to obtain a lower limit
on the size of the data set required to detect a given predicted mutual information.

Once we have isolated � and � in this manner, we would like to build up to higher order
correlations. We have isolated specific genotypes at two loci that are correlated incompletely
with the disease. We can now restrict our population to those who have genotypes � and/or �,
and who are either affected or nonaffected.

Section 4 Relation to Conventional Statistical Measures

We are, in general, concerned with multiple observations of a number of Bernoulli variables.

If we have a set of � expected probabilities ��, where
��
���

�� � � and we make  observations,

the probability distribution we expect to see is described by a multinomial whose peak is at


��� �
 �

� ����� ���� � � � � ����

�
�� ���
� �� ���

� � � � �� ���
�

�

If we then observe a suite of frequencies ��, we can express their probability relative to the
expected distribution. We can take the logarithm of the expression above, and use Stirling’s
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approximation to

���� � � ���� � ��� �� � �	 � 
 
 
 �

��
�

��� ��� � � ���� ��

to yield after some algebra

���

�
� ���� ��� 
 
 
 � ��	

����

�
� �

�
��� ���

��
���
� �� ���

��
���
� 
 
 
� �� ���

��
���

�

We’ve seen this before! It is just � times the Kullback-Leibler information theoretic distance
between two distributions.

Obtaining a normal distribution requires one additional assumption. For simplicity, consider
a binomial distribution characterized by probabilities ����� ���	. We want to consider the effect
of small deviations � from the maximum probability. The distribution can be parametrized by
the following expression

� ����	 �

�
�

��� � �

��
�

�

��

We can expand the binomial coefficient to obtain�
�

��� � �

�
�

� �

���� � �	����� � �	�
�

� �
��
�

�
� �

��
�

�
� �

�

 
 


�
�

�
� �

�	
�
�

�

�
�
�
�

�

�
�
��
�

�
� �

��
�

�
� �

�

 
 


�
�

�
� �

�	

We can factor out ����	� from the top and bottom, normalize with � �� � 	, and take the
logarithm of the entire expression to obtain

���

�
� ����	

� �� �	

�
�

�

���

���

�
��

��

�

�
�

�

���

���

�
� �

��

�

�

The key approximation is that �� � and that only the lowest order term in the Taylor expansion
of the logarithm matters. Expanding the logs and summing yields

���

�
� ����	

� �� �	

�
� �

�

���

��

�
� �

����� �	

�
� �

���

�

Exponentiating this yields the familiar normal distribution about � �  and 	� � ��
 � ���.
In many cases involving genetic probability distributions, the assumptions leading to a normal
distribution are not valid, hence information theoretic measures are more valid because they do
not depend on these assumptions.
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Section 5 Limitations

Biologically, our model assumes complete genetic determination. Neither environmental
effects or time-dependent effects are accounted for. Variable amounts of genetic expression can
be accounted for by using coefficients in front of each term of the Boolean disease functions, but
incomplete penetrance is not allowed at this stage. Conversely, our model could explain some
aspects of incomplete penetrance, in that incomplete penetrance at one locus could be due to
the fact that we are detecting a partial signal caused by a projection from a higher-dimensional
(due to a larger number of loci) pg mapping. Hence incomplete penetrance at each of several
loci could be due to complete penetrance of a multilocus Boolean disease. This idea will be
further developed in the next section.

Mathematically, difficulties could accrue from a combinatorial explosion resulting from
testing for multilocus diseases, as the number of possible locus combinations which could form
the genetic support for a disease grows very rapidly as a function of the number of loci.[25] But
it is not as bad as it seems. We can sidestep the combinatorial explosion by building up the
mapping locus by locus, if each locus is sufficiently informative. It is true that we will encounter
incomplete penetrances at each locus, but the computational and statistical penalties are far less
than if we attempt to test the entire hypothesis basis at once. This is discussed further below.

The ultimate use of genetic function analysis is to aid and abet the task of linkage mapping.
Current techniques of genetic mapping require the assumption of a pg mapping or at best a
small number of possible pg mappings which can be parametrically encoded.[16, 17] Risch has
considered the problem of linkage analysis given complex genetic traits, though the multilocus
model used is simpler than the one postulated here.[21, 22, 23] Genetic function analysis (gfa)
could either deduce the function of a gene once it is found or be part of the effort of closing in
on a gene’s location.[18]. It will be shown below that the vast majority of genetic circuits mimic
partial penetrance at each of their loci, so that a subset of candidate loci could be assembled
before implementing the tools of gfa. Hence it is more likely that gfa would be a second step
after linkage analyis, though in some cases it is possible that even partial knowledge of genetic
function could help gene localization a great deal.[2, 5, 6, 24]

Section 6 Constructing Correlations

We have now seen how to construct an arbitrary Boolean function of � variables. This will
have a truth table with �

� entries, and these entries can be chosen in �
�
�

ways. For � � �, this
is a number on the order of the current world population, hence a great deal of genetic diversity
can be accounted for in a relatively small model of multigenic determination. Of course not
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all ways of filling out a truth table are biologically reasonable, but it is clear that the space of
options grows enormously fast. At first sight, looking for all possible ��gene correlations is an
atrocious task, as it grows as ����� where � is the number of markers in the genome. If we
use the CEPH database as an example, we have 5 centimorgan resolution over a sex-averaged
genome length of 33 morgans, hence � � ���. The task of searching for correlations rapidly
becomes intractable for any disease that is a function of more than two loci, if we are seeking
to test for the entire genetic basis of support.

Using the Boolean genetic circuitry model discussed in this paper, it can be shown that
the vast majority of genetic circuits show partial correlations with all of their loci. There are
pathological exceptions to this, such as the parity function, which only shows a correlation when
its entire basis of support is included. The parity function yields 1 if the sum of the locus states
(which we have represented as 0s and 1s) is even, 0 if odd. All partial measures of mutual
information yield 0. We need to know the expectation value of the mutual information. We can
enumerate the possible pg mappings as follows: Each entry in a Boolean disease table can be
either zero or one. Form the following generating function:[29]

���� �
��

�����������

�
� � ������������� 	 	 	��������

��
�

where � is the number of loci, �� is the population frequency of a given genotype, and the
indices ��� 	 	 	 � �� are genotype indices, reflecting the four possible genotypes that can exist at
each locus, assuming all alleles are distinct. The loci are denoted by the �, and the population
of affecteds is tracked by the exponent of � in the final expansion. This generating function
will automatically enumerate all of the genotype frequencies associated with all possible ways
of filling out the Boolean disease truth table, and the final expression will have 
� terms in its
product, or �� terms if we assume the disease is autosomal. Each term reflects the presence
of a zero (nonaffected status) or a one (affected status) in the disease column. Nonaffected
status is represented by the 1 in the generating function factor, as nonaffectedness does not
contribute to the genotype-disease correlation. The other term keeps track of the contribution to
the genotype-disease correlation when there is a 1 in the disease column.

At this point, an example is useful. Consider a two-locus Boolean disease table with an
alphabet of two alleles at each locus. Each locus has three possible genotypes and the product
space has nine possible genotypes. (We assume here an autosomal disease, an assumption which
does not fundamentally change the procedure of analysis) There are then nine rows corresponding
to these genotypes, and �� � �� ways to fill them out with disease status. We can form
correlations with genotype or with allele frequency. The appropriate terms for constructing a
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master generating function are shown in the table below: The three genotypes at each locus are

Pop.
freq.

Locus
A

Locus
B

Genotype generating
function term

Allele frequency generating
function term

1/16 aa bb � � �������
���� � � ��������

1/8 aA bb � � �������
���

� �
�
�����

����
1/16 AA bb � � �������

���� � � ��������

1/8 aa bB � � �������
���

� �
�
�����

����
1/4 aA bB � � �������

���
� �

�
���������

����
1/8 AA bB � � �������

���
� �

�
�����

����
1/16 aa BB � � �������

���� � � ��������

1/8 aA BB � � �������
���

� �
�
�����

����
1/16 AA BB � � �������

���� � � ��������

denoted by the subscripts �� �� �. A typical term in the product expansion might look like

�
����
�

�
���
�

�
���
�

�
���
�

�
���
�

�
����
�

������

The exponents of each genotypic variable ���� ��� tell us how much of the population of affecteds
is correlated with that particular genotype. The exponent of � tells us how much of the entire
population is affected. The sums of the exponents of each locus taken separately are always
equal to the exponent of �. If for some reason we are unable to completely type each locus,
it is a straightforward procedure to form an allele frequency generating function, which will of
course be less informative because it contains fewer correlations. The allele frequency generating
function subproduct terms are shown in the last column of the table above.

Since there are six different genotypes between the two loci and four different alleles, it
is impossible to simultaneously visualize every relation between combinations of them, but we
can form pairwise projections by summing over all of the remaining degrees of freedom. Since
our model at this point treats loci equally and does not differentially weight them, there are
some implicit symmetries in the construction of Boolean diseases. If, for instance, we want to

visualize the correlation of disease with pairs of alleles, there are
�
�

�

�
� � ways to do this. Since
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the alleles are not a priori distinguished in our model, the set of possible correlations summed
over all 512 disease circuits should not distinguish between which allele we choose at which
locus. This induces a four-fold symmetry, so it doesn’t matter if we plot correlation with disease
against ��� ��� ��� ��� ������ or �����. Similarly, the two remaining possible sets of correlations
will yield the same result, as ����� is equivalent to �����. The first of these two subgroups is
plotted below. The plot is symmetric about the diagonal and the peak occurs at ���� ���. This is

Correlation with

 allele at Locus 1

C
orrelation

 w
ith A

llele

at Locus 2 1.0

0

0
1.0

M
ultiplicity

preserved as one goes to larger numbers of loci, and in fact the multiplicity plot approaches a
hyper-Gaussian in the limit of an infinite number of loci. (and infinite number of possible disease
circuitries) We do not plot the second subgroup here, as the plot is quite similar in appearance to
the first and our true measure of interest is not allelic correlation but rather mutual information.

The reason for seeking a measure of mutual information is that correlation with the presence
of a particular allele cannot always be distinguished from a random process. If a locus is
completely independent of affectation status, it will have a random distribution with respect
to the disease locus. Therefore we expect the peak of the uncorrelated distribution to also
be centered at ��� for each locus. We need to correlate the presence of affectation with the
difference between the presence of an allele and its absence. This is what mutual information
measures. Since we have constructed a two-locus ensemble of possible disease circuits, we know
that knowledge of the states of both loci will be completely informative. In general, we face a
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combinatorial explosion of locus combinations as the number of loci increases. Therefore we
need to know how informative a single locus of a multiple locus disease will be in comparison
to the mutual information yielded by full knowledge of both loci. We can form a measure
called partial mutual information. This measures the mutual information between one locus of
a multiple locus disease and the affectation status. The partial mutual informations for the two
locus disease models discussed above are shown below

Locus 1 

Partia
l Mutual

Information
Locus 2

Partial M
utual

Inform
ation

M
ultiplicity

0

1.0

1.0

0

There are several important observations about this plot. The first is that the majority of
disease circuitries are not pathological, i.e., they are partially informative at both loci and not all
piled up against the far corner of the plot. This means that it is entirely reasonable to expect that
a disease circuit could be constructed one locus at a time. Secondly, the majority of diseases
are on the far side of the diagonal. (the locus of points where the partial mutual informations
sum to 1, the normalized value of complete mutual information) This means that “the whole is
greater than the sum of the parts.” There are only a small number of circuitries for which the
diseases “factor”—where a “two-locus disease” is really just two single locus diseases considered
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together, and these are the two small outlying peaks. As expected, there are no diseases on the
near side of the diagonal. The vast majority of constructed disease circuits are complex and
irreducible. In addition, the distribution is not simple or monotonic and displays a great richness
of structure, perhaps unexpected for disease models which are only a function of two loci.

Section 7 Discussion

In this paper we have introduced a new model for pg mapping. It subsumes extant models but
allows for a much greater diversity of genetic action while still being motivated by biochemical
interactions. The model also generates a plausible mechanism for generating partial penetrance
while preserving genetic determinism. In addition, we have introduced mutual information as a
tool in gfa because it is a natural companion to a model based on the discrete states of Boolean
logic.

For this model to be of use in the process of understanding genetic mechanisms, it has to be
applicable to obtainable data. While it is difficult to say in advance what sort of genetic circuits
Nature might employ, it is statistically encouraging that the majority of possible circuits can be
shown to result in tractable data analysis. This means that the combinatorial explosion of locus
combinations in multigenic diseases can be largely sidestepped by constructing our knowledge
of a disease locus by locus. This is encouraging enough to consider applying this to multigenic
data sets which are already available, such as hypertension, diabetes, and hepatitis.[8, 12] Work
is underway on this front.

In the current state of this model, no allowance has been made for expression. Affected status
is modelled as binary. The next stage in the development of this model is to allow for real-valued
expression. This will in turn generate “landscapes” of expression over Boolean hypercubes of
allelic combinations, and in fact can be reverse engineered to take a landscape of expression
values and turn it into a most likely Boolean circuit with weighting factors. This work is being
conducted in collaboration with Stuart Kauffman, as it is strongly related to his NK-models.[14]

It seems doubtful that Nature chooses circuitries at random, and now at least a mechanism
is in place to determine which sort of causalities are employed. To make progress on this front
requires asking some new theoretical questions in addition to experimental analysis of already
known diseases. What criteria does Nature use to construct circuitries? It seems plausible
that perhaps reliability and ability to correct errors would be important, but not at the price
of adaptability. Understanding these mechanisms will introduce questions of the dynamics of
populations, and how ensembles of circuits evolve. One could think of this ensemble as a kind
of “logical gas” where the outputs of some circuits are the inputs of others, in addition to the
environment in which they all live.
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