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Abstract

Classifier systems are increasingly being applied to
the analysis of economic phenomena. Among these
applications are adaptive models of learning, the
creation of artifical economies, and the development
of economic webs. A methodology is described for
studying the dynamical behavior of classifier sys
tems. The methodology is useful because of the
current lack of analytical results describing interac
tions among the various components ofclassifier sys
tems. A mapping is defined between classifier sys
tems and an equivalent dynamical system (Boolean
networks). The mapping provides a way to under
stand and predict classifier system behaviors by ob
serving the dynamical behavior of the Boolean net
works. The paper reports initial results produced
by the methodology and discusses the implications
of this approach for classifier systems.

1 Introduction

Previous analysis of classifier systems has focused on
their specific components, for example, the genetic al
gorithm, the bucket brigade, and the underlying rule
based model of computation. There is, however, a no
table lack of theoretical results concerning the aggregate
behavior of the various components. Users rely on ad
hoc methods for choosing representations and parame
ter settings with varying degrees of success. Recent re
suIts (Riolo, 1988) indicate that classifier systems are
highly sensitive to particular encodings and parameter
choices. There are currently many competing proposals
for improving the performance of classifier systems, but
there is no unified framework within which these vari
ous proposals can be evaluated. The proposed test suite
of standard problems for benchmarking would be help
ful, but a unified theoretical framework would provide a
more satisfactory metric for evaluating and understand-
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ing both current and proposed systems. In this paper we
propose a methodology for studying the dynamical be
havior of classifier systems, specifically, how the patterns
of messages evolve over time. The methodology provides
a framework for understanding how the various compo
nents of classifier systems interact with one another and
contribute to overall performance.

The methodology is based on a mapping between
classifier systems and an equivalent dynamical system,
Boolean networks (Kauffman, 1969). The dynamical
systems perspective emphasizes emergent global prop
erties which often come to dominate the behavior of the
underlying system. By linking the analysis of classifier
systems to the appropriate dynamical system, insights
into the effect of these emergent properties on classifier
system behavior can be obtained. The methodology pro
vides a framework for addressing a variety of questions,
including but not limited to: How many classifiers are
required in the system before interesting behavior can
occur? Under what conditions will chains of classifiers
form? How dense will these chains be? What is the
effect of various classifier parameter settings on these
properties? What is the impact of learning and different
representations on the aggregate behavior? How stable
are these systems to random perturbations? This paper
describes a framework for investigating these questions,
reports some initial results, and discusses various impli
cations and future directions for this line of research.

The connection between classifier systems and net
works is well known (Forrest, 1985; Compiani et al.,
1988). By viewing a set of classifiers as a network, inter
actions among individual classifiers are modeled as topo
logical (structural) properties of the network. Section 2
defines a mapping between classifier systems and a class
of networks called random Boolean networks (Kauffman,
1969). The connection between structural and dynami
cal properties of random Boolean networks has been ex
tensively studied (Kauffman, 1984; Derrida and Stauf-
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Figure 1: A Boolean Network

fer, 1986; and Derrida and Weisbnch, 1986), and general
techniques have been developed for determining the dy
namical properties of specific networks. These studies
show that the dominant dynamical behaviors of Boolean
networks can be characterized by a small set of emergent
properties.

2 Classifiers as Dynamical Systems

The methodology relies on three premises: (1) a mapping
between classifier systems and Boolean networks can be
defined that preserves the relevant dynamical properties
ofclassifier systems, (2) the dynamic behavior ofBoolean
networks is dominated by a set ofemergent properties in
herent in the network structure, and (3) these emergent
properties have important implications for the behavior
of classifier systems. These three premises axe discussed
in order.

2.1 Random Boolean Networks

A Boolean network consists of a set of nodes, each of
which has two possible states, 0 or 1. The state of each
node at time t + 1 is determined by its own Boolean
function which takes as input the states of other nodes
in the network (indicated by a directed axe between the
nodes) at time t. Each node's Boolean function is prede
termined and time invariant. The variables of a node's
Boolean function correspond to the states of the con
nected nodes. The Boolean functions can vary for differ
ent nodes, as can the number and location of the input
nodes. A three-node Boolean network is shown in Figure
1.

A random Boolean network (RBN) is a Boolean net
work in which the connectivity pattern and the Boolean
functions axe assigued randomly. For example, a RBN
could be formed for an n node network, where every
node is randomly connected to two other nodes by either
an AND or an OR function (also selected randomly). A
specification, such as the one just mentioned, defines one
class of RBNs. Studies have shown that individual mem-

bers of a particular class of RBNs tend to exhibit similax
dynamical properties (Kauffman, 1984).

2.2 A Mapping from Classifier Systems to
Boolean Networks

A mapping from a classifier system (CS) to a Boolean
network (BN) can be defined that preserves the func
tional behavior of the classifier system. We describe the
mapping in stages. Initially, the CS is a simple two
condition classifier system with negation, without pass
through, and with no provisions for limited-sized mes
sage lists or bidding. Negation is allowed on the second
condition only. The mapping is defined as follows:

1. Assigu one node in the BN for every possible mes
sage that could be posted by the CS or its environment.
Each node will be in State 1 exactly when the corre
sponding message would be posted to the message list in
the CS, and it will be in State 0 otherwise. The Boolean
function associated with each node enforces this behav
IOr.

2. For each classifier Ci E CS (Ci is of the form
Gond-1i,Gond-fli;Action;), construct the Boolean nmc
tion Ii for the node corresponding to Action; such that
Ii is true whenever Ci would fire. Specifically, Ii will
be of the form ((ml, V m12 V ...) i\ (m2, V m22 V ...J)
where the mls and m2s are the messages that match
Gond-1i and Gond-fl, respectively. I, will be of the form
((m, Vm2 V . ..)i\~(m2,Vm22V...J) if the second con
dition is negated. Because there is no pass-through at
this stage, Action; specifies exactly one output message.

3. The node corresponding to Action; is assigned Ii as
its Boolean function if there is no other Boolean function
defined on that node; otherwise, Ii is combined disjunc
tively with the existing Boolean function. This latter
situation arises when two or more classifiers have iden
tical action messages.

It is straightforwaxd to show that this mapping pre
serves the functional behavior of a simple classifier sys
tem. That is, for each possible state of the message list
at time t (corresponding to a set of nodes in the Boolean
network that axe in State 1), the message list produced
by the classifier system at time t + 1 will be equivalent
to the set of BN's nodes in State 1 at time t + 1.

To extend the mapping for pass-through, we assume
that the pass-through operation is defined on the first
condition. A classifier with pass-through is distributed
across its various output nodes. Specifically,

4. For each Cj, construct the set Ai of all of Cj'S possi
ble action messages, and for each aj E Ai construct the
set Mlij of possible activating messages for that action
message. Each message in Ml,j must match Gond-1i
and induce message aj. The set M2i is constructed by
taking all messages that could possibly match Gond-2,.
The result is a set of triples, < M1ij; M2i, aj >, that im-



Figure 2: A Sample Mapping

plement the classifier c,.
5. For each triple, the Boolean function at node aj is

augmented as in Step 3.
By restricting the number of nodes that can be in

the "1» state at any instant, message lists of various re
stricted sizes can be simulated. In the case where there
are more nodes whose Boolean functions evaluate to 1
than there are slots on the message list, a nondetermin
istic procedure is used to select which nodes are actually
set to State 1. In the case where there is a strength
associated with each classifier, that strength can be ap
portioned among the various Boolean functions that im
plement the classifier. The Boolean function associated
with each node is then interpreted as a probablistic func
tion of the strengths associated with the various clauses.

Figure 2 shows the mapping for three sample
classifiers. The three-bit two-condition classifier
1#0, #01; 000 corresponds to the Boolean function
«100 V 110) 1\ (001 V 101)) on the 000 node. The clas
sifier 00#, ~111; 11# is distributed across the nodes 110
and 111 which correspond to the possible passed-through
messages that it could produce. This classifier also il
lustrates the use of negated conditions. The classifier
001,110; 110 shares an output node with the second clas
sifie~j th'!lS, the Boolean expressions for each classifier are
combined disjunctively.

The Boolean networks that correspond to classifier
systems have important structural characteristics. There
are two types of nodes in these systems: internal and ex
ternal. External nodes (100, 101, and 001 in Figure 2)
have empty Boolean functions, and correspond to mes
sages that might be generated by the input interface of
the classifier system. Internal nodes (000, 110, and 111
in Figure 2) have nonempty Boolean functions and cor
respond to messages that can be sent by some classifier.

The dynamical behavior of a claSsifier system can be

1#0, #01 ;000
00#,-111;11#
001, 110;110

Classifier
Set

'1M'
000 110 111

Node Boolean Function
000 (100 v 110) h (001 v 101)
110 (000 h -111) v (001 h 110)
111 (001 h -111)

Equivalent Boolean Network

studied by examining the equivalent Boolean network.
The state of each node represents whether or not its cor
responding message is currently posted on the classifier
system's message list. By setting the nodes to corre
spond with the initial set of messages present in the sys
tem, the temporal behavior of a classifier system can be
observed by iterating the network. Messages from the
input interface are mapped to the external nodes. Since
external nodes have empty Boolean functions, none of
them will fire after the initial time step. Input messages
from the environment can be simulated by periodically
firing some of the external nodes during the iterations.

The configuration1 of a particular classifier system has
a direct impact on its implied Boolean network struc
ture. This is important because the dynamical proper
ties of RBNs depend on a small set of structural prop
erties: the number of nodes, the number of connections
between each node, and the Boolean functions employed
(Kauffman, 1984). Once these characteristics are known,
the typical behavior of different classes of such networks
can be established. Thus, one implication of the map
ping is that parameter choices can have tremendous, but
predictable, effects on the behavior of a classifier system.

The details of different classifier system configurations
and their corresponding network properties are described
in Forrest and Miller (1989). Here, we summarize the
important points. The number of internal nodes in the
network is related to the number of classifiers in the sys
tem and to the use of pass-through. Since one internal
node exists for every unique message sent by a classifier I

larger numbers of classifiers or the use of pass-through
will in general imply more internal nodes. However 1 as
the number of classifiers increases (or as the genetic al
gorithm concentrates classifiers around certain key mes
sages), the likelihood of duplicate messages increases,
implying that the number of internal nodes will not in
crease linearly with size. The use of # symbols in condi
tions has a direct impact on the particular Boolean func
tions induced on each node. Specifically, as the number
of #s increases the corresponding node will become con
nected to an exponentially increasing number of other
nodes? Moreover, predictable changes in the form of
the Boolean function occurs. Finally, different learning
algorithms undoubtedly affect network structure.

Because different configurations of (randomly gener
ated) classifier systems have distinct structural proper
ties, we can study the dynamics of any particular config
uration by generating RBNs with the appropriate prop
erties corresponding to that configuration. A similar
approach can be used to study classifier systems under

1"Ve use the term configuration to refer to parameter set
tings such as the number of classifiers, number of bits per
classifier, the use of negation and pass-tluough, the propor
tion of #s, the type of learning, etc.

2The use of pass-through complicates this result.



learning once we understand how the overall topological
structure changes after learning.

As shown above, different classifier system configura.
tions imply different underlying network structures. By
finding the emergent properties of these different struc
tures, a link between system design and performance can
be derived and exploited.

2.3 Emergent Properties of Random Boolean
Networks

An understanding of the dynamics of Boolean networks
vis-A-vis structural properties of the networks provides
insights into the dynamics of various types of classifier
systems. Although this is the first analysis of Boolean
networks that correspond directly to classifier systems,
networks with similar structures have been analyzed
(Kauffman, 1984). The results of these analyses (Kauff
man, 1984, pp. 151-2) indicate that the dynamical be
havior of RBNs is dominated by a small set of "emer
gent" properties. The existence of these properties may
impose major constraints on the performance of any clas
sifier system. Therefore, an understanding of the link
between some of the emergent properties and classifier
behavior is important. This section discusses some of
the more relevant results from this body of work, and
the next section shows how these results apply to classi
fier systems.

A given Boolean network with n nodes has 2" possible
states ({O, l}n). The Boolean functions and connections
among nodes imply a deterministic state transition func
tion. Given that the network is deterministic and finite,
it must eventually fall into some state cycle during the
course of its iterations. Different initial conditions may,
however, cause the network to enter different state cy
cles. All points in the state space are either part of some
state cycle, or they lie on a trajectory that leads to a
cycle.

For some common classes of networks, the actual num
ber of distinct state cycles is on the order of the square
root of the number of nodes. For a network with 10,000
nodes, this implies that there are only 100 distinct state
cycles. Cycle lengths are also typically small, with me
dian cycle length agaiu on the order of,;n where the the
oretical maximum is 2n (in the 10,000 node case this is
the difference between 100 and 210,000). A large fraction
of the nodes (60-80%) tend to become part of a ''frozen
component," fixing to either always on or always off in a
given cycle. Different cycles tend to have similar states,
with hamming distances3 between 1-10%. State cycles

3Two global states of a Boolean network can be compared
by assigning each node in the network one bit position in a
binary string and setting the bit position according to the
current state of the corresponding node. The hamming dis
tance between two such strings then provides a measure of
similarity between the two states.

tend to be stable to most one node perturbations, i.e.,
if one node in the network randomly changes state, the
network usually does not enter a new cycle. As discussed
in the next section, these emergent properties have direct
implications for the behavior of classifier systems.

Previously unexplored properties of RBNs may also
prove important in the analysis of classifier systems. The
impact of randomly firing external nodes on the dynam
ics may be useful for understanding those classifier sys
tems which operate in rapidly changing environments.
The analysis of network propagation paths (the Boolean
network analog of an execution trace) caused by the acti
vation of particular subsets of nodes as well as the length
of transients will provide insights into noncyclic 'c1assi
fier chains. Extended investigation of the attractor basin
structure for subsets of firing external nodes will provide
useful information about the ability of the systems to dif
ferentiate between different inputs. Finally, a closer fo
cus on the state cycles in the sub-networks (global states
are likely to be less important than functional sub-pieces
of a network) may be more appropriate for classifier sys
tem analysis.

2.4 The Importance of Emergent Properties to
Classifier Systems

The preceding discussion suggests that the dynamic be
havior of Boolean networks is dominated by a small set
of emergent properties. Here, we illustrate the connec
tion between various aspects of classifier system behavior
and these emergent properties. .

The classifier system's architecture derives much of
its power through the formation of chains of rules. Such
chains support internal reasoning processes that allow a
classifier system to go beyond simple stimulus/response
behaviors. In particular, cyclic chains (loops) are one of
the most powerful computational constructs. State and
sub-state cycles that emerge in Boolean networks cor
respond to cyclic chains in classifier systems.' Based
on this connection, we predict that the likelihood of
chain formation in classifier systems is closely tied to
the system's configuration. Critical values probably ex
ist that catalyze the formation and survival of chains.
It is likely that the number of cyclic chains that form is
relatively small and that such chains will have few mem
bers. Cyclic chains allow classifier systems to exhibit
self-sustaining activity, that is, to generate internal ac
tivity in the absence of external input. Self-sustaining
activity allows classifier systems to form large internal
representations and operate with little or no environ
mental input. Without any self-sustaining activity, these
two properties will be lost. Too much internal activity

{Not all chains of interest in classifier systems are cyclic,
but insights into the formation of cyclic chains should be
useful in understanding noncyclic chains.
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Figure 3: Mean Number of Nodes Active in the Self
Sustaining Cycle

3.1 Chaining

One measure of internal chaining is the level of self
sustaining activity (see Section 2.4). A classifier system
with low levels of internal chaining will be closely tied to
the Input/Output interface and incapable of maintain
ing internal models. Likewise, a classifier system with
high levels of such chaining may not be responsive to
environmental input at all.

To test the property of self-sustaining activity, all in
ternal nodes were initialized to State 1 and the network
was iterated until it reached a state cycle. Of course,
one potential state cycle is the one where all message ac
tivity dies out, i.e. all nodes freeze to State O. Activity
in sparsely-connected networks tends to die out while
highly connected networks are usually self-sust~ining.
Once a self-sustaining cycle begins, it will continue in
the absence of any exogenous inputs. The average size
of a self-sustaining cycle (the number of active (State
1) nodes in the cycle) is shown in Figure 3. The figure
shows that under some configurations, small changes in
the number of classifiers can cause rapid transitions in
the size of the self-sustaining component.

3.2 Boolean Functions

The potential for messages to become frozen either on
or off depends on the percentage of ones in the range of
the Boolean function associated with that message node
(see Section 2.4). As the measure of "internal homo-

. geneity" moves away from 50%, networks tend to exhibit
large ''frozen components" in which the states of nodes
become locked (Kauffman, 1984, p. 149). Analytic ex
pressions can be derived for various types of classifier
conditions (see Forrest and Miller, 1989). The analysis
of a simple two-condition classifier indicates that a very
narrow range of #s in each condition exists that avoids
freezing.s In these simple conditions, the number of #s

5The analysis assumes a two-condition classifier without
negation or pass-through, and with no overlap in matching

3 Results

This section illustrates how the methodology contributes
to our understanding of classifier systems by summa
rizing results in two areas: self-sustaining activity and
frozen components. Further details about these and
other areas are available in Forrest and Miller (1989).
All reported experiments have been conducted using an
8-bit classifier system. We expect that relatively simple
scaling relations exist that will allow the results to be
applied to arbitrarily-sized systems. Each reported data
point is a mean computed from 30 randomly generated
classifier systems.

is likely to hurt performance, since the environment is a
crucial componen~ of learning in classifier systems. We
conjecture that "interesting" classifier system behavior
will occur somewhere between these two extremes. .

Ifthe Boolean networks corresponding to classifier sys
tems have similar properties to those described in Sec
tion 2.3, most classifier chains will be very similar to
one another in terms of the actual messages that are
posted. Once a chain is entered, it should be stable
to small perturbations. If a perturbation does invoke a
new chain, typically only a small subset of the existing
chains is likely to be available. There is a tradeoff be
tween system stability and ultimate performance. Stable
systems will be able to operate gracefully in the presence
of unusual external stimuli, and under the influence of
changing structure due to learning. Nonetheless, the dif
ficulty of implementing new chains may be problematic
in excessively stable systems.

Finally, the potential for most of the messages (i.e.,
the nodes corresponding to messages) to become frozen
either on or off exists. Boolean functions that have either
an abnormally high or low percentage of ones in their
truth table, tend to freeze ceteris paribus (for example,
a binary disjunction which has 75% ones and 25% zeros
in its truth table, is likely to freeze in a network). Frozen
messages may hinder attempts at forming a system that
can respond to new input. Moreover, algorithms that
reward or penalize classifiers based only on the presence
or absence of the associated message at a given time
may be adversely affected by frozen messages. A closer
link between the form of classifier conditions and the
percentage of ones is developed in the next section.

The above elements combine into a potentially pow
erful descriptive and prescriptive methodology. The ul
timate performance of a classifier system will be closely
tied to its dynamical behavior. Through the use of the
above mapping, connections between system design and
dynamical behavior can be developed. These connec
tions can both be used to understand existing classifier
systems, and improve future ones.



in each condition that will prevent freezing is as follows
(t, * imply freeze, not freeze respectively):

o
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2::3
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Ui j n
would be interesting to know whether one genetic algo
rithm operation were capable of unfreezing a set offrozen
components (or, freezing a set of unfrozen components).
More generally, we are interested in the expected amount
of perturbation caused by the application of the learn
ing operators. This can be measured by comparing the
dynamics of networks before and after the application of
genetic operators.

Thus, if the first condition has zero #s the node will be
active when the second condition has at least one #. If
the first condition has two #s then freezing will occur
when the second condition has more than one #. The
actual distribution of #s in each condition can be con
trolled when the system is initialized and through biases
in the learning operators. These results suggest that
classifier systems are highly sensitive to the proportion
of #s in the population and that the nature of this sen
sitivity should be studied carefully. Preliminary analysis
indicates that if #s are chosen randomly with probabil
ity 0.25 then about 53% of 8-bit system nodes and 95%
of 16-bit system nodes will be subject to freezing. More
over, there is a 50% chance that almost all of the nodes
will be likely to freeze in either system.

4 The Impact of Learning on Networks

An important question is how the structural proper
ties of networks differ for networks corresponding to
randomly-generated classifier systems and for classifier
systems that have evolved under learning. The focus
is on the net effect of learning, i. e. the outcome af
ter bucket brigades, genetic operators, etc. We have
obtained several pairs of classifier sets (before and af
ter learning) and are in the process of comparing their
structural properties.

At a finer level of detail are questions about how
the various genetic operators affect overall statistical
network structure. When crossover and mutation are
applied completely randomly (with no consideration of
classifier strengths), they should not significantly change
the overall statistical network structure. If the operators
are biased by classifier strength, however, we would ex
pect structural change, most notably, a concentration of
input arcs around certain nodes (messages). These key
nodes are likely to become involved in almost all cyclic
activity.

Another aspect of learning is how stable a classifier
system is to the operations of the genetic algorithm. It
is important, for example, that a random mutation or
cross-over be capable of having a measurable effect on
the overall system, but that it not completely disrupt
all ongoing activity. Iu Boolean network terminology, it

messages between the. two conditions. Freezing is presumed
to be likely if the percentage of ones in the truth table is
outside of the 30-70% range.

5 Discussion

The methodology and specific results described in the
previous sections have many implications, some technical
and some of a more general nature.

Of direct consequence, are the implications for the de
sign of classifier systems. Constraints on parameter set
tings are already emerging from the results of Section
3 and continued work in this direction should lead to a
theoretical treatment of this issue. By comparing ini
tial classifier sets with final classifier sets (both those
that have successfully solved a problem and those that
have not), we also hope to analyze learning mechanisms
from a new perspective. One open question is whether
learning causes a classifier system to change its topol
ogy significantly or whether it is simply learning to use
the existing inherent structures (cycles, attractors, etc.).
We expect that the current algorithms are rearranging
the network topology, at least to some extent, but it
is quite possible that the extent of the rearrangement
is hindered by the constraints of the structural prop
erties of the Boolean networks. In this case, changes
in the underlying architecture might be appropriate to
improve performance of the learning algorithms. Al
ternatively, careful study of classifier system dynamics
could reveal unexploited structures, and new learning
algorithms could be tailored to exploit these structures.

The evidence that the dynamics of classifier systems
is highly sensitive to the proportion of #s suggests that
an annealing (Kirkpatrick et al., 1983) approach to this
parameter might be usefuL The emergent dynamical
properties implied by higher connectivity (e.g. large in
ternal chains, more frozen components, etc.) might be
advantageous at different stages of the learning. By bi
asing the genetic operators, the number of #s, and hence
the connectivity, can be tuned. Therefore, a mechanism
exists whereby the classifier system can be made to em
phasize different dynamical behaviors at different times.
These behaviors can then be matched to the impend
ing task, e.g. exploration, exploitation, internal model
development, etc.

The formation of default hierarchies is an impor
tant and controversial aspect of classifier systems. The
Boolean network framework may be useful in analyz
ing the formation of these hierarchies. For example, the
structural properties of networks built from classifiers us-



ing schemata with one defined bit (e.g., 1#######)
could be compared with those built with two bits de
fined, etc. Furthermore, the dynamics of the transitions
from I-bit to 2-bit schemata could be studied. It is likely
that the analysis of annealing dynamics discussed above
would also be useful in nnderstanding and controlling
default hierarchies.

The distinction between internal and external nodes
for Boolean networks raises the possibility that a system
could learn to use its external nodes (i. e., the environ
ment) as a form of external memory. In this scenario, a
classifier system might produce an external message that
affected its environment in some predictable way (e.g.,
causing the environment to produce some input message
at a later time) and rely on that effect for later process
ing. Examples in the natural world of this phenomenon,
include the setting of alarm clocks by individuals with
unreliable internal clocks, and the nse of pheromones by
ants as trail markers.

Current theoretical research tends to emphasize the
task or the speed at which different systems can learn,
but says little about how learning systems really work.
The dynamical systems approach described here pro
vides a way to answer this latter type of question. Fur
ther, it can be applied to systems that cannot be eas
ily understood analytically. The methodology described
here could also be applied to connectionist networks and
other learning schemes by using a similar mapping. Once
a mapping has been defined, the techniques described
here will readily apply. The unification of these seem
ingly disparate systems into a single class of models may
have interesting consequences.

6 Conclusions

A standard classifier system contains a computationally
complete interior performance element, a bidding mech
anism, two learning algorithms, and an input/output in
terface. Each of these parts interacts with the rest of the
system in nontrivial ways. The complexity of classifier
systems is not surprising because it is intended to sup
port a wide spectrum of activity. However, that COffi

plex.ity makes it difficult to understand precisely how
each part of the system is contributing to overall perfor
mance. The mapping from classifier systems to random
Boolean networks provides a theoretical approach to the
study of classifier system components and their inter
actions. The dynamic behavior of classifier systems is
dominated by emergent properties which greatly influ
ence their performance. Various configurations of classi
fier systems have different dynamic properties that vary
in predictable ways. The general methodology presented
here provides insights into the behavior of current clas
sifier systems and guidance for fut~re extensions. More
generally, the methodology is applicable to other learn-

iug systems such as neural networks, and it suggests sev
eral new avenues for exploring cognitive phenomena.
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