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Abstract

While complex adaptive systems (CAS) theories focus primarily

on phenomena such as systemic robustness against perturbation, self-
organization, and on the emergence, transformation, and dissolution of

organizational entities or action patterns, the metaphorical resonance of

CAS work is not easily translated into careful scienti�c results. It can
be very di�cult to identify the right level at which to develop more pre-

cise theoretical generalizations with well-speci�ed domains of applicabil-

ity. And constructing experimental parameters that cleanly map to im-
portant, general constructs is usually not a simple exercise. This paper

demonstrates an approach to this problem. We report results of agent-

based simulation experiments in which the basic activity of the agents is
to play the Iterated Prisoner's Dilemma with other agents. We system-

atically investigate how the emergence and maintenance of cooperation

is a�ected by variations in three key dimensions: (1) strategy space from
which the agents' strategies are selected, (2) the interaction processes that

channel agents into interactions, and (3) the adaptive processes that gov-

ern the changes in agents' strategies over time. Overall, our experiments
both con�rm results which have been reported in the literature (e.g., that

embedding agents in a 2 dimensional space can lead to the emergence of

cooperation), and our results demonstrate surprising results (e.g., that
high levels of cooperation can arise even when agents are randomly mix-

ing, when the agents use simple deterministic strategies and update them
using a kind of evolutionary algorithm). Our results also support a gener-

alized view of \neighborhood" where the important factor is the degree to

1



which the interaction processes lead to context preservation, independent

of any particular topology. The preservation of context, even as agents

are changing their strategies, acts as a "shadow of the adaptive future,"

resulting in sets of agents who are highly cooperative and resistant to

invasion by cheaters.

1 Introduction

Many social scientists have an intuitive sense that the development of research
on complex adaptive systems promises to illuminate major themes in the study
of social organization that are not easily understood from more classical per-
spectives. Complex adaptive systems (CAS) theories appear to focus centrally
on phenomena such as sensitive dependence on history, (and conversely) on sys-
temic robustness against perturbation, on self-organization, and on the emer-
gence, transformation, and dissolution of organizational entities or action pat-
terns.

However, the metaphorical resonance of this work is not easily translated into
careful scienti�c results. There are many studies of particular complex systems,
either empirical or theoretical, that o�er persuasive analogies to students of
social systems. But there is still considerable di�culty in identifying the right
level at which to develop more precise theoretical generalizations with well-
speci�ed domains of applicability. On the one hand, the causal mechanisms act
at very low levels, involving the interaction and adaptation of individual agents{
agents who are acting in a speci�c problem domain, using strategies appropriate
to that particular domain. Thus the causal level is far too detailed to serve as a
basis for building general theories. On the other hand, the dynamics of complex
adaptive systems are a result of various nonlinear interactions of the underlying
causal mechanisms, non-linearities which di�er from domain to domain. Thus
it also is hard to build general theories that apply across many domains using
high level, domain-independent constructs.

An additional impediment to the discovery of useful, general theoretical
concepts is the di�culty of constructing experimental parameters that cleanly
map to important, general constructs. For example, one way to bias interactions
between agents is to embed them in a 2 dimensional (2D) space, and allow them
to interact only with their immediate neighbors. Note that if agents do not move
(or move slowly relative to other dynamics in the model), the imposition of this
neighborhood bias means that not only will each agent continue to interact with
the same agents over long periods of time (often the intended e�ect of embedding
agents in a 2D topology), but the neighbors of an agent also will be neighbors
of each other. Thus e�ects attributed to one theoretical concept (preservation
of neighbor relations) could be in part the result of another concept (neighbors'
shared neighbors). This kind of confounding of potential theoretical concepts
relative to experimentally manipulable parameters is quite common in CAS
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models, in part because it is di�cult to avoid such confounding when building
models out of socially plausible mechanisms.

This paper reports an approach to this problem in the context of one broad
area of interest, namely the creation of theories which help us understand the
conditions which lead to the emergence, maintenance, transformation and dis-
solution of population-level patterns of activity. These patterns of activity in
turn can lead to e�ective social outcomes and high-level social structures. In
particular, we are interested in how the emergence and maintenance of patterns
of activity are a�ected by variations in the forces inuencing interaction pat-

terns between agents, by variations in the adaptive processes used by the agents
and by interactions between these two dimensions.

In this paper we establish a systematic experimental framework for studying
the emergence of social action patterns in populations of simulated agents. Our
experimental design derives from three key facts:

1. The nature of the problem domain confronting the agents, and the types of
strategies agents can use to cope with those problems, in part determines
the resultant population-level patterns of activity.

2. Human beings live within arrangements of space, social labeling, and orga-
nizational roles that make some interactions much more likely than others.

3. Human beings1 learn rapidly, if imperfectly, from comparisons of their
own experience with that of others.

In this paper we report results of agent-based simulation experiments in
which the basic activity of the agents is to play the Iterated Prisoner's Dilemma
with other agents in a population. (However, our experimental design was cre-
ated to apply to many other forms of action such as market exchanges, friend-
ship formations, disease transmissions, or rumor di�usions.) We systematically
investigate the e�ects of variations in three key dimensions:

� the strategy space from which the agents' strategies are selected;

� the interaction processes that channel agents into interactions with some
agents and away from interactions with others; and

� the adaptive processes that govern the changes in agents' strategies over
time.

The results of interest are the e�ects of these systematically varied factors on
the emergence of population-level action patterns|in this case sustained epochs
of widespread mutual cooperation. Overall, our experiments both con�rm re-
sults which have been reported in the literature and demonstrate surprising

1Note that the model we study also may be applied to systems of non-human agents, e.g.,

by interpreting our learning mechanisms in ways appropriate to evolutionary mechanisms for

adaptation.
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results. For instance, our experiments con�rm that embedding agents in a 2 di-
mensional space can lead to the emergence of cooperation. But our experiments
surprisingly also show that high levels of cooperation can arise even when agents
are randomly mixing, when the agents use simple deterministic strategies and
update them using a kind evolutionary algorithm. In order to establish intu-
itions and a baseline understanding of the behavior of our agent populations,
we examine in detail two cases, one that leads to all defections and a second
that results in a high level of (nearly) stable cooperation. We then focus on
one factor which inuences the emergence of cooperation, namely the extent to
which the various interaction processes preserve, to a greater or lesser degree,
the context of interaction among agents and their descendants. By showing
that cooperation emerges for a variety of interaction processes, we demonstrate
support for a generalized view of the concept of \neighborhood," i.e., where the
important factor is the degree to which the social (interaction) structures lead
to context preservation, independent of a particular (e.g., 2D) topology.

The rest of this paper is organized as follows: Section 2 introduces the It-
erated Prisoner's Dilemma and its relationship to dynamic social structures.
Section 3 describes in detail our experimental design, implementation and per-
formance measures. Section 4 describes the overall results of our experiment, in
terms of our three basic experimental dimensions, and discusses some of the most
notable trends and exceptions in those results. Sections 5 through 8 examine
some experimental cases in more detail, in order to show how and why context
preservation is so important for the emergence and maintenance of cooperation.
The paper ends with a discussion of how this work relates to research done by
others, and to studies to be done in the future, followed by a brief summary.

2 The Iterated Prisoner's Dilemma and Dy-

namic Social Structures

We have chosen the Iterated Prisoner's Dilemma (IPD) as one of the simplest
settings in which we can study issues we believe to be fundamental. The game
has been extensively analyzed from many perspectives in the social and compu-
tational sciences and is now fairly well known in the general intellectual commu-
nity ([Axelrod, 1984], [Poundstone, 1992]). As an iterated interaction between
two players, it requires each to choose, before knowing the choice of the other,
whether to "cooperate" or to "defect." The utilities resulting for each player are
shown in the following matrix, with the �rst number in each cell being the result
for the player labelled Row, the second number for the player labeled Column.

The dilemma is fundamental to social life: how to sustain over time a pattern
of cooperation between agents that may be quite bene�cial to both, when in
the short run it is always in the interest of each agent to defect, no matter what
action the other agent may take. (It should be recalled that the actions labelled
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Column

Cooperate Defect

Row Cooperate 3, 3 0, 5

Defect 5, 0 1, 1

Table 1: The Prisoner's Dilemma Payo� Matrix

\cooperate" may not be benign to third parties. The actors could be �xing
prices or attacking their shared enemies just as well as they could be disposing
properly of toxic waste or sharing socially valuable data.)

We regard a sustained regime of cooperation among a collection of agents as
a kind of emergent social structure, in which the reciprocation of cooperative
actions and the punishment of defection create and maintain the de�ning action
tendencies of the members of the cooperative set. The agents' actions reinforce
their roles and renew the resources that sustain the structure within which
they act. This stance has a substantial resonance with sociological approaches
such as Anthony Giddens' structuration [Giddens, 1984], and with anthropo-
logical dynamics for artifacts and words posited by Hutchins and Hazelhurst
[Hutchins and Hazelhurst, 1990].

The emergence of a cooperative regime has to do with the spread of a com-
munity of self-reinforcing strategies. In a population of PD playing agents, such
cooperative regimes may or may not arise, and if they do, they may be sustained
or they may disintegrate. If they are sustained, they may include all the mem-
bers of the population, or only some of them, and membership may vary over
time. The rates of cooperative behavior occurring within such a regime may
also vary. What determines these alternate histories of emergence is a com-
bination of the nature of the strategies available to the agents, the pattern of
interaction among the agents, and the processes operating that create, destroy
and transform the agents. These observations lead us to the systematic study
of a variety of interaction patterns and adaptation processes that are plausible
in the social world.

This last point deserves emphasis: our interest is not simply in systems
of agents whose strategies do not change, which is a widely studied case (cf.
[Axelrod and Dion, 1988], [Nowak and Sigmund, 1989]). Instead we are inter-
ested in populations of adaptive agents who change their strategies as a result of
the interactions they have with other agents. For this reason we de�ne an agent
as having both a strategy and a location in an interaction space, each of which
may change over time. When agent and strategy are confounded, as happened
in many early IPD studies, the separate contribution of agent-level interaction
processes is obscured.

Finally, in our view there is an additional element required for "minimal
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realism": imperfection, (or "error", or "noise") at all stages of the processes.
Real interactions may always involve failures to execute what was intended,
misperceptions of the actions of others, misjudgments of the experience of others,
and errors in understanding and emulating the strategies of others. We want to
be sure that the results we report are robust, and do not depend on the pristine
exactitude of one particular computer simulation setting. For this reason we
incorporate several sources of error or noise into our models, and study what
di�erences occur when those sources are present or absent. We shall see that the
presence of error in judging the performance of, and in copying the strategies
of, others will play a key role in many of the results to be reported.

3 Experimental Details

This section describes the model we studied, including the basic model elements
common to all our experimental variations, as well as the three key dimensions
we have systematically varied in this study, namely:

1. The strategy space (StratSp), with 2 variants;

2. The interaction processes (IntProc), with 6 variants; and

3. The adaptive processes (AdpProc), with 3 variants.

Thus our basic experiment consists of 2 � 6 � 3 = 36 experimental conditions,
which we call cases. The 36 combinations of experimental factors are summa-
rized in Table 2, which lists the abbreviated names for the variables (experi-
mental conditions) which appear in �gures and tables in this paper, along with
short accounts of the reason for the acronyms.

This section also describes the measures used to track and characterize the
behavior of the model when run under those various conditions.

The basic model consists of a population of individuals playing the IPD with
each other. The population size is always 256. The basic time step is a learning

period, most often referred to as just a period throughout this paper2. For period
0, the initial population is generated by evenly distributing the agents through-
out the strategy space, as described in Section 3.1. In each subsequent period
each individual plays a small sample of others agents from the population; the
exact number and selection procedure is determined by the interaction process
being used, as described in Section 3.2. When two agents play, they play exactly
four rounds (iterations) of the IPD. As a result of these plays, each individual
accumulates an average payo� per move for the period, which is treated as its
\�tness" or \score." After all agents have played, agents are changed by the

2We refer to the basic time step as a learning period to emphasize an interpretation of

the model as a collection of agents who change by learning in a social context. Under an

alternative, more biologically inspired interpretration of the model, in which agents change as

a result of evolutionary processes, the basic time step would best be called a \generation."
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adaptive process being used for the run, as described in Section 3.3. Then the
next period commences.

A single run of the model lasts 2500 periods (after the initial one), and
various measures are recorded for the run, as described later in this section.
The result of a run is a history of agent activity and change, as well as a
history of resultant population-level aggregate measures. Because these models
include many stochastic processes, we generate 30 histories for each case (i.e.,
for each combination of experimental parameter values), each run beginning
with a di�erent seed for the random number generator.

Abstractly, a run of the model, to generate a single history, proceeds as
follows:

Population(0) = GenerateRandomPopulation(StratSp)
for each Period T
for each individual A from Population(T)
for 4 IPD games
X = GetOtherToPlay(IntProc)
PlayPrisonersDilemma( A, X, 4 Moves )
UpdateCummulativePayo�s( A, X )

endfor
endfor
NormalizePayo�s
Population(T+1) = ApplyAdaptiveProcesses( Population(T) )

endfor

Note that we picked four moves per game because under the general con-
ditions we are using, the shadow of the future imposed by that game length
makes the attainment of cooperation di�cult but not impossible [Riolo, 1997a].
This level of di�culty allows us to discriminate population-level performance
between more and less challenging combinations of interaction patterns, adap-
tive processes and strategy spaces. Also note that since strategies are restricted
to the simple memory-1 (i,p,q) type (as described in the next section), individ-
uals cannot make use of knowledge of the �xed number of moves, so they don't
degenerate into always defecting (because of a known approaching last-play).

The experiments were carried out using software written using the Swarm
simulation package, a free, objective-C based system available from the Santa
Fe Institute3 The full experiment reported here involves 36 cases, each with
30 replicated histories, for a total of 1080 histories involving 256 individuals
learning for 2500 periods. Since each individual plays 4 games with 4 other

3For information about Swarm, see http://www.santafe.edu/projects/swarm. A copy of

the software used to carry out the experiments reported here is available on request from the

authors.
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agents, this makes a total of 256 � 4 � 4 � 2500 � 36 � 30 = 11; 059; 200; 000

agent moves; and since each move involves a choice by both the Row and Column

players, the total number of choices made is approximately 22 billion. The full

experiment took about 2�3 days, with runs distributed over a set of shared, low

to medium speed (1997) HP-unix workstations, using the Drone experimental

control package4.

3.1 The PD Strategy Spaces

To represent the variety of strategies that players may adopt in playing the

IPD we study two variants of the (i; p; q) framework which has been employed

in many other studies ([Nowak and Sigmund, 1989], [Nowak and May, 1992],

[Riolo, 1997a]). In this general framework, strategies may vary in p, the prob-

ability of cooperation on the next move after the other player has cooperated,

and q, the probability of cooperation on the next move after the other play

has defected. Since on the �rst move of the interaction there is no history to

draw on (and since the number of plays is �nite), we also require i, the player's

probability of cooperation on the initial move of a game.

For one variant strategy space we study, which we call the Binary strategy

space, the agents are restricted to using one of these four (i; p; q) combinations:

� i = p = 1; q = 1: Always cooperate (all-C).

� i = p = 1; q = 0: Mirror opponent's last action, i.e., Tit-for-Tat (TFT).

� i = p = 0; q = 1: Anti-Tit-For-Tat (aTFT).

� i = p = 0; q = 0: Always defect (all-D).

Note that these Binary strategies are deterministic, so that when two agents

meet, we can immediately calculate the outcome of any number of plays. (Table

3 shows the payo�s for all combinations of these four agent types playing four-

round games.) The Binary strategy space may be considered a noiseless, error-

free strategy space, in that agents' moves are communicated perfectly. For

experiments using the Binary strategy space, the initial population of agents

created at period 0 is divided equally and randomly among the four possible

strategy types. As a run proceeds, the fraction of the population in each (i; p; q)

combination varies, but no new combinations are created.

We also study a Continuous strategy space, in which the agents' (i; p; q)

values may vary independently over the entire range [0; 1] for each of i, p and

q. In this case, the initial population of (256) agents is spread evenly across

the (p; q) space, one agent situated at each of 256 combinations of 16 equally

spaced levels of p (p = 1=32; 3=32; :::; 31=32) and q (q = 1=32; 3=32; :::; 31=32).

4The Drone package is available from http://www.pscs.umich.edu/Software/Contents.html

.
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Strategy
Space
(StratSp)

C Continuous; i,p,q ranges over [0; 1]; \noisy"

B Binary; i=p,q restricted to 4 alternatives
(all-C,aTFT,TFT,all-D)

Interaction
Processes
(IntProc)

2DK 2-Dimensions, Keeping locations for entire run.
Keep same 4 (N-E-W-S) neighbors for entire run.
Neighbors are symmetrical.

FRNE Fixed Random Network of neighbors, each agent
with Equal number of neighbors (4). Keep for
entire run. Neighbors are symmetrical.

FRN Fixed Random Network of neighbors, chosen at
random at period 0 (as in RWR) but keep for
entire run. Asymmetrical neighbors, an average of
8 per agent (choose 4, chosen 4 times) but with
variation in the number across agents.

Tag Each agent has an arbitrary Tag value in [0,1];
Agents have bias to play other agents with similar
tags, i.e. social labels.

2DS 2-Dimensions used to determine 4 NEWS
neighbors, but neighbors are shu�ed each period.
Thus 4 new symmetrical neighbors each period.

RWR Random-With-Replacement choice of neighbors,
re-chosen at each period. Approximate complete
mixing, expecting 8 assymetrical neighbors (with
variation in that number).

Adaptive
Processes
(AdpProc)

Imit Imitation. Copy (no errors) neighbor with highest
average payo�, if payo� strictly greater than own.

BMGA Best-Met-GA. Copy (with errors) best performing
of agents met, when better than agent. Two
possible errors: copy when not better 10% of the
time; Sometimes make copying errors.

1FGA 1-Fixed-GA. Copy (with errors) a randomly chosen
other agent from entire population, when other
better. Two possible errors: copy when not better
10% of the time; sometimes make copy errors.

Table 2: Table of Experimental Conditions and abbreviated names.
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In this case the i value in each agent is initially set to its p value. But with the
Continuous strategy space, as a run proceeds not only can the fraction of agents
using each (i; p; q) combination vary, but for some adaptive processes (those with
\noisy" copying) agents with new combinations of (i; p; q) are created while other
combinations are lost from the population (perhaps to be recreated later).

It should be noted that even in the Binary world, where individuals have
values of i, p and q that are only 0 or 1, it is still true that the population of
agents has average values of these variables that are rational numbers in the
interval [0; 1]. We will make extensive use of these population level values of p

and q in our analyses of our simulations' dynamics.
It is also worth noting that the (i; p; q) values can be viewed as a memory-1

summary of the characteristic behavior generated by any possible underlying
strategy. For example, the \genotype" of a strategy may be represented as
a Moore machine (as in [Miller, 1996] [Ho�mann and Waring, 1996]), but the
\phenotype" (behavior) of an agent can be summarized (more or less accurately)
as a probability (i) of cooperating on �rst move and a probability of cooperating
after the other cooperates (p) or defects (q). Further, the population average
(i; p; q) values are well de�ned even if the underlying strategies are Moore ma-
chines (or other mechanisms) and the agents themselves do not track the (i; p; q)
values of each other.

Mixes of PD Strategies

A key table for many calculations presented later in the paper is Table 3.
It shows the 4 move scores and total score attained for the pure (deterministic)
strategy shown in the row when it meets the pure strategy shown as a column.

Other's Strategy

all-C TFT aTFT all-D

Own
Strategy

pay /
move

sum pay /
move

sum pay /
move

sum pay /
move

sum

all-C 3333 12 3333 12 0000 0 0000 0

TFT 3333 12 3333 12 0153 9 0111 3

aTFT 5555 20 5103 9 1313 8 1000 1

all-D 5555 20 5111 8 1555 16 1111 4

Table 3: Individual move and four-move total payo�s resulting from meetings
of all combinations of the four deterministic pq-strategies.

Some notes on this table will help us in later exposition. We can observe that
TFT does as well as, or better than, all-C against any mix of others. It does
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better than aTFT except when there are many all-Cs around. All-Cs however,

receive very low scores with aTFT or all-D, and do well only with TFT (or their

own kind). All-D is better than TFT in any mix of others that doesn't have

very much TFT.

In a world of just TFT and all-D, the "break even" proportion for TFT is

0:2. Above that proportion, TFT's expected score will be higher than all-D's.

Below it, the reverse will be true. Some algebra shows that there is no mix with

all four types present that gives all four types the same expected score from

random interactions. Therefore, the strategy transformation processes used in

our studies must produce changes in the frequency of some strategy(ies) in the

initial phase of our histories, since we begin with equal numbers of strategy

types, placed at random locations in any interaction structure we investigate.

Note that success in the Prisoner's Dilemma does not necessarily come from

scoring more in each encounter than does the other player5. This is a very

di�cult principle to hold on to. When all-D meets TFT, all-D will come away

with the relatively higher score, but both agents have low absolute scores. When

TFT meets a TFT or an all-C, they tie, but at a high absolute level. What

counts is a high average across all the others an agent encounters. It is possible

to have the highest average without "winning" a single encounter! Indeed, this

is just what happened in the computer tournament organized by [Axelrod, 1984]

which was won by TFT although TFT can never get a higher score than the

other strategy in a pairwise interaction.

Since the overall success of a strategy depends on its performance over the

mix of others encountered, there is no strategy that is best against all possible

populations of others. Holding aside error processes, in a world of all-Ds a single

TFT is doomed. And in a (deterministic) world of all TFTs, a single all-D is

doomed. It is precisely because the mix of others encountered is so crucial that

variation in interaction structures can play such a large role in the emergence of

cooperative regimes. The dynamics of the system are not directly determined

by global proportions of strategy types, but rather by who is meeting whom on

a local scale, and how the agents adapt to the resulting experience.

3.2 Interaction Processes

Each period, each agent chooses 4 other agents to play during that period. The

way agents select others to play is controlled by the interaction process imposed

on the agents. That is, each interaction process determines (perhaps probabilis-

tically) which agents play each other and (for some adaptive processes) which

other agents a given agent may learn from when deciding whether to change its

strategy. Thus each interaction process establishes an interaction topology over

5Strictly speaking, TFT, all-D and the like are strategies, which determine the events in

an IPD, in contrast to agents, which use strategies to accumulate payo�. In this paper the

terms agent and strategy are often used interchangably, since the agents in our model have

just one strategy at a time.
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the agents, which can be thought of as an elementary social structure, shaping

the interaction patterns between agents.

In this section we describe six interaction processes. These variants were

chosen to cover a range of interaction patterns, from 2DK, which imposes strong

constraints, to RWR, which allows for complete mixing of agents. Table 2 is a

summary of the interaction process variants we are reporting on in this paper,

as well as abbreviations and short description for each variant.

Note that for all variants, an agent never selects itself for play. And while

an agent may (except for 2DK, 2DS and FRNE) select another agent twice, in

general that will be a low frequency event, since there are 255 other agents to

choose from.

Also note that we de�ne an agent A's neighbors (or neighborhood) as the

agents A plays in a given period. For some interaction processes (2DK, FRNE,

FRN) an agent's neighbors remain the same across periods. (Of course, the

strategies those agents use may change over time.) For other interaction pro-

cesses (2DS, RWR), an agent's neighbors (whom it plays) are changed every

period6. For the remaining interaction process (Tag), the neighbors of A are

not �xed, but in general an agent will tend to select neighbors (others to play)

from a pool of like-Tagged others, a pool much smaller than the entire popula-

tion, greatly increasing the odds that at least some of its neighbors will be the

same from period to period.

The six interaction processes we studied are:

RWR. (Random-With-Replacement.) This interaction process approxi-

mates a kind of complete-mixing model often utilized in analytic population-

level models. As such it is perhaps the most commonly studied interaction

process. At each period each agent selects 4 other agents as its neighbors and

plays the IPD with them. Since all agents do the same, on average each agent

plays 8 others (the 4 it chooses, and, on-average, the 4 others who choose it),

but there is considerable variation across agents in the number of neighbors they

have. Since neighbors are re-chosen every period, RWR provides no continuity

in an agent's neighborhood.

2DK. (2-Dimensional topology, Keep neighbors.) In contrast to RWR, 2DK

provides complete continuity in neighborhoods. At the start of each run, agents

are placed at random on a 16� 16 torus7. Each agent then plays its 4 NEWS

(North-East-West-South) neighbors. Since those neighbors also have 4 NEWS

neighbors (i.e., the neighbor relation is symmetrical), each agent plays exactly

4 other agents, playing each twice during a period. The agents never move, so

they keep the same neighbors throughout a run. This kind of 2-D interaction

6Occassionaly a neighbor agent at period T will be re-selected in the next period, T + 1,
but this will be quite rare whenever the neighborhood size is small relative to the population

size, as it is in the experiments described here.
7That is, agents are assigned strategies (i, p, q values) as described in Section 3.1, and

then the agents are placed randomly on the torus.
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pattern is the only interaction process besides RWR that is well studied in the
IPD literature (cf. [Axelrod, 1984] pp158-168, [Ho�mann and Waring, 1996],
[Epstein-97]), and it is known to promote cooperation under a variety of condi-
tions.

FRNE. (Fixed Random Network, Equal number of neighbors.) This in-
teraction process is designed to be like 2DK in that each agent has exactly 4
other agents as neighbors (symmetric neighbors), but each agent's neighbors are
chosen at random, so that there are none of the correlations between neighbors-
of-neighbors that are induced by a 2DK-type topology. As in 2DK, the agents
keep their neighbors for the entire run. Thus at the start of each run, each agent
A randomly selects 4 other agents to be its neighbors, and they in turn choose
A to be one of their neighbors. After all agents have 4 symmetric neighbors,
the neighbors are randomly mixed to ensure there are no correlations induced
by the order in which agents choose others8.

FRN. (Fixed Random Network.) FRN is designed to distinguish the e�ects
of two factors that are confounded when changing from 2DK to RWR: (1) the
number of di�erent neighbors each agent has, and (2) whether or not the neigh-
bors are retained over time. With FRN, at the start of each run, each agent
picks 4 others to be its neighbors. Thus as with RWR, on average each agent
plays 8 others, and there is considerable variation across agents in the number
of neighbors they have. However, with FRN, agents retain the same neighbors
for the entire run (as they do for 2DK and FRNE). Relative to FRNE, then,
the FRN interaction process is a move further away from 2DK, in that each
agent has a �xed set of neighbors for an entire run (as in 2DK and FRNE), but
unlike 2DK and FRNE the neighborhood relation is not symmetrical, in that if
A chooses B to be a neighbor, there is only a tiny (4/255) chance that B will
also choose A.

2DS. (2-Dimensional topology, Shu�e each period.) The 2DS interaction
process also was designed to distinguish the e�ects of di�erent factors that are
confounded when changing from 2DK to RWR. For 2DS, as with 2DK, at the
start of each run agents are placed randomly in a 2-dimensional torus, and like
2DK they choose and play their 4 NEWS neighbors. However, unlike 2DK, in
2DS runs the agents are randomly re-located (shu�ed) each period. Thus like
2DK (and FRNE), each agent has exactly 4 neighbors, which it plays twice each
period. But like RWR, the agents choose new neighbors each period.

Tag. (Use arbitrary Tags to bias partner selection.) The basic idea of the
"Tag" interaction process is that agents select others to play (to be neighbors)
who have similar \tags." Thus tags may be thought of as a kind of social label.

8The randomization is done as follows: After all agents have 4 symmetric neighbors, each

agent randomly swaps a neighbor with 256 randomly chosen other agents, with each swap

subject to the FRNE constraints that each agent have 4 unique neighbors and each neighbor

relation is symetric.
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There are many ways agents could use tags to select which other agents to play
([Riolo, 1992], [Holland, 1993], [Lindgren and Nordahl, 1994], [Holland, 1995]).
For our model, the method of biasing the selection of \neighbors" was im-
plemented exactly as described in [Riolo, 1997b] and [Riolo, 1997a]. The goal
was to model individuals who each period wander around randomly, looking
for opportunities to play the IPD with "acceptable" partners. The tags are real
numbers in the range [0; 1], and they are assigned at random to the initial agents
at period 0. When a wandering individualA meets another individualB, A and
B look at each other's tags (which can be thought of as external markings or
behavior patterns) and then decide whether they both want to play each other
or not. If they both choose to play, they play in the usual way (i.e., they play
4 rounds and tally up their scores). If either chooses not to play, then A con-
tinues to wander, looking for an acceptable partner. However, there is a cost
of searching which reduces A's �tness in proportion to the number of searches
it does. Also, an individual must play a minimum number of IPD games each
period, so if after 4 of meetings A still has not found an acceptable partner,
then A gives up being picky and plays the next individual it meets.

In some ways this tag selection mechanism resembles schemes in
which individuals are located in a one dimensional (1-D) space, biasing
their choice of partners to favor nearby individuals (e.g., [Oliphant, 1994],
[Ho�mann and Waring, 1996]). However, there are some signi�cant di�erences
between the tag mechanism described here and 1-D space-based biases. First,
note that the tag-space as used here is not a scarce resource in the way space-
based biases usually are. That is, models that use space to bias interactions
usually assume only one or a few individuals can be at any given distance away
from an individual A. In the tag based scheme used here, since any number
of agents can have a particular tag, and since candidates are picked at random
from the whole population, all other agents could be equally near or far. Also
note that if an individual fails to �nd an acceptable partner after a small num-
ber of searches (4 in these experiments), the individual reverts to selecting a
partner at random from the whole population. Finally, in this scheme there is
a search cost which increases for individuals who for one reason or another are
\far" in tag-space from the rest of the population9.

3.3 Adaptive Processes

An adaptive process controls how agents adapt (learn) over time. In the studies
reported here, adaptation is synchronous: the adaptive process is applied after
all the agents have played all games with all others they are going to play in the
current period. Thus all agents change in parallel at the same virtual instant10.

9The search cost is 0:02�c�P , where c = 4 is the number of others rejected while searching
for an acceptable neighbor, and P is the payo� from the IPD game the agent eventually plays.

10In some situations synchronous updating can lead to non-robust dynamics (cf.
[Huberman and Glance, 1993]), because we include conditional strategies (e.g., Tit-For-Tat)
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All three adaptive processes use an agent's per-move average payo� as its score

(or \�tness" in the parlance of evolutionary algorithms) for determining whether

it will change or not. Thus an agent's score can range between 0.0 and 5.0, given

the PD payo� matrix we used for these experiments. For all three processes we

study, each agent is given one chance to adapt each period. Whether an agent

changes, and if so how it changes, depends on the speci�c adaptive process being

used, as described below. In general, though, the higher an agent's score, the

less likely it is to change, whereas the lower the score, the more likely it is to

change.

Imitation. Imitation is based on the learning heuristic \if an agent I played

is doing better than me, copy that agent's strategy because it is likely to work

better than my current, poorly performing strategy." Using Imitation, an agent

copies perfectly the strategy of some other better-performing agent it has played

in the current period. Imitation is a commonly studied adaptive process in the

IPD literature, either explicitly (cf. [Nakamura, Matsuda and Iwasa, 1997]) or

implicitly, via replicator dynamics (cf. [Nowak and May, 1992]). In our model

of Imitation, each agent compares its score to the score of all its neighbors, i.e.,

the agents it played during the current period. If its score is greater than or

equal to the best of its neighbors, it remains unchanged this period. If its score

is less than the score of one or more others, it copies the strategy (and Tag, if it

is being used) of the neighbor with the best score. If there are several tied for

best, one is chosen at random.

BMGA. (Best-Met Genetic Algorithm hybrid.) BMGA was designed to

model Imitation with occasional error. BMGA is similar to Imitation in that

an agent �rst compares its score to the scores of its neighbors, i.e., the agents it

played during the current period, and then it copies the strategy (and perhaps

tag) of the agent with the better score, if any. (If there is a tie between an

agent's score and the best score of all its neighbors, the agent \copies" its own

strategy.) However the BMGA adaptive mechanism introduces two sources of

possible copying errors (or noise):

1. A comparison error. When an agent compares its score to another, it may

make an error of comparison and conclude that the other has a higher

score than its own when it does not (or vice versa).

2. A copy error. When the agent copies the strategy (and tag) from the

winning agent (perhaps itself), it may make an error and mis-copy part

of the strategy (or the tag).

These sources of error are analogous11 to processes found in Genetic Al-

gorithms [Mitchell, 1996]: (1) tournament selection of a winning strategy, and

and because there are many sources of \noise" in our model (during neighbor selection, during
play and during adaptation) synchonous updating does not lead to the kind of rigid Cellular

Automata-like dynamics that can sometimes be seen.
11For an early example of social learning processes as Genetic Algorithms see [Cohen, 1982].
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(2) possible mutation of the values being copied. In particular, �rst agent A's
neighbor N with the best score is selected (with ties between neighbors broken
at random). If A and N do not have the same score, a tournament is carried
out between A and N , in which 90% of the time the individual with the higher
score is picked as the winner, but 10% of the time the one with the lower score is
picked. If A and N have the same score, A is declared the winner. Agent A then
copies the strategy of the winner (which may be itself), but the copying is done
with a possibility of error (mutation). In particular, each of the \genes" (the i,
p, q and tag values) have a �xed probability of being mutated. For Continuous
Strategy experiments, the mutation rate was 0:1 per gene. If a continuous gene
is mutated, mean 0, standard deviation 0:4 Gaussian noise is added to the gene.
If the mutated value goes out of range (e.g., is greater than 1), the value is set
to that limiting value. For Binary Strategy experiments, the mutation rate was
0:0399 per gene12, and only the p, q and tag genes were mutated. If a Binary
gene is mutated, its value is toggled (0 to 1 or vice versa); when the p gene is
mutated, the i value is set to the new p value.

In general, these error rates (for the tournament and for mutation) were
chosen to so that the rates are not so low as to lead to no changes, but not so
high as to prevent the agents from \remembering" anything13.

1FGA. (1-Fixed Agent Genetic Algorithm.) The 1FGA adaptive process
is designed to be a global learning version of BMGA. That is, in contrast to
BMGA, where each agent only learns from agents it has played (i.e., its neigh-
bors), with 1FGA an agent can learn from any agent in the population14. The
1FGA adaptive process we use is similar to the update mechanism used by
[Ho�mann and Waring, 1996]. The basic idea is to give each agent one chance
to adapt each period, as with the Imitation and BMGA mechanisms, but to
use a GA-like algorithm to carry out the changes15. As with the other adaptive
algorithms we use, for 1FGA each agent A gets one chance each period to insti-
gate an update event. Given an A, another agent B is chosen at random from
the entire population (except A itself). As with BMGA, a tournament is held
between A and B, and a winner is chosen with the same chance of comparison
error. (Again ties go to agent A, the instigator.) Once the winner is chosen, its
strategy (and perhaps tag) is copied into A, with a possibility for copy errors
(mutations) just as done with BMGA.

12This value makes the overall variance per gene from the mutation process the same as in

the Continuous Strategy experiments.
13See [Riolo, 1997a] for studies on the e�ects of changing these and other Genetic Algorithm

related parameters.
14In fact, for the small neighborhood sizes used in the experiments described in this paper,

agents using 1FGA will almost always be comparing their performance to agents they have

not played during the current period.
151FGA is a GA-like algorithm that can be used in conjunction with interaction processes

like 2DK. Without the inheritance mechanism that comes with the \1-�xed" aspect of 1FGA,

there would be problems �nding where to put o�spring of randomly mated pairs.
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Note one key di�erence between BMGA and 1FGA is that with BMGA,

the \other" agent for the tournament is chosen just from A's neighbors, i.e.,

agents it played in the current period. So in some respects BMGA is similar

to their local-GA/local-play cases described in [Ho�mann and Waring, 1996].

On the other hand, for 1FGA, the other agent is selected from the population

at large, which is in some respects related to the global GA case studied in

[Ho�mann and Waring, 1996]. However those comparisons are not perfect: for

example, Ho�man and Waring select the other agent with probability propor-

tional to �tness and then recombine its strategy with A, whereas we just use a

(perhaps mutated) copy of the winner of a tournament16.

3.4 Performance measures

Since we are interested in the emergence and maintenance of regimes of mu-

tual cooperation among the agents, an important measure is the average score

(�tness) of all the agents at each period. A population average at or near 1:0

indicates that the population is defecting almost all the time, whereas a value

near 3:0 indicates the agents are nearly always cooperating with each other.

However, note that while population average payo�s could17 range from 1:0

to 3:0, in our experiments the average usually ranged from (roughly) 1:1 to 2:7

(with a few exceptions, to be discussed below). Even for populations that are

quite cooperative with each other, the population average payo�s don't reach

the highest possible values (i.e., at or close to 3:0) for two reasons. First, for

Continuous strategy spaces, the \noisiness" in the strategies leads to \misunder-

standings" which lead to instabilities in the play of the game. For example, for

populations which are generally cooperative, most mistakes will be accidental

defections that will generally lower the scores. Second, for both strategy spaces,

the BMGA and 1FGA adaptive algorithms have a small error rate, which leads

to a small but constant injection of heterogeneity into the population, again lead-

ing to instability in the overall rate of cooperation. This heterogeneity of the

agents' strategies, combined with the stochastic nature of the strategies, keeps

the average payo�s below the maximum possible. The exceptions are found

when agents are using Binary strategies and Imitation (no error) adaption. In

these cases, depending on the adaptive algorithm, the population average can

sometimes reach 3:0 and sometimes fall to 1:0.

A second simple aggregate measure, which indicates the long-run perfor-

mance of a population, is the population-average score averaged over a number

16There are other di�erences as well which make comparing and \docking" our results with

their's complicated. For instance, for Ho�man and Waring's global interaction cases each
agent plays more and more of the other agents, whereas for our closest case to global mixing,

RWR, our agents play only a sample of the other agents.
17In fact, the average payo� could be somewhat less than 1:0. If a population using the

Tag interaction process was almost always defecting and if the agents were usually refusing
others, thus incurring the Tag search cost, the defector's payo� (1) less that tag search cost
could result in an average net score less than 1.
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of periods. In particular, we calculate the mean of the single-period population
averages, averaged over the last 1000 periods of each run (in order to avoid
any e�ects of initial conditions). We then calculated the average, over all 30
runs of each case, of this within end-of-run average performance, to yield the
long-run average performance that can be expected for each experimental con-
dition. These aggregate values are listed in the column labelled \Mean Payo�"
in Tables 4 and 5. These aggregate Mean Payo� values also are shown in his-
togram form in Figures 1 and 2. (The results in those �gures will be discussed
in Section 4.)

While these aggregate measures of population cooperation are useful, they
miss many of the di�erences in the dynamic paths the various experimental
conditions generate. In Sections 5{ 7 there are a number of plots of population
average payo� versus period, for all or part of runs from a variety of experimental
cases. These plots show a wide variety of dynamics exhibited in those cases, from
very stable through various levels of near-stability and on to aperiodic jumping
between regimes of high cooperation and intervals of virtually all defection. To
try to capture some of these di�erent history dynamics, we have de�ned several
additional measures, which are included for the 36 experimental cases covered
in Tables 4 and 5. These measures and their de�nitions are as follows:

� NumCC: The number of runs out of the 30 for a case in which the
population average score reached 2:3 for at least one period. A threshold
of 2:3 was chosen because given the noisiness of (most of) our experimental
conditions, a population can reach and sustain such an average score only
by a signi�cant amount of mutual cooperation [Riolo, 1997a].

� Gen To Hi: This is the number of periods for the population average to
reach the threshold score (2:3). This indicates how well an experimental
condition promotes the emergence of cooperation from an initial sea of
non-cooperators.

� Frac High: This is a measure of the fraction of the periods the population
average spends above the 2:3 threshold, after the threshold is �rst reached.
Thus a high value indicates the population is able to continuouslymaintain

a high level of cooperation, whereas lower levels means the population is
not able to maintain a highly cooperative regime.

� Frac Low: This is a measure of the fraction of the periods the population
average spends below a population average of 1:7, after the high (2:3)
threshold is �rst reached. Falling below an population average of 1:7
indicates the population is generally defecting. Thus a high value for Frac
Low indicates the population spends most time in high-defection regimes,
even after it has attained high cooperation. A low value for this indicates
the population can avoid the worst \crashes" in cooperation, once it has
emerged during a run.
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� In-Run StdDev: This measures the standard deviation of the single-

period population average payo� over the last 1000 periods of a run. The

average of the these values then is averaged over the 30 runs for a given

experimental case. This value provides a convenient single measure of the

amount of variation in population average payo� within a run, measured

over the same interval for which the run-average is computed. Of course,

this measure cannot distinguish all types of variation, e.g., between cases

that generate a few larger variations versus cases that generate a higher

proportion of small variations.)

While these measures don't capture all interesting di�erences between in-

dividual histories, they do convey many contrasts between cases, and they are

much easier to examine than looking at 30 histories from each of 36 cases! In

particular, these measures are often useful in providing an indication of what

might be causing a high or low overall level of cooperation to be generated by

an experimental condition. And at the least, extreme values in these measures

are ags that indicate that the detailed histories of the runs for a case might be

of particular interest or use.

4 Overall Results

Tables 4 and 5 show the overall aggregrate performance of the model for the

18 Continous strategy space and 18 Binary strategy space cases, respectively.

Figures 1 and 2 show the Mean Payo� in the form of histograms, again for the

Continuous and Binary strategy space cases, respectively.

There are a number of general observations that are supported by the data

presented in those tables and �gures. Some of the most striking trends and

observations include:

� Overall, the interaction processes which best promote cooperation are

those in which agents retain the same neighbors throughout each run|

2DK, FRNE and, to a lesser extent, FRN. We call thesecontext preserving

interaction processes, in that each agent's interaction (social) context is

preserved over time. Section 6 describes in more detail how these context

preserving interaction processes lead to the emergence and maintenance

of high levels of cooperation, and discusses the reasons for the di�erences

among these cases.

� In general, the interaction processes which lead to the least amount of

social organization (cooperation) are 2DS and RWR. These results are

the obverse of the high cooperation obtained with the context preserving

interaction processes, since 2DS and RWR are the interaction processes in

which the population is mixed the most, with agents switching neighbors

every period. Some notable exceptions to this are the Binary-1FGA cases,

which have high Mean Payo�s for both 2DS and RWR.
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Mean Payo�

(sd)
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Make
CC
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to
High

Frac

In
High

Frac

In
Low

In-Run

StdDev (sd)

2DK 1FGA 2.025 (.069) 30 127 .213 .172 0.313 (.045)

BMGAS 2.554 (.009) 30 26 .998 .000 0.075 (.006)

ImitS 2.213 (.352) 15 27 .868 .000 0.016 (.003)

FRNE 1FGA 2.035 (.089) 30 122 .226 .161 0.292 (.049)

BMGAS 2.572 (.007) 30 26 .996 .000 0.077 (.007)

ImitS 2.176 (.507) 14 26 .901 .000 0.017 (.014)

FRN 1FGA 1.884 (.120) 30 162 .182 .311 0.379 (.044)

BMGAS 2.476 (.026) 30 40 .939 .003 0.124 (.062)

ImitS 1.362 (.434) 3 12 1.00 .000 0.009 (.004)

Tag 1FGA 2.198 (.057) 30 80 .380 .064 0.248 (.058)

BGMAS 1.613 (.277) 30 331 .117 .499 0.469 (.093)

ImitS 1.573 (.187) 0 - - - 0.012 (.004)

2DS 1FGA 1.484 (.086) 30 695 .040 .764 0.273 (.080)

BMGAS 1.089 (.003) 1 978 .001 .977 0.024 (.009)

ImitS 1.096 (.013) 0 - - - 0.006 (.000)

RWR 1FGA 1.502 (.109) 30 612 .055 .729 0.332 (.064)

BMGAS 1.098 (.036) 9 1384 .021 .883 0.063 (.097)

ImitS 1.104 (.032) 0 - - - 0.006 (.001)

Table 4: For Continuous strategy cases, the Mean Payo� column shows the mean

and standard deviation of the population average �tness over last 1000 periods.

The numbers in parentheses are the standard deviation for the associated mean.

See text for de�nitions of the labels on the other columns.
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StdDev (sd)

2DK 1FGA 2.560 (.013) 30 19 .914 .001 0.173 (.017)

BMGAS 2.552 (.006) 30 10 .970 .000 0.122 (.006)

ImitS 3.000 (.000) 30 7 1.00 .000 0.000 (.000)

FRNE 1FGA 2.558 (.015) 30 21 .915 .000 0.171 (.012)

BMGAS 2.564 (.007) 30 9 .968 .000 0.127 (.007)

ImitS 2.991 (.022) 30 6 1.00 .000 0.000 (.000)

FRN 1FGA 2.691 (.008) 30 22 .990 .000 0.120 (.010)

BMGAS 2.629 (.010) 30 14 .913 .006 0.229 (.016)

ImitS 1.869 (1.01) 13 7 1.00 .000 0.000 (.000)

Tag 1FGA 2.652 (.010) 30 15 .975 .000 0.132 (.010)

BGMAS 1.449 (.186) 30 255 .191 .763 0.554 (.170)

ImitS 1.133 (.507) 2 6 1.00 .000 0.000 (,000)

2DS 1FGA 2.522 (.024) 30 26 .867 .000 0.197 (.020)

BMGAS 2.053 (.128) 30 95 .443 .280 0.532 (.064)

ImitS 1.000 (.000) 0 - - - 0.000 (.000)

RWR 1FGA 2.685 (.0009) 30 54 .985 .000 0.127 (.013)

BMGAS 1.175 (.099) 13 972 .191 .763 0.109 (.182)

ImitS 1.000 (.000) 0 - - - 0.000 (.000)

Table 5: For Binary strategy cases, the Mean Payo� column shows the mean

and standard deviation of the population average �tness over last 1000 periods.

The numbers in parentheses are the standard deviation for the associated mean.

See text for de�nitions of the labels on the other columns.
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� The Tag interaction process generally is intermediate in its ability to pro-

mote cooperation, with Mean Payo�s generally lower than the Mean Pay-

o�s for the three context preserving interaction processes mentioned above

(2DK, FRNE, FRN), but generally with Mean Payo� above those obtained

for the interaction processes with high mixing rates (2DS and RWR). One

exception to this rule is the Binary-Tag-BMGA case, which seems to lead

to a lower than expected Mean Payo�. Another even more striking ex-

ception is the Binary-Tag-Imitation (B-Tag-Imit) case, in which case the

Mean Payo� is 1:00, indicating all defection all the time18.

� The cases fall into three rough classes: (1) Cases which result in relatively

high levels of more or less stable cooperation, e.g., C-2DK-BMGA, C-

FRN-1FGA, and many others, which generate high average payo� for all

runs, and which then never (or seldom) fall below the 2:3 payo� threshold,

e.g., FracInHigh is over 0:9 and the FracInLow is 0:0; (2) Cases which never

(or rarely) achieve high cooperation, e.g., C-RWR-ImitS, B-2DS-BMGA,

and others, which have low average payo�, and seldom or ever get over the

�tness threshold of 2:3, and if they do, fall right back into mutual defection;

and (3) Cases in which the population ips back and forth between regimes

of high cooperation and regimes of mostly defection, e.g., C-Tag-BMGAS,

C-2DK-1FGA and others, which have a moderate overall average payo�,

and have FracInHi and FracInLow levels substantially greater than zero.

� In general, 1FGA appears to be the most robust adaptive process, closely

followed by BMGA. For the Continuous strategy space, 1FGA and BMGA

lead to the same overall average Mean Payo�, with 1FGA leading to

more cooperation than BMGA in three interaction process cases (Tag,

2DS, RWR), whereas BMGA leads to higher scores in the three other

cases (2DK, FRNE, FRN). But for the Binary strategy spaces, 1FGA and

BMGA lead to the (statistically) equivalent scores for three cases (2DK,

FRNE, FRN) while 1FGA leads to considerably better scores in the other

three cases (Tag, 2DS, RWR). Thus BMGA seems to do best when used

in conjunction with interaction processes in which agents keep their same

neighbors throughout a run, whereas 1FGA does well in the other cases.

� The Imitation adaptive process generally leads to the least cooperation.

There are two exceptions to this: Imitation with Binary 2DK and FRNE.

In these two cases, Imitation is the best adaptive process, and in fact

these cases yield the best Mean Payo�s overall. In short, the problem

with Imitation is that all variety in the agents' strategies is lost, so that

with Imitation the population becomes stuck at a given performance level,

usually with low cooperation, but in a few cases with high cooperation.

18Note that in this Tag case, there is no loss of payo� due to search costs once equilibrium

is reached. This is because as a result of Imitation, all agents have the same tag, just as they
have the same (all-D) strategy.
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� The use of a Binary Strategy Space leads to more extreme results than does

the Continuous Strategy Space. For example, the two highest Mean Pay-

o�s at or near 3:0 were observered for the Binary cases of Imitation-2DK

and FRNE. And at the other extreme, the lowest Mean Payo�s, 1:0 were

produced by the Binary cases of Imitation-2DS and Imitation-RWR. To

some extent these cases are greater (lower) than the corresponding Contin-

uous cases because of the inherent noisiness of the Continuous strategies;

unless the Continuous strategy reaches exactly the (i; p; q) boundaries,

there will be occassional errors in the responses, leading to lower or higher

scores than obtained with the corresponding deterministic (Binary) strate-

gies. Another view is that the Binary Strategies give clearer signals, which

enables the agents to respond in ways appropriate to the situation. This

clearer signaling may enable populations to self-organize into cooperation

(or defection) faster or more stably than when signals are less clear. This

may explain why, for example, B-2DS-BMGA achieves much higher levels

of cooperation than C-2DS-BMGA.

The above is only a partial list of the major trends and notable exceptions

we have observed. The experiments which generated the aggregrate measures

displayed in Tables 4 and 5 are a rich source of information about what inu-

ences the emergence and maintenance of cooperation in the IPD populations

we studied. One of our major goals is to explain why the given combinations

of experimental conditions produce the regularities, and the surprises, seen in

the measures of cooperation shown in those tables. In the rest of this paper,

we focus on one of the most important factors|the preservation of context|

that contributes to the emergence of cooperation in our experiments. However,

given the many nonlinearities in Tables 4 and 5, it is clear our experimental di-

mensions do not cleanly separate all important factors. Issues that await later

analysis include (a) the ways in which the generation and maintenance of variety

in the population of strategies is critical for the emergence of cooperation; (b)

how interactions between the strategy spaces, interaction processes and adap-

tive processes generate variety and a�ect the dynamics of these systems; (c) the

importance of vigilance for the maintenance of cooperation; and (d) how some

combinations of our experimental parameters interact to work for or against the

pressures toward defection which are inherent in the fundamental dynamics of

populations playing the IPD.

5 The Basic Dynamics of Defection

This section examines a case in which cooperation never emerges, in order to

establish several general points about the dynamics of our populations of IPD

playing agents. These form the background against which the variations ex-

plored in the subsequent sections will stand out more clearly.
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As an exemplar of the fundamental forces at work, we will use an exper-
imental condition that implemented noisy strategy execution ("Continuous"),
with agents on a 2-dimensional torus being randomly relocated each period
by the interaction process ("2-D Shu�e"), and the Best-among-those-you-Met
(with possible errors) adaptive process (BMGA). Thus our abbreviation for the
condition is C-2DS-BMGA.

Figure 3 plots the history of the population average score per move, for a
single population of 256 agents over 2500 learning periods. Figure 4 plots the
same measure in greater detail for the �rst 50 time periods. There are several
notable points in the �gures:

� The initial average score per move (also called "average �tness") is shown
in Figure 4 to be 2:25. This is true in every history within every ex-
perimental condition, because our initialization of the agents' strategies
always yields an average (i; p; q) of (:5; :5; :5), distributed randomly over
whatever interaction process is being used. This is exactly what a calcula-
tion predicts as the expected �tness from the play of randomly initialized
agents, interacting randomly.

� The population average score per move declines immediately and sharply.
This also is true in every population for every experimental condition, no
matter where the population may end up in the long run. The reason for
this sharp decline is as follows: Besides many other strategies, there are
many \suckers" (all-C players), i.e., individuals who have (i,p,q) at or near
1:0, who tend to cooperate no matter what the other agent does. There are
also many \meanies" (all-D players), i.e, individuals who have (i,p,q) at or
near 0:0, who tend to defect no matter what the other does. As a result,
some all-D players achieve relatively high scores by taking advantage of
neighbors who (as a result of the initial random distribution) are suckers,
leading to rapid spread and dominance by the (near) all-D players. But
as the number of all-D players increases and the suckers die o�, so the
the average payo� falls rapidly to 1:1�1:3, i.e., near the mutual defection
payo� expected from a population of mostly all-D players.

� Because the initial value and decline are so uniform, the population aver-
age score of 2.3 o�ers a convenient de�nition of a level of payo� that can
be called improved relative to the initial con�guration. As can be seen in
Tables 4 and 5 (column 1, Mean Payo�), many populations cannot main-
tain this level of cooperation. In fact, for some experimental cases many
populations never even reach this level (see column 2, NumCC), and of
those that do, many cannot maintain a high level of cooperation (see col-
umn 4, \FracInHi," i.e., fraction of periods in which average payo� stays
over 2:3 once that level is reached).

� The population average payo� value varies somewhat from one period to
the next, even if the fundamental level of cooperation is quite stable. For
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example, in this experimental condition (B-2DS-BMGA) all the histories

have an average value over the whole 2500 periods that is indistinguishable

from the run history shown in Figure 3, as indicated by the very low

standard deviation (0:003) of the Mean Payo� over the 30 runs for the case.

But the variation over a few periods within one history is relatively large,

as indicated by the In-Run StdDev (0:024), compared to that variation

across the histories. This period-to-period variation is found in most of

our experimental conditions and has three principal sources: (1) the noisy

nature of strategy execution in the Continuous strategy space cases; (2) the

change in an agent's neighbors, in those interaction process cases in which

neighbors change (Tag, 2DS, RWR); and (3) the uctuation of strategies

resulting from e�ects of the \errors" (in comparing or copying) in the

BMGA and 1FGA adaptive processes.

� Finally, although the population average score per move is low in this run,

it never falls to the minimum sustainable average value of 1:0. This is also

an e�ect of the three sources of noise described above. Similarly, most

cases which ultimately reach high average payo� values have a \ceiling

e�ect" that corresponds to the \oor" seen here, so they seldom reach the

theoretical sustained maximum of 3:0.

An alternate picture of the forces producing population histories such as that

in Figure 3 and 4 is given by Figure 5. It shows a diagram of movement in p-q

space, a diagram that will be one of our standard tools in the rest of this paper.

The entire �gure shows a range of combinations of the the population average

values of 0:0 � p � 1:0 and 0:0 � q � 0:6. Note that these are measured at

the population level, and so are well-de�ned even in the Binary strategy space

conditions that force each individual agent to have (i; p; q) values that are either

0 or 1. Also note that we only show q up to 0:6 because the population average

q value is always well below that high level. Finally, note that we are ignoring

i in this analysis, because for the most part, i is highly correlated with p
19
.

(For the Binary cases, i always is forced to equal p.) While an analysis of the

movement of i may be enlightening, that will have to await future studies.

For each small region (there are 20-by-20 \bins") of the space in the diagram

we have determined all the periods in which the population average values of p

and q were in that region. For each such we have found the average of the p and q

values in the immediately succeeding period. The line originating at the center

of each region shows the average one period movement of pq for populations

that were ever in that region. The data shown were collected from all the thirty

histories of the C-2DS-BMGA condition.

Figure 5 shows a feature found in all such diagrams based on the complete

population history|a cascade from the center of p-q space toward the lower-left

19This correlation might indicate the Continuous strategies are approximating their Binary

counterparts. For example, for p low, i tends to be low, approximating the Binary Tit-For-Tat

strategy.
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corner, where p = 0 and q = 0. This is the trace of the collapse from the initial

state of the population, in which agents (p; q) values are evenly distributed

across the entire pq-space. In that initial environment agents with strategies

closer to all-D (p = 0, q = 0) do better than more cooperative strategies. This

spread of lower p and q through the initially disorganized population produces

the sharp movements shown. This movement corresponds to the rapid decline

in the population average payo� described earlier in this section.

It is important to note that the map of forces in pq-space is contingent on the

interaction structure of the population, as well as on the average and distribution

of p and q in the population. Thus later in a history, when the population

might have developed more correlated interaction patterns, the movement from

a particular p-q cell might be di�erent. As it happens, none of the populations

in this condition ever revisit the area of p-q space that is associated with the

initial state. But the fact that the map of forces depends on the interaction

structure is just what makes a pq map so useful for us. We can show how

di�erent interaction structures reshape the forces acting on various population

p and q levels.

A second feature of this pq-space �gure is the large amount of total time the

process spends in the low p and low q region of the space. This is indicated by

the large circles in the corresponding cells20. The reason the populations spend

so much time in that region of pq-space is indicated by the direction of the

vectors in that region. In the cells with the largest circles, where most time is

spent, the vectors are of virtually zero length, indicating there is little pressure

to move from those pq states. Further, in the nearby cells the vectors all point

back toward the large circles, indicating \restoring forces" that tend to push

the populations back to low p and q if they should happen to drift randomly

to higher values. Thus that reqion with the largest circles can be considered a

basin of attraction for the populations run under the B-2DS-BMGA conditions.

(There are a few disorganized vectors, some pointing away from the large basins

of attraction at low p; q, which might indicate that if the population could more

often get to the higher p values, it might move into a basin of attraction in

a di�erent (presumably higher p) region of the space. We tested for this by

collecting data from 10 runs in which the entire initial population were TFT

(p = 1; q = 0) players. Even in this case the population rapidly fell to the all-D

corner of pq-space and stayed there.)

20The largest circle corrsponds to the cell in which the population spent the most time

during the run; the areas of other circles are scaled relative to that cell.
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6 The Basic Dynamics of Stable Cooperation

via Context Preservation

The basic picture portrayed in the previous section corresponds to the war
of all against all in Hobbes Leviathan, in which a typical life is described as
\solitary, poor, nasty, brutish, and short." These regimes of nearly complete
mutual defection occur frequently in our experiments. And the corresponding
social situations are well known in the real world: conditions in which e�orts to
establish mutual cooperation collapse and cannot be revived, even though all
would be better o� if they could.

Hence a central concern of social science is to understand the conditions
that allow cooperative regimes to be established and maintained. In Figure
6 we see the history of a population that does recover from the typical initial
collapse to institute long-lasting cooperation. The conditions that produced this
history are identical to those producing the all-D regime reported previously,
with one exception: the locations of the agents on the 2-dimensional torus
are not shu�ed between periods. Instead agents "keep" their locations in the
interaction structure, so the condition is labelled C-2DK-BMGA.

Figure 6 (and Figure 7, the �rst 50 periods of the run) shows some of the
typical features that were listed earlier:

� The evenly distributed start produces an initial collapse of cooperation,
and therefore a rapid decline in population average score per move.

� The eventual \equilibrium" population average score is stable, but it ex-
hibits substantial period-to-period uctuation (indicated by an In-Run
StdDev of 0:75) due to the various sources of \noise" in the model under
these conditions (i.e., noise in play and in adaptation).

� The overall average score does not vary much from run to run (a Mean
Payo� standard deviation of 0:009). There would appear to be little de-
pendence on the random variation in initial conditions in this case.

However, the change from the 2DS interaction process (in the earlier C-2DS-
BMGA case) to the 2DK interaction process used in this C-2DK-BMGA case
also results in a number of di�erences:

� Most notably, the equilibrium per move score is dramatically higher: for
C-2DS-BMGA it was 1:089, but for C-2DK-BMGA it is 2:554. An e�ective
cooperative regime has been established and maintained in the C-2DK-
BMGA case. Although individual defecting strategies with low p and q

are being continuously created (by the BMGA adaptive mechanism), they
are held in check and do not take over the population.

� The initial collapse, though dire, is not as deep as the corresponding col-
lapse in Figure 4. and it is followed by a rapid rebound that is not evident
in the 2-dimensional shu�e (2DS) interaction process.
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� Period-to-period variation is actually greater in this case than in the earlier

one: for C-2DS-BMGA the In-Run StdDev is 0:024, but for the C-2DK-

BMGA case the In-Run StdDev is 0:075.

Figure 8 shows the same set of pq-space forces associated with the collapse in

the C-2DS-BMGA case, but for the C-2DK-BMGA case a remarkably di�erent

pattern dominates the majority of every population's history. From the low

values of p and q that follow the collapse, the populations are �rmly swept to

right along the bottom of the pq phase space. That is, values of p increase

rapidly, making the agents more likely to reciprocate cooperation, while values

of q remain low, leaving the agents likely to answer defection with defection.

What is taking over the population is therefore a strategy of the Tit-For-Tat

(TFT) type.

How does this happen? In Figure 5 the all-D (low p and q) type that followed

the initial collapse for the C-2DS-BMGA case was e�ectively self-perpetuating.

But in this C-2DK-BMGA case there seems to be a strong force pushing the

population toward higher p values. The answer lies in the di�erence contributed

by the "keep" property of this experimental condition.

Consider, for simplicity of presentation, the puri�ed case in which a sea of all-

Ds (p=0, q=0) is blemished by a single TFT that has arisen through an error of

copying the p value. From Table 3 one can calculate that this strategy will score

0:75 per move, while the all-Ds it meets are averaging (8+4+4+4)=(4�4) = 1:25.

Holding aside errors of comparison, that TFT will immediately disappear. More

rarely, however, such an accidentally created TFT will encounter another agent

that also has an accidentally created TFT strategy. With errors of copying at

:1, four encounters for each agent, and 256 agents in the population, such a

\double-mutation" neighborhood is in fact fairly likely to occur somewhere in

the population. Now the TFTs each score (12 + 3 + 3 + 3)=(4 � 4) = 1:3125 ,

while their all-D neighbors get only (8 + 4 + 4 + 4)=16 = 1:25. In the BMGA

adaptive process, this di�erence in scores means that nearly all the agents who

encountered the TFTs will switch their strategies to TFT in the following period.

The seed of two accidental TFT's will have grown in one period to eight TFT's.

And they will remain together in following period. Every TFT will again have

at least one TFT encounter, and the logic will repeat itself. Islands of TFT will

expand and rapidly take over the population.

However, when the population has acheived a very high density of Tit-For-

Tat, a slightly di�erent dynamic can be discerned. There is a modest tendency

for average q (i.e., the probability an agent will cooperate after the other player

has defected) to rise in such a population, as seen in the direction of the vectors

along the right edge of Figure 8, the pq-space diagram for the C-2DK-BMGA

case. This is because in a world where any other agent's strategy has high

probability of reciprocating cooperation (very high average p), and where one's

neighbors are persistent rather than transient, there is no cost to an individual

when errors of copying result in higher values of q. Put anthropomorphically, if
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you are TFT and your neighbors also are all Tit-For-Tat, you cooperate fully
with them and so you can drop the habit of reciprocating accidental defections.
In a tie the BMGA adaptative mechanism retains the agent's existing strategy
(perhaps mutated slightly). So once created, a high q value will be carried
along in a benevolent neighborhood, which|in the third phase of this story|
most neighborhoods are. Over time, then, the population will \drift" to higer q

values21 (by a process analogous to genetic drift in biological settings).
Again for simplicity of exposition, consider the extreme case of an all-C

strategy (p = 1, q = 1) that has three TFT neighbors (p = 1, q = 0) and one
all-D neighbor (p = 0, q = 0) that has arisen from a TFT through a copying
error on the p component of the strategy. From Table 3 one can calculate the
per move score that the all-C strategy will produce: (12+12+12+0)=(4�4) =
2:25. The all-D strategy, if it is surrounded by TFTs, will yield 20 against the
endlessly forgiving all-C, but only 8 with its other 3 TFT neighbors, for a 2:75
per move average. Thus the agent following the all-C strategy will conclude in
the adaptive process that all-D is the best strategy it has seen and (usually) will
convert, as will the three TFT neighbors of the all-D, each of which will have
experienced (12 + 12 + 12 + 3)=16 = 2:4375.

So in one period, a single all-D that has arisen next to an all-C within a TFT
background will convert all four of its neighbors, creating a small island of all-
D. Because the 2DK condition preserves neighborhood relations, the following
period will force the all-D strategies to experience the neighborhood they have
created. Each all-D will have at least one all-D neighbor. If no further all-C
\food" is available, the remaining neighbors all will be TFT. The all-D's will
yield no more than (4 + 8 + 8 + 8)=16 = 1:75. Any of the TFT neighbors will
get (3 + 3 + 12 + 12)=16 = 1:875. Therefore the agents who had converted to
all-D will convert back to TFT in the very next period. In the following period
the all-D they had imitated will also disappear. The island of all-D strategies
that had been triggered by the conjunction of a new all-D with an all-C will
be \repaired" by the dominant TFT type, or|in an alternate metaphor|the
all-D bubble will have burst.

Although this description is cast for simplicity in terms of the pure strategies
and therefore describes the deterministic (Binary) condition, it approximates
correctly the dynamics also occuring in the Continuous (noisy) execution con-
dition plotted in this section's �gures. With this account it becomes apparent
why Figure 5 has the circulation pattern seen in its lower right corner: the
lack of pressure against all-C when p is very high allows a drift to higher aver-
age q. Once all-Cs are su�ciently dense, all-Ds arising by copying errors can

21This drift probably is, in part, a result of forces similar to those that led to an equilibrium

of \generous TFT" strategies (i.e., strategies with p � 0:9 and q ' 0:3) in the model described
by [Nowak and May, 1992]. That model involved a population of heterogenous agents, each

playing a strategy selected from a �xed set of (p,q) strategies. Each agent played an in�nite
length IPD with all others in the population, after which the frequency of use of any particular

strategy in the population was changed by applying a simple replicator dynamic.

29



temporarily gain converts, producing movement down and to the left, as seen
around p = :8; q = :3. As q falls, however, conversion of all-Ds to TFTs drives
p upward again.

Thus for these parameter values (especially error rates, payo� matrix, and
numbers of others encountered) we �nd a steady self-repairing regime of co-
operation, maintained by a population of agents mostly adhering to the TFT
strategy. The population is vulnerable because of the tendency for TFT to drift
into all-C, allowing a niche for all-Ds to arise and prosper by \eating" the all-Cs.
However, once an all-D has \eaten its seed corn" (the all-C suckers), it cannot
spread because under the 2DK interaction process and BMGA adaptive process,
the all-D is left in area that consists of a few all-D converts, surrounded by a
background of TFT players.

This cycle is a constrained version of a cycle from all-D to TFT to TFT/all-C
mix, and back to all-D which has been noted in populations consisting of a few
�xed strategies [Nowak and Sigmund, 1989], as well as in populations with con-
tinuously variable strategies (cf. [Riolo, 1997b] or [Nowak and Sigmund, 1998]).
In this C-2DK-BMGA case the cycle is constrained to a generally high level of
cooperation because the combination of the BMGA adaptive process and the
context preservation inherent in the 2DK interaction process result in the rapid
clearing out of all-C by all-D strategies, which are in turn rapidly replaced by
TFT stratagies. Cases which are less vigilant about eliminating the potential
for all-D infestations are described in Section 8.

A key factor underlying this tight, high-cooperation dynamic, which di�ers
so sharply from the all-D equilibrium of 2DShu�e condition, is the preserva-
tion of interaction structure across learning periods that occurs in the 2DKeep
condition. Indeed, that is the only di�erence between the two situations. This
property, which we call context-preservation makes an enormous contribution
to the emergence and maintenance of mutual cooperation. It creates a kind of
\shadow of the adaptive future." Axelord [Axelrod, 1984] used the notion of the
shadow of the future to account for the increase in expected bene�ts of coop-
eration that a player would experience if the Prisoner's Dilemma with another
player was likely to last for many iterations. In the present comparison there
is no variation in how long the game lasts. It is always four moves with each
agent encountered. But when agents remain in their 2-D locations over time,
the descendants of their current strategies will be playing with the descendants
of their neighbors' current strategies. So an e�ect very like the shadow of the
future can occur across learning periods with adapting strategies. This is the
key to the expansion of accidental TFT islands, to the drift to higher density of
all-Cs among TFTs, and to the self-repair in which TFTs reabsorb brief bubbles
of all-D.

Context-preservation in a 2-dimensional space can induce an inter-period
shadow of the future strong enough to overcome the forces that sustained an
all-D regime in the C-2DS-BMGA condition. Our result on this point aligns
with and generalizes a recent �nding of Epstein [Epstein-97] which he calls \De-
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mographic Prisoner's Dilemma." He also found that in an adapting population
with low mobility in a 2-dimensional space, an accidental pattern of cooperation
could di�use and become established. In the next section we will show that our
our results and Epstein's lead to the broader insight captured by what we label
\context-preservation." The key attribute of the condition is not the struc-
ture of 2-dimensional space. Rather, the key is the relative stability of agents'
neighborhoods over time, as induced by the underlying interaction process.

7 Context Preservation is More General than

2-D

Figure 9 (one row from Figure 4) and Table 6 show the average payo�s (over
the last 1000 periods) for populations of Continuous strategies, being updated
by the BMGA adaptive process, for the six interaction process we have studied.
These show the level of cooperation achieved with 2DK and FRNE is almost
the same, and the level with FRN is only slightly lower. Using 2DS and RWR
interaction processes, cooperation virtually never emerges, whereas with the Tag
interaction process, an intermediate level of cooperation is achieved.

Interaction Process Mean Payo� (sd) In-Run StdDev (sd)

2DK 2.554 (.009) 0.075 (.006)

FRNE 2.572 (.007) 0.077 (.007)

FRN 2.476 (.026) 0.124 (.064)

Tag 1.613 (0.277) 0.469 (.093)

2DS 1.089 (.003) 0.024 (.009)

RWR 1.098 (.032) 0.063 (.097)

Table 6: A Comparison of Average Payo� from all interaction processes, for the
Continuous strategy space and BMGA adaptive process.

Note that there are two pairs of interaction process conditions that di�er
from one another in just one dimension, namely the interaction process used:

� 2DK and 2DS: With these interaction processes each agent plays exactly
four other agents each period (two games with each). The only di�erence
is that in the 2DK case, the agents play the same four others throughout
a run, whereas with 2DS the agents pick four new neighbors to play (at
random) each period.

31



� FRN and RWR: In each of these cases, each agent choose four others at

random to be neighbors. Thus on average each agent plays 8 other agents

(with some variation in the number played across the agents): four others

the agent chooses and, on average, four others who choose the agent. The

only di�erence between these cases is that for FRN the agents play the

same neighbors throughout a run, whereas for RWR the agents choose

new neighbors each period.

In each of these pairings, the context preserving interaction processes (2DK

and FRN) result in very high levels of cooperation, whereas the non-perserving

cases (2DS and RWR) result in virtually no cooperation.

Also note that the FRNE case produces virtually the same level of cooper-

ation as does the 2DK case, despite the fact that in FRNE interaction process

does not use a simple spatial topology as 2DK does. That is, the only di�erence

between these cases is that for 2DK, an agent's neighbors are it's North-East-

West-South (NEWS) neighbors, whereas for FRNE, each agent's 4 neighbors are

chosen at random. (For both cases, neighbors choose each other, and remain

neighbors for an entire run.) This means that with FRNE there are none of the

correlations between neighbors-of-neighbors that are induced by a 2DK-type

\spatial" topology.

Together these results strongly support our claim that context preserva-

tion, not spatial correlation of neighborhoods, is responsible for the observed

inter-period \shadow of the adaptive future" that allows the noisy (Continu-

ous) strategy and BMGA adaptive mechanism to sustain cooperation when the

interaction process is 2DK, FRNE or FRN, but not when it is 2DS or RWR.

Interaction Process Mean Payo�

2DK 2.48

FRNE 2.48

FRN 2.15

Tag 1.77

2DS 1.09

RWR 1.09

Table 7: A Comparison of the level of cooperation (Mean Payo�) for the six

interaction processes, averaged over all cases (strategy spaces and adaptive pro-

cesses).

Furthermore, the sixth interaction process, Tag, also is (in general) interme-

diate in its ability to achieve cooperation, for most cases achieving overall Mean
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Payo� rates below the three strong context preserving interaction processes
(2DK, FRNE, FRN) and above the mixing cases (2DS, RWR). This intermedi-
acy is not surprising, given the way Tag selection of neighbors works. That is,
while 2DK, FRNE and FRN guarantee the exact same neighbors each period,
Tag only leads to an increased probability that neighbors will be the same. This
is because with the Tag interaction process, neighbors will tend to be chosen
from a pool of like-Tagged agents, i.e., from a pool considerably smaller than
the entire population size. Thus while some of an agent's neighbors will change
from period to period, depending on the number of agents with the same tag,
there is a good chance that at least some neighbors will be the same from period
to period. In particular, the probability of having neighbors overlap over time
will generally be higher than in the 2DS and RWR cases, where neighbors are
chosen at random from the entire population.

The comparisons between interaction processes made thus far have focused
on just one method of changing strategies (BMGA) and one strategy type (Con-
tinuous). Table 7 shows the level of cooperation (average payo�) acheived by
the six interaction processes, averaged over both strategy spaces (Binary and
Continuous) and all adaptive processes. Again, the strongly context preserving
interaction processes (2DK,FRNE,FRN) generate higher levels of cooperation
than the non-preserving cases, 2DS and RWR. Further, when the other methods
of strategy change are considered (Imitation and 1FGA), the pairwise compar-
isons listed above also are found again, i.e., 2DK equal to FRNE, 2DK greater
than 2DS, and FRN greater than RWR. And while results using Tag-based in-
teraction processes are more variable, showing the e�ects of interactions with
other experimental dimensions, on average over all cases the Tag interaction pro-
cess results in levels of cooperation that are between those of the strong context
preserving cases (2DK, FRNE, FRN) and the non-preservers (2DS, RWR).

In sum, from all these results it is clear that context-preservation is a general
and powerful enabling factor for cooperative regimes throughout our experimen-
tal data.

8 The Dynamics of Unstable Cooperation

As mentioned in Section 4 and seen in Tables 4 and 5 some cases lead to unstable
cooperation: the population cycles endlessly from predominantly defectors to a
regime of high cooperation, and back to dominance by defectors. For example,
C-FRN-BMGA is a case in which the population has generally high levels of
cooperation (see Table 6), but occasionally the population falls to lower payo�
levels, as indicated by the FracInHigh for C-FNR-BMGA of 0:939, and as seen
in Figure 10. On the other extreme, C-Tag-BMGA is a case in which the level
of cooperation is moderate to low (1:613), but the population always achieves
an average payo� over the 2:3 threshold, which it can stay above only 0:117 of
the time after achieving it. The oscillations in average payo� for C-Tag-BMGA
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are clearly seen in Figure 11, in which the population seems to ip rapidly back
and forth between (unstable) periods of average �tness above 2:0 and periods
of all-defection (�tness of about 1:05).

The precise reasons why di�erent cases lead to di�erent dynamics is a result
of complex interactions between the three di�erent experimental conditions we
are manipulating. It is worth noting here, though, that the underlying unstable
dynamic is related to the cycle from defectors to TFT to TFT/all-C mixes
and back to defectors, as described briey in Section 6. This is illustrated by
Figures 12 and 13, which show pq-Phase plots for the C-FRN-BMGA and C-
Tag-BMGA cases, respectively. These �gures clearly show how the population
cycles through the average pq-space, with the FRN case centered at high p,q
values (and so high cooperation and payo�), whereas the Tag case is centered
at low p,q values, with occassional forays into the more cooperative regimes.
The e�ects of strategy spaces, interaction processes and adaptive processes on
the dynamics of cooperation in IPD populations are high priorities for future
analysis.

9 Discussion

We have seen that the ability of populations to achieve and maintain cooperation
is profoundly a�ected by the processes of interaction that determine \who meets
whom." The results reported here show as well that other factors, including
both the strategy spaces and adaptive processes used by the agents, also have
important e�ects.

There have been other recent research reports that share our emphasis on
comparative examination of forces a�ecting the dynamics of populations of in-
teracting agents, including [Kephart, 1994], [Ho�mann and Waring, 1996], and
[Klos, 1997]. The work most closely related to the present investigation is that
of Ho�man and Waring. However, there are a number of di�erences between
their experimental setup and the one we have employed. This has the unfortu-
nate consequence of making it di�cult compare our results exactly with theirs{
though it does have the fortunate consequence that when our observations are
roughly parallel we have more hope that the �ndings are robust.

Ho�mann and Waring simulate agents playing Prisoner's Dilemmawith their
strategies represented as one- and two-state Moore machines. Their agents'
interactions last for �fty iterations. They are located on a one-dimensional ring.
The authors do not vary this basic structure, but rather they compare varying
"radii" of interaction neighborhoods from the two immediate neighbors up to
all N others on the ring. They use only one strategy change process, but again
they vary the radius of the neighborhood within which learning agents make
comparisons of strategy results.

Their strategy change process is a kind of genetic (evolutionary) algorithm.
The algorithm they described blends (crosses over) the Moore machine repre-
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sentation of a located parent with that of a mate selected from the learning

neighborhood with a bias toward the better performing strategies. Thus it

roughly resembles our compare-to-best-met (BMGA) adaptive process in those

cases where learning and interaction neighborhoods are the same and are small

relative to N (31 in the cases that best compare to ours). And it partially re-

sembles some of our compare-to-random-other (1FGA) adaptive process when

the learning neighborhood is the whole population.

Ho�mann and Waring report that their simulations typically had the bursty

dynamics we have often seen, with sharp transitions occuring between cooper-

ative and defecting regimes. They describe a build up of exploitable strategies

once a population is heavily cooperative, leading to eventual outbreak of high-

scoring by mutant defecting strategies and then to a shift into the opposite basin

of attraction. The cycle they sketch is very like the one we have observed.

Ho�mann and Waring also study the e�ects of varying the degree of local-

ization of interaction and of strategy learning. Localization of interaction is

ambiguous in its e�ects, but localization of learning favors the maintenance of

cooperative regimes.

The clearest comparisons can be made with our context-preserving results.

In our deterministic (Binary) strategy execution conditions all context preserv-

ing histories maintain high levels of cooperation for both the best-met (BMGA)

and random-other (1FGA) strategy change processes. So in our Binary cases we

have little variance available for comparison. But it is arguable that our noisy

strategy execution conditions are the more comparable cases. With p and q val-

ues available between 0 and 1 our strategies exhibit more unpredictable variety,

as should happen in Ho�mann and Waring's populations composed from the 26

possible two-state Moore machines. In our conditions that have noisy strategy,

context-preservation, and errors of comparison and copying, the relatively local

BMGA change process does better than the relatively global 1FGA. This holds

for all three available pairwise comparisons (2DK, FRN, FRNE). Thus there is

a second parallel of our �ndings and those of Ho�mann and Waring: localized

social learning leads to more cooperation than less localized learning. By es-

tablishing a shadow of the adaptive future, localized social learning|we might

speculate|o�ers some additional opportunities to \catch" misleading lessons

from noisy experience, before they di�use widely through the population.

Klos [Klos, 1997] makes a related comparison. He reimplements an earlier

simulation of iterated Prisoner's Dilemma by Miller [Miller, 1996], altering the

genetic algorithm used for strategy change from one using the global population

(with bias to the successful) to one using only the same local neighborhood in

which interaction occurred. He also �nds that cooperative regimes are favored

by the more local process of strategy change, which is similar to some of our

results.

We have just begun to understand the many regularities and exceptions

evident in the aggregrate results shown in Tables 4 and 5. To make further

progress will require much additional analysis, both at the aggregate level and
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most likely at more detailed levels. For example, there may be correlations

between the amount of drift toward non-provocable strategies (higher q) and

the size of the resulting defector infestation (which in turn causes a drop in

cooperation). If so, di�erences in these correlations across our experimental

cases may help us understand how the underlying processes interact to gener-

ate the di�erently shaped cycles in p-q space, e.g., as seen in Figures 12 and

13. More generally, additional analysis will help us understand how interaction

and adaptive processes lead to the emergence, maintenance, transformation and

dissolution of population-level patterns of activity|in particular, activiy which

results in e�ective social outcomes and structures.

10 Summary

In this paper we have applied a general framework for studying the emergence of

patterns of activity|social organization|to the study of cooperation in popu-

lations playing the Iterated Prisoner's Dilemma. In particular, we examined the

e�ect of systematically varying three key parameters: (1) the strategy spaces

available to agents, (2) the interaction processes that determine which agents in-

teract, and (3) the adaptive processes that determine how agents change strate-

gies as a result of their experience. Thus we reported on aggregate performance

measures for 36 combinations of parameters varied over these three dimensions.

There clearly are simple regularities in our results, but there are also non-linear

interactions producing unexpected high and low levels of cooperation that re-

main to be fully explained.

Overall, our experiments have con�rmed some observations well established

in the literature, while also highlighting some surprising results. For exam-

ple, our results con�rm that embedding agents in simple spatial (2D) topolo-

gies can promote the emergence of cooperation. On the other hand, we unex-

pectedly observed high levels of cooperation in populations which agents were

randomly mixed between games, when the agents used simple Binary (deter-

ministic) strategies and a kind of global evolutionary algorithm as an adaptive

process.

We also observed the emergence of well-known fundamental cycle in the

aggregate behavior of populations playing the IPD, in which average level of

cooperation oscillates between higher and lower levels. The extent and nature

of the oscillations were found to vary in a complicated way as a function the

our basic experimental parameters. The oscillations result from a multi-step

process in which: (1) defectors are replaced by TFT strategies, which get their

start by �nding themselves in a fortuitous cluster with other TFT players; (2)

the population can drift to include more and more non-provocable (overly coop-

erative) strategies, since they are safe in a TFT environment; and (3) defectors

begin to proliferate, feeding on the overly-cooperative strategies in the popula-

tion. Under some experimental conditions, the cooperating population quickly

36



repairs itself, e.g., when defectors \eat" the overally-cooperative strategies be-
fore there are many of them. In other cases, the population drifts far toward
non-provocability, so that when defectors invade, the large supply of \food" al-
lows the defectors to rapidly over-run the population, leading to a deep collapse
in the level cooperation.

In this paper we focused on one important factor that contributes to the
emergence and maintenance of cooperation, namely the degree to which the
interaction processes preserve the context, or neighborhood, in which the agent's
(and their descendants) act. In general, we found that conditions that strongly
preserved context led to the highest levels of cooperation. Further, the concept
of context or neighborhood was found to be more general than just 2D spatial
topologies. Other interaction processes|for example our FRN condition in
which agents have a �xed, but random set of neighbors throughout a run|also
produce high levels of cooperation. Similarly, under most conditions, agents who
identify neighbors probabilistically, based on arbitrary \tags," also are able to
attain higher levels of cooperation than agents who are randomly mixed.

The kind of self-repair mentioned above was found to be prevalent in cases
that involve strongly context-preserving interaction processes. The preservation
of agent context over time results in a shadow of the adaptive future, which
acts as a force pushing agents to be more TFT-like, resulting in high levels of
cooperation for all the context preserving interaction processes we studied.

Another important factor for the emergence of cooperation is related to the
ways in which variety in strategies is generated, maintained and constrained. For
instance, in general the Imitation adaptive process produces the least amount of
cooperation in our experiments. Note that (error-free) Imitation rapidly elim-
inates all variety of strategies in a population, which means that a population
most often will get stuck in very uncooperative regimes. However, in rare sit-
uations Imitation will result in very high cooperation (in fact the best over all
our cases); this happens in cases where for other reasons it is so easy to achieve
cooparation that Imitation is the fastest way to drive the population to full
cooperation and sustain it through a lack of variability.

Other regularities are also apparent in the data reported in this paper. Fur-
ther progess in understanding these regularities, and the surprising exceptions
to them, will require additional analysis, both at the aggregate level and most
likely at more detailed levels of activity.

Finally, we observe that the core of the system's dynamics cannot be sep-
arated from what the agents are doing. If we were using our framework to
study marriage formation, HIV transmission, or exchanges of sugar for spice,
those activities would imply other arrays of action possibilities and other results
of the interactions among the types of agents. Our hope is that some of the
results we obtain about e�ects of variation in interaction patterns and adapta-
tion processes will apply to many di�erent task environments. We see reasons
to expect this. An accumulation of results from applying this framework to a
range of interaction situations at least will provide a basis for deciding whether
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this is so. If we are fortunate, the results will provide the basis for more precise

generalizations about the mechanisms that promote emergence of social action

patterns in populations of agents. If it is not so, then a major extension of the

conventional notion of "theory" may be required to bring conceptual order to

the study of complex adaptive systems.
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Figure 1: Average Fitness over last 1000 periods for Continuous strategy cases.
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Figure 2: Average Fitness over last 1000 periods for Binary strategy cases.
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Figure 3: Average �tness versus period for a C-2DS-BMGA run.
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Figure 4: Average �tness for �rst 50 periods of the C-2DS-BMGA run shown

in Figure 3.
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Figure 5: A "pq-Phase plot" for all runs of the C-2DS-BMGA case. The size of
each circle indicates the number of periods the population average (p,q) remains
in that (p,q) bin, and the vectors indicates the average direction the population
average (p,q) changes when it is in that p,q-bin at period T.
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Figure 6: Average �tness versus period for a C-2DK-BMGA run.
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Figure 7: Average �tness versus �rst 50 periods of C-2DK-BMGA run shown
in Figure 6.
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Figure 8: A "pq-Phase plot" for all runs of the C-2DK-BMGA case. The size of
each circle indicates the number of periods the population average (p,q) remains
in that (p,q) bin, and the vectors indicates the average direction the population
average (p,q) changes when it is in that p,q-bin at period T.

44



2DK FRNE FRN Tag 2DS RWR

Interaction Topology

0

0.5

1

1.5

2

2.5

A
v
g
.
 
P
a
y
o
f
f

Exp24 C-BMGA

Figure 9: Average payo� (over last 1000 periods) of populations of Continuous
strategies, updated by the BMGA adaptive process, for di�erent interaction
processes.
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Figure 10: Average �tness versus period for a C-FRN-BMGA run.
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Figure 11: Average �tness versus period for a C-Tag-BMGA run.
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Figure 12: A "pq-Phase plot" for all runs of the C-FRN-BMGA case. The
size of each circle indicates the number of periods the population average (p,q)
remains in that (p,q) bin, and the vectors indicates the average direction the
population average (p,q) changes when it is in that p,q-bin at period T.
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Figure 13: A "pq-Phase plot" for all runs of the C-Tag-BMGA case. The size of
each circle indicates the number of periods the population average (p,q) remains
in that (p,q) bin, and the vectors indicates the average direction the population
average (p,q) changes when it is in that p,q-bin at period T.
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