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Identifying modular structure in complex networks is a fundamental task for understanding the
function, dynamics, robustness and evolution of complex biological, technological and social sys-
tems. Although widely used in practice, the accuracy of popular identification techniques, such as
the one based on optimizing the quantity called modularity, remains poorly characterized. Here, we
present a systemic and critical analysis of this method. We show analytically that in addition to
the previously observed resolution limit, the modularity function Q exhibits extreme degeneracies,
admitting an exponential number of high-modularity but structurally distinct solutions. The pres-
ence of hierarchical structure, in which modules organize themselves into modules-of-modules and
which is believed to characterize many real-world networks, further exacerbates this problem. We
confirm our analytic results using numerical experiments on synthetic networks with either modular
or hierarchical structure and on several real-world examples of metabolic networks. These results
contradict the widely held assumption that the modularity function typically exhibits a clear global
optimum, and imply that modules identified via modularity maximization are unlikely to be unique
and should be interpreted with extreme caution. We conclude with a brief discussion of alternative
avenues for accurately and objectively identifying modular structure.

Networks are a powerful tool for understanding the
structure, dynamics, robustness and evolution of complex
biological, technological and social systems [1, 2]. The
automatic detection of structural modules in networks—
also called communities [3] or compartments [4], and con-
ventionally understood to be large subgraphs with high
internal densities—can provide a scalable way to iden-
tify functionally important or closely related classes of
vertices from interaction data alone [5, 6].

Modular structure has broad implications for many
systems-level questions. For instance, it has strong con-
sequences for the behavior of dynamical processes on net-
works [7, 8], and can provide a principled a way to re-
duce or coarse-grain networks by dividing global hetero-
geneity into distinct, relatively homogeneous substruc-
tures. Modules have particular relevance for molecu-
lar networks [9–11]: they often correspond to functional
clusters of genes or proteins [12, 13], they may represent
targets of natural selection above the level of individual
genes or proteins but below the level of a whole organ-
ism, and they may provide evidence of past evolutionary
constraints or pressures [13, 14]. Past work in this area
has identified modular structures in signaling, metabolic
and protein-interaction systems [14–17], although some
questions remain about the statistical significance [18] or
functional relevance [19] of these substructures.

Empirical evidence for a modular organization is typi-
cally derived using computer algorithms that automat-
ically identify modules using connectivity data, and
among the many techniques now available [5, 6, 20], the
method of modularity maximization [3] is by far the most
popular. Under this method, each decomposition or par-

tition of a network into k disjoint modules can be given
a score Q, called the modularity:

Q =
k∑
i=1

[
ei
m
−
(
di
2m

)2
]
, (1)

where ei is the number of edges in module i, di is the total
degree of all vertices in module i, and m is the number
of edges in the entire network. Intuitively, Q measures
the total difference between the observed connectivity
within modules and the expected connectivity under a
random graph with the same degree sequence as the em-
pirical network [21]. In this way, a good partition—with
Q close to unity—identifies groups with many more in-
ternal connections than expected at random; in contrast,
a bad partition—with Q close to zero—groups vertices
randomly. Thus, the problem of identifying modules is
recast as a problem of finding the partition that maxi-
mizes the modularity function Q.

Despite the popularity of modularity maximization,
much remains unknown about the quality and signifi-
cance of its results when applied to real-world networks.
In general, maximizing Q is known to be NP-hard [22],
but many heuristic approaches—including mathematical
programming [23], greedy agglomeration [24–26], simu-
lated annealing [14], spectral methods [27, 28], sampling
techniques [29], and extremal optimization [30]—seem to
perform well on simple synthetic networks [3] and of-
ten succeed at finding high-modularity partitions in prac-
tice. The apparent success of these methods has led to
their widespread adoption and the implicit acceptance of
the assumptions that (i) empirical networks with modu-
lar structure tend to exhibit a clear and globally max-
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imum modularity partition, (ii) other high-modularity
partitions are “close” to this global maximum, and (iii)
the particular value of Q can be meaningfully compared
across networks [31].

Here, we show that, for networks with modular or hi-
erarchical structure, these assumptions are false. Using
a combination of analytic and numerical approaches to
study modular and hierarchical synthetic networks and
real-world metabolic networks, we show that the modu-
larity function (Eq. (1)) exhibits extreme degeneracies for
networks with more than a few modules. In particular, (i)
there is typically no clear globally maximum modularity
partition, and (ii) there are typically a very large number
of high-modularity but structurally dissimilar partitions.
These results imply that any particular partition of a
real-world network found using these methods should be
treated with caution. We conclude by briefly discussing
alternative methods for identifying modules and testing
their significance.

THE RESOLUTION LIMIT REVISITED

Recently, Fortunato and Barthelemy showed that mod-
ularity admits an implicit resolution limit [32], where the
total number of edges in the network induces a preferred
density for identified modules. This preference can hide
true modules with densities below the threshold by merg-
ing them into more dense agglomerations that yield a
higher modularity score. As a result, the peak in the
modularity function (the optimal partition) no longer co-
incides with the partition that correctly identifies each
true module (the ideal partition). In this section, we
show that Fortunato and Barthelemy’s resolution limit
is in fact multi-scale, implying that the displacement of
the peak can be very large, and tends to grow with the
number of modules k in the ideal partition. The follow-
ing section will demonstrate how these same ideas lead
to the far more problematic issue of degeneracy in the
modularity function.

To begin, consider the change in modularity Q induced
by merging two modules in the ideal partition. Let ei
and ej be the number of edges within each of these mod-
ules and eij be the number of edges between them. The
change in Q [32] for merging them is

∆Qij =
eij
m
− 2

(
di
2m

)(
dj
2m

)
. (2)

The resolution limit can be obtained by observing that
the second term on the right-hand side is O(m−2), while
the first is O(m−1). Thus, independent of the structure
of these two modules, above some value of m the positive
contribution from the first term dominates the negative
contribution of the second, and a higher overall modular-
ity is obtained by incorrectly merging the two modules.

To demonstrate the resolution limit, Fortunato and
Barthelemy studied a ring network model, in which k
cliques, each containing c vertices, are connected by sin-
gle edges to form a ring (Fig. 1). The ideal partition here
places each clique in a group by itself, and the ∆Q for
(incorrectly) merging a pair of adjacent cliques is

∆Q =
1

k
[(
c
2

)
+ 1
] − k−2 , (3)

which is positive whenever

k > 2
(
c

2

)
+ 2 . (4)

This argument can be straightforwardly generalized to
merging ` adjacent cliques, and an `-merged partition
has greater modularity than an (`− 1)-merged partition
whenever

k > `(`− 1)
[(
c

2

)
+ 1
]
. (5)

In this way, the resolution limit is actually multi-scale:
when a network is sufficiently large, true modules can
be incorrectly merged into very large agglomerations to
achieve a still higher modularity score. As a result, the
optimal partition can be very different from the ideal par-
tition, and the differences tend to grow as the resolution
limit increases.

As Fortunato and Barthelemy argued, the resolution
limit poses a serious problem for the direct interpreta-
tion of the optimal partition’s composition. On the other
hand, the ideal partition is always some kind of refine-
ment of the optimum partition, and divisive algorithms,
such as Newman’s spectral method [27], may partially
circumvent the resolution limit by recursively partition-
ing large modules. This can effectively lower the resolu-
tion limit after each division, but some problems can re-
main, for example, if the divisions are always binary [28].
Alternatively, multi-scale methods [33], which use a free
parameter γ to weight the null model term in Eq. (1), and
thus change the preferred density of identified modules,
may be able to identify the ideal partition by combining
results across multiple resolutions. These possibilities are
encouraging, but have yet to be fully characterized.

EXTREME DEGENERACY AMONG
HIGH-MODULARITY PARTITIONS

By focusing only on the case where the optimal par-
tition does not coincide with the ideal partition, it is
easy to overlook a more subtle behavior of Eq. (2): even
when it is not beneficial to merge two modules, i.e., when
∆Qij < 0, the penalty for doing so can be quite small.
At the same time, as the number of true modules in-
creases, the number of ways to combine them incorrectly
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FIG. 1: A schematic of a ring network with k = 24 cliques
of c = 5 vertices each (shaded circles) joined by single links
to form a ring. The ideal partition, which places individual
cliques on their own, has modularity Q1 = 0.8674, while the
optimal partition (the 2-clique tiles), which incorrectly merges
adjacent cliques, has slightly larger modularity Q2 = 0.8712.

grows very quickly. Together these effects induce extreme
degeneracies in the modularity function, which poses a
serious problem for all practical heuristics for maximiz-
ing modularity. Thus, we have a highly counter-intuitive
situation: as the network becomes more modular, it be-
comes harder to find the optimal partition among a grow-
ing number of high-modularity, but suboptimal, alterna-
tives.

To make this argument more quantitative, consider a
network composed of k sparsely interconnected modules
with roughly equal densities di ≈ 2m/k. Even when m
is small enough that the ideal partition coincides with
the optimal partition, Eq. (2) shows that the penalty for
incorrectly merging a pair of true modules is bounded
below by ∆Qij = −2k−2. For a moderate choice of k =
20, this penalty is, at worst, only ∆Qij = −0.005. Thus,
these suboptimal partitions have modularities very close
to the maximal value, and as the number of modules k
increases, the modularity function becomes increasingly
unable to distinguish the optimal partition from these
suboptimal alternatives.

If there were only a few of these suboptimal partitions,
the degeneracy problem might be manageable. Unfor-
tunately, their number grows combinatorially with the
number of true modules k. Its precise behavior depends
on the interconnectivity structure of the modules, but
is bounded below by 2k−1 and above by the kth Bell
number. The lower bound can be seen by considering
the least interconnected modular network: the “string”
network, which is a ring network with one intermodule
edge removed. In this case, the number of suboptima
is equal to the number of ways we can cut intermodule
edges to divide the k true groups into connected compo-
nents. Because there are k − 1 such edges, and each can
be either cut or not cut, the number of such partitions
is exactly 2k−1. The upper bound comes from a network
where each of the k modules is connected to every other
module, and the number of suboptima here is equal to
the number of ways to partition the k modules into k′

groups, for all choices of k′. This function grows like the

kth Bell number, which grows faster than exponentially.
Thus, when there are more than a few true modules in
the network, the number of high-modularity but subop-
timal partitions can be very large indeed.

In addition to modular structure, many networks ex-
hibit hierarchical structure, in which their vertices divide
into groups that further subdivide into groups of groups,
etc. over multiple scales [14, 34–37], and where groups
that are closer together in this hierarchy tend to be more
densely interconnected. These networks, however, can
exhibit even more severe degeneracies than the simple
modular networks described above.

Consider an optimal partition of such a hierarchical
network that contains two modules i and j, each of which
is composed of exactly two subgroups, i.e., i = {a, b} and
j = {c, d}. Let us first split i and j into their constituent
subgroups {a, b, c, d} and then merge pairs of subgroups
from different optimal groupings to obtain the subopti-
mal partition i′ = {a, c} and j′ = {b, d}. From Eq. (2),
the change in modularity Q for this operation is exactly

∆Q = (∆Qac + ∆Qbd)− (∆Qab + ∆Qcd)

=
(eac + ebd)− (eab + ecd)

m
− 2

(
da − dd

2m

)(
dc − db

2m

)
.

(6)

Unlike for Eq. (2), the size of the penalty here depends
only on differences in connectivities, rather than on their
absolute values, and thus the penalty for mismerging can
be much smaller. If the network’s hierarchical structure
is relatively balanced, submodules at the same level in
the hierarchy will tend to have similar connectivities d
and Eq. (6) will be dominated by its first term. The
size of that term depends only on the differences in the
pairwise connectivities of the submodules, and is very
small both when the groups i and j are close to each
other in the hierarchy, e.g., are siblings or cousins, and
thus have similar inter- and intra-module connectivities,
and when i and j are relatively low in the hierarchy, and
thus have few connections to begin with.1

Further, because each level of a hierarchy presents its
own set of modular structures that can be incorrectly
merged, both within the same level and between different
levels of the hierarchy, the number of suboptimal par-
titions must grow faster for hierarchical networks than
for “flat” or non-hierarchical ones because the number of
module-like structures in a hierarchical network is much
larger than in a flat network. These hierarchical problems

1 We also note that if the between-module connectivities are sim-
ilar, some values of the total connectivities d for the four sub-
modules will produce a positive ∆Q, implying that hierarchical
networks admit their own kind of resolution limit, which can
incorrectly combine disparate branches in the hierarchy.
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FIG. 2: The modularity function of a ring network with
k = 24 and c = 5, reconstructed from 997 sampled parti-
tions (yellow circles), showing a prominent high-modularity
plateau. The structure within this plateau (inset), however,
is highly irregular, illustrating the severe degeneracies of the
modularity function.

are not, in fact, limited to hierarchical networks. The res-
olution limit, by creating agglomerations with modular
substructure, induces effective hierarchical structure in a
flat network, and thus induces hierarchy-style degenera-
cies in the modularity function.

Our results for both modular and hierarchical networks
are completely general and do not depend on the detailed
structure of the particular network, only on the existence
of modular or hierarchically modular structure. Most im-
portantly, these results contradict the generally accepted
notion that the modularity function is strongly peaked
around the optimal partition. Instead, we find that
the modularity function admits extreme degeneracy—in
physics parlance, we say that the modularity function is
highly glassy—in precisely the cases where we would like
modularity maximization to perform best: on modular
networks.

MAPPING THE MODULARITY LANDSCAPE

We now test the accuracy of our analytic calculations
by employing numerical techniques to sample and com-
pare high-modularity partitions of synthetic networks
with strong modular or hierarchical structure. If the
modularity function exhibits the degeneracies we predict,
we expect to sample many distinct partitions with high
modularity. To facilitate the interpretation of our results
here, we use a locally accurate, low-dimensional embed-

ding algorithm [38], with a standard notion of distance
between partitions (the variation of information [39]; see
SI), to reconstruct the modularity function from the sam-
pled partitions. Our results here demonstrate the sever-
ity of the degeneracy problem, even for simple modular
networks.

Using a ring network with k = 24 and c = 5 (Fig. 1) as
our first test case, Figure 2 shows the modularity func-
tion reconstructed from nearly 1000 partitions, sampled
using a simulated annealing (SA) algorithm. To ensure
good coverage of the modularity function and its de-
generacies, we started each SA sample from a random
initial partition and either stopped the annealing pro-
cess at a randomly chosen time or let it converge on a
local optimum (see SI ). Examining our sampled parti-
tions in detail, we see that every low-modularity partition
divides many cliques across different groups, confusing
the true modular structure and leading to low values of
Q. In contrast, the high-modularity partitions are com-
posed of various mismergings of true modules, precisely
as predicted above. These high-modularity partitions
themselves tend to cluster together, forming a distinct
“plateau” in the embedded modularity function. Within
this region, however, the function shows complicated de-
generacies and no clear maximum (Fig. 2, inset), which
implies that any practical approach that searches for the
maximum of this function will face serious difficulties.

To test our predictions for networks with hierarchi-
cally modular structure, we use a simplified version of the
recently introduced hierarchical random graph (HRG)
model [37], in which n = 256 vertices are organized
into nested modules by a balanced binary tree structure
(Fig. S5)—so that submodules at the same level in the
hierarchy have similar sizes—and an assortative connec-
tivity function— so that submodules become more inter-
nally dense as we descend the hierarchy toward smaller
modules (see SI).

From this model, we drew 100 network instances and
combined sampling results from this ensemble in order
to smooth-out deviations caused by fluctuations in the
random-graph structure. As a consequence, the recon-
structed modularity function is smoother than it would
be for any particular instance. Figure 3 shows the modu-
larity function for nearly 1200 sampled partitions. Again
examining these partitions in detail, we find that nearly
all of the high-modularity partitions in the “plateau” re-
gion incorrectly mix submodules from different levels of
the hierarchy and often fail to correctly resolve distinct
branches, as predicted. Like for the ring network above,
the high-modularity region in this case also exhibits ex-
treme degeneracy, with no clear globally optimal parti-
tion (Fig. 3, inset).

In both cases, the high-modularity regions of the re-
constructed functions exhibit highly irregular structures,
with a very large number of peaks and valleys. We note
that the embedding technique we use guarantees only a
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FIG. 3: The modularity function of a hierarchical random
graph model [37], with n = 256 vertices arranged in a bal-
anced hierarchy with assortative modules (see SI ), recon-
structed from 1199 sampled partitions (indicated as yellow cir-
cles). The inset shows the highly degenerate high-modularity
region.

lower bound on the ruggedness of the reconstructed mod-
ularity function. Thus, what appear to be local minima
in the embedding are quite likely to be peaks themselves,
and thus the true ruggedness is likely even more extreme
than presented here.

METABOLIC NETWORKS

Although our analytic arguments are entirely general,
our numerical results have focused on specific models of
modular and hierarchical networks. These models may
not be completely representative of real-world networks,
which can exhibit some kinds of structure not present in
these models, e.g., heavy-tailed degree distributions [40].
In this section, we apply our numerical techniques to re-
construct the modularity functions for several real-world
examples of complex metabolic networks. Metabolic net-
works are interesting not only because of their biological
relevance, but also because the answers to many ques-
tions in systems biology, e.g., about the evolutionary his-
tory of the network or the functional and dynamic behav-
ior of the network, depend on our ability to accurately
characterize their modular and hierarchical structure.

Figure 4 shows the modularity function for the largest
connected component in the metabolic network of the
spirochete Treponema pallidum (n = 482, m = 1223) and
Figs. S6A,B show the functions for the mycoplasmatales
Mycoplasma pneumoniae and Ureaplasma parvum [12].

All three modularity functions are strikingly similar to
those of the modular and hierarchical model networks
shown in Figs. 2 and 3, exhibiting a large number of high-
modularity partitions, no clear global maximum, and a
high-modularity region that is both broad and rugged.

An important test of these results is to consider
whether the sampled high-modularity partitions disagree
mainly in how they group the smaller modules. That is,
if these partitions agree on the composition of the largest
few modules, but disagree on the composition of the oth-
ers, then despite the degeneracies in the modularity func-
tion, high-modularity partitions may correctly identify
the network’s large-scale modular structure. If this hy-
pothesis is accurate, then retaining the k′ largest iden-
tified modules in each high-modularity partition, while
merging the remaining modules into a single group, will
cause the pairwise distance between those k′+1 modules
to vanish.

Fig. 5 shows the results of this test on partitions of
the T. pallidum metabolic network, for 1 ≤ k′ ≤ 9
(with similar results for the other metabolic networks;
see Fig. S7A,B). Contrary to the predicted behavior, the
distance between partitions remains large even when we
only consider differences in the composition of the largest
few groups. Instead, the pairwise distance distribution
of the original partitions (〈VIall〉 = 2.34) is almost un-
changed when we merge all but the k′ = 9 largest groups
(〈VI9〉 = 2.33). Further, when k′ = 2, i.e., when only the
two largest groups in each partition are preserved, the
average distance between partitions remains highly non-
trivial 〈VI2〉 = 1.13, indicating that almost 50% of the
variation in information between the original partitions
is explained by differences in the composition of the two
largest components.

Thus, we find that high-modularity partitions exhibit
a high degree of structural diversity, even in the compo-
sition of the largest modules, and the degeneracies of the
modularity function pose a significant problem for inter-
preting the structure of any particular partition. Further,
the generality of our analysis makes it seem likely that
other kinds of networks, e.g., social networks, technologi-
cal networks, and other kinds of biological networks, will
exhibit similar behavior.

DISCUSSION

To summarize, the modularity function Q poses two
distinct problems for use in scientific applications when
the network being studied exhibits modular or hierar-
chical structure: (i) the optimal partition, the one with
maximum Q, may not coincide with the ideal partition,
i.e., the one that correctly resolves all true modules (the
resolution limit problem [32]), and (ii) the optimal par-
tition is not a clear global maximum and the modularity
function instead admits an exponential number of struc-
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FIG. 4: The modularity function for the metabolic network
of the spirochaete Treponema pallidum with n = 482 ver-
tices (the largest component) and 1199 sampled partitions,
showing qualitatively the same structure as we observed for
hierarchical networks. The inset shows the highly degenerate
high-modularity region.

turally dissimilar but high-modularity solutions (the de-
generacy problem). These facts contradict widely held
assumptions about the modularity function, and suggest
that some previous results should be reexamined.

These facts seem to also explain why so many heuristics
perform reasonably well at optimizing modularity: the
exponential number of high-modularity but suboptimal
partitions provides a very broad target to hit, even for
moderately modular networks. But, different approaches
can return markedly different results for the same net-
work, particularly if the network has a large number of
true modules, suggesting that different heuristics tend to
sample or target distinct subsets of the high-modularity
region (see Fig. S1). From this perspective, the results
of deterministic algorithms, which return a single unique
partition for a particular network, should be treated with
particular caution, since they will tend to obscure the
magnitude of the degeneracy problem.

Also, hierarchical structure poses a special problem for
module detection, because, strictly speaking, there is no
ideal partition; at best, a good partition will identify all
the modules at a particular level in the hierarchy. As we
showed above, however, modularity maximization often
fails to find such a partition due to its extreme degen-
eracies and tendency to mix different levels in the hierar-
chy. Further, multi-resolution methods that do not sam-
ple the degeneracies at each level of the hierarchy, which
comprise most of the existing methods of this type, seem
unlikely to circumvent these problems.
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FIG. 5: The average pairwise variation of information (dis-
tance) between sampled high-modularity partitions when the
k′ largest groups in each partition are preserved while the re-
maining groups are merged into a single group. (Error bars
indicate one standard deviation.) Notably, the distance distri-
bution changes very little when all but the largest few groups
in each partition are combined, indicating that most of the
distance between partitions is driven by significant differences
in the composition of the largest few groups.

This all being said, modularity-maximization remains
a useful way to obtain a rough idea of a network’s mod-
ular structure, and for many applications, this rough-
ness may be entirely sufficient. When the details matter,
e.g., in studies that compare the modular organizations of
different organisms’ metabolic networks, neither the pre-
cise compositions of the identified modules nor the pre-
cise modularity scores Q should be completely trusted.
In particular, we note that estimates of the maximum
modularity obtained by almost all practical methods are
strictly lower bounds on the maximum modularity (but
see Ref. [23]), and the accuracy (or: the error rate) of
these estimates is strongly dependent on the particular
algorithm and network under consideration. Moreover,
estimates of Q should not be mistaken for network prop-
erties that can be fairly compared between networks: Q
depends strongly on both the number of true modules k
and on the network connectivity m, both of which tend
to grow with network size n. Thus, variation in network
size can itself induce variation in modularity (see SI), and
a fair comparison between networks must account for this
correlated behavior.

Some kinds of more sophisticated methods may be able
to circumvent or mitigate the consequences of the degen-
eracy problem. For example, Sales-Pardo et al. [34] re-
cently proposed combining information from many high-
modularity partitions by estimating the frequency with
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which pairs of vertices are placed in the same group. If
the set of high-modularity partitions can be sampled in
an unbiased and relatively complete way, e.g., by using a
Markov chain Monte Carlo algorithm [29], this approach
may reliably reveal overlapping or hierarchical modules.
On the other hand, the computational intensity of the
necessary sampling approaches may inhibit its applica-
tion to large networks, and subtle or large-scale relation-
ships may remain hidden due to the problem of sam-
pling an exponentially large target region. Another set of
promising techniques attempt to estimate the statistical
significance of a high-modularity partition [18, 41], which
may provide an estimate of how much true structure is
captured by any particular high-modularity partition.

A distinct and promising class of techniques for identi-
fying modular and hierarchical structures relies on gener-
ative models and likelihood functions. Stochastic block
models [42–46] are particularly attractive because they
can allow module densities to vary independently and
thus avoid the implicit preference that causes problems
for modularity maximization. For instance, Hofman and
Wiggins recently proposed a Bayesian approach to mod-
ule identification that can circumvent the resolution limit
problem in some situations [44]. (Notably, local meth-
ods, which do not attempt to partition the entire net-
work [47, 48], may also circumvent this problem.) Sim-
ilarly, Clauset, Moore and Newman recently introduced
and used a generative model for hierarchical structure to
accurately predict missing connections in networks [37].
Moreover, the likelihood framework presents several op-
portunities not currently available for modularity-based
methods. For instance, by comparing the likelihoods of
empirical network data under different structural models,
researchers can give statistically principled answers to
model selection questions, such as, is this network more
hierarchical, more modular, or neither? That being said,
likelihood functions can also exhibit extreme degenera-
cies, and it may be necessary to again employ sampling
methods to ensure good results [37].

In closing, we note that the development of objective
and accurate methods for testing hypotheses of modular
and hierarchical structure with empirical network data is
crucial for many systems-level questions about the struc-
ture, dynamics, function, robustness and evolution of
complex systems. The present work suggests that parti-
tions obtained from modularity maximization should be
viewed with caution whenever the network contains more
than a few modules or when the modules could be hier-
archical. Conversely, if the network contains only a few
non-hierarchical modules, the degeneracy problem is less
severe and modularity maximization methods are likely
to perform well. In spite of its faults, modularity max-
imization remains a useful way to get rough answers to
many important scientific questions. We look forward to
the innovations that will allow it to reliably yield more
precise insights.
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Supporting Information

Appendix A: Simulated Annealing
Details of our procedure for sampling the modularity
function.

Appendix B: Distances Between Partitions
A brief discussion of different notions of distance between
partitions, the motivation our choice of Variation of
Information (VI), and a few example calculations with
VI.

Appendix C: Curvilinear Component Analysis
A brief explanation of the locally accurate low-
dimensional embedding algorithm we use to visualize
the sampled modularity function, along with results for
three tests of its accuracy.

Appendix D: Hierarchical Random Graphs
A brief description of the simple model we use to
generate networks with hierarchical structure.

Appendix E: Additional Results on Metabolic
Networks
Reconstructed modularity functions for the metabolic
networks of the mycoplasmatales Mycoplasma pneumo-
niae and Ureaplasma parvum, along with tests showing
that the sampled high-modularity partitions for these
networks also disagree on the composition of the largest
few modules.

Appendix F: Asymptotic Behavior of the Modu-
larity Function
An analytical treatment of the modularity function in
the limit of infinitely modular networks. As a special
case of this analysis, we derive the precise dependence of
Qmax on the number of modules k and number of nodes
n for the ring network.

A. SIMULATED ANNEALING

We sample the modularity function using simulated
annealing (SA), a stochastic optimization algorithm that
has previously been used to optimize the modularity
function [14]. To initialize each sample run, we start
the SA procedure at a “random” partition, in which we
first choose a number of communities k and then assign
each vertex to one of these communities with equal prob-
ability. These random partitions typically have very low
modularity.

At each step of the algorithm, a modification of the
current partition is proposed, e.g., by moving a vertex
from one group to another, by merging two groups, or
by splitting one group into two. If this modification re-

sults in a partition with higher modularity, it is accepted
and the current partition is replaced with the proposed
one. Otherwise it is accepted with probability e−|∆Q|/T ,
where ∆Q is the difference in modularities between the
current and proposed partition, and T is the temperature
parameter, which we decrease according to the anneal-
ing schedule (see below). If the proposed modification is
rejected, we retain the current partition and propose a
new modification at the next step. As T → 0, the algo-
rithm is guaranteed to converge to a local optima in the
modularity function.

To implement the algorithm, we must define the set of
possible modifications (the move set), which determines
the local neighborhood of any given partition. Different
choices of move set can drastically alter both the conver-
gence time of the algorithm and its ability to escape local
optima. The choice of move set can even affect the kinds
of local optima we sample (see below). For our purposes,
it is less important that the algorithm converge on the
global optimum than it is to sample a broad section of the
modularity function in a relatively unbiased way. Some
alternative heuristics for maximizing modularity can also
be used to sample the modularity landscape, e.g., Blon-
del et al.’s fast unfolding algorithm [26], but these often
do so with particular biases, and thus are not as flexible
as simulated annealing for obtaining a clear view of the
modularity function’s degeneracies.

Our study employed two simple move sets: (i) sin-
gle vertex moves and (ii) a combination of single moves,
merges, and splits. A single vertex move takes a node
chosen uniformly at random and either moves it to an-
other group, also chosen uniformly at random from the
remaining groups, or places it in a new group by itself.
(If the chosen vertex is the only member of its group,
and it is successfully moved to another existing group,
the number of “existing groups” decreases.) If the cur-
rent partition has k communities, this move set defines
a local neighborhood for any particular partition that is
composed of w1 = n(k − 1) + n = nk neighboring parti-
tions.

In the second move set, we also allow merges and splits.
With probability pm we choose two groups uniformly at
random and merge them into a single group. Alterna-
tively, with probabiliy ps we choose a group uniformly
at random and split it into two subgroups such that the
number of edges between them is minimized. This op-
timization problem is conventionally called MINCUT
and we use a standard algorithmic solution for finding
the minimum cut weight. This way of choosing a split
for a group typically results in a relatively good parti-
tion; in contrast, a randomly chosen bipartition would
almost surely result in a lower modularity score, and thus
would almost always be rejected. Finally, with probabil-
ity 1 − (pm + ps), we perform a single vertex move as
described above. This move set defines a local neighbor-
hood of size w2 = nk+

(
k
2

)
+k. For a particular network,



9

we choose pm and ps so that each neighboring partition
is proposed with roughly equal probability.

Once the move set is chosen, the convergence of the SA
algorithm is determined by the annealing schedule, which
controls the rate at which the temperature parameter
decreases. For simplicity, we use a geometric schedule:

T (t) = T0 r
t , (7)

where T0 > 0 is some initial temperature and 0 < r < 1 is
the common ratio between successive temperatures. For
best results, T0 and r must typically be tuned to a par-
ticular network topology, but so long as they are chosen
to allow the SA algorithm sufficient time to explore the
partition space, their values do not significantly impact
our results.

Each sample run obeys a termination criterion that is
derived by bounding the number of failed modifications
needed to decide whether the current partition is a local
optimum with high probability. Let w∗ be the number of
moves required to try each of the w possible modifications
of the current partition. It can be shown that

Pr[w∗ > βw logw] ≤ w−β+1 . (8)

We choose β such that after βnk log(nk) rejected modi-
fications, there is a 95% chance that there are no modifi-
cations that would increase the modularity of the current
partition. When this criterion is met, the SA algorithm
terminates. The termination criterion is only necessary
to improve the running time of the algorithm, partic-
ularly toward the end of the annealing schedule when
most proposed modifications results in lower modularity
scores.

For practical purposes, we made two slight modifica-
tions to the SA algorithm described above. To prevent
the algorithm wasting significant time oscillating between
two partitions whose modularity scores are identical, we
implement a self-avoiding behavior: in addition to the
ordinary acceptance conditions, a proposal is accepted
only if it represents a partition that has not previously
been visited. This requirement is very unlikely to deny
the SA algorithm access to the entire partition space for
any but the smallest networks, but considerably improves
the performance on larger networks.

The second modification concerns the initial partition
assignment. Instead of choosing an initial value for k
uniformly from the set {1, . . . , n}, we first select a value
kmax ≤ n and choose k uniformly from {1, . . . kmax}. For
large networks, this prevents the algorithm from spend-
ing considerable amounts of time reducing the number
of groups from O(n) down to a more appropriate value,
which mainly impacts the running time of the algorithm.

A note about the choice of move set

and alternative algorithms

We note that there are a large number of alternative
move sets we could have employed in the SA framework,
and we intentionally considered only the two described
above. Our choice of move sets is motivated partly by
convention: previous SA algorithms for modularity max-
imization have employed similar move sets; and partly on
theoretical grounds: the single vertex moves constitute
the most natural minimal changes to a partition while
merge-split moves constitute the most natural higher-
order or large-scale change to a partition in a modular
network. Thus, our choices are principled, but they are
not guaranteed to be optimal. It is theoretically possi-
ble that there exists a move set, i.e., a way of defining
which partitions are “local” to each other, such that the
degeneracy problem we describe largely disappears and
the modularity function seen by this algorithm exhibits a
pretty clear and easy-to-find global optimum. However,
the NP-hardness result of Brandes et al. [22] implies that,
in general, there can be no such ideal move set for modu-
larity maximization, i.e., one that allows us to efficiently
find the global optimum, unless P=NP [49].

Alternative heuristics for optimizing the modularity
function implicitly choose different move sets than the
ones described above. Thus, different algorithms will
“see” different versions of the modularity function, and
they may sample or target distinct high-modularity re-
gions of the function. To test whether our results from SA
are specific to the SA framework and our selected move
sets, we briefly consider whether the partitions sampled
by a very different heuristic—Blondel et al.’s fast com-
munity unfolding algorithm [26], which builds a high-
modularity partition by recursively agglomerating groups
of connected nodes or modules until a high modularity is
achieved—exhibit similar behavior or overlap with those
sampled by the SA approaches.

Using the Treponema pallidum metabolic network as
a realistic test case, we sample several hundred high-
modularity partitions using the Blondel et al. algorithm,
several hundred using the single vertex move set, and
several hundred using the move-split move set. For com-
parison, we include several hundred low-modularity par-
titions from the single vertex move set (sampled early in
the SA). Fig. S1 shows the resulting matrix of pairwise
distances for these partitions (measured by their varia-
tion of information; see Appendix B below).

Most notably, we see that there is very little overlap
between the high-modularity partitions sampled by the
three heuristics, suggesting that different move sets (and
thus different algorithms) do indeed sample distinct parts
of the modularity function. In fact, the partitions sam-
pled by the two SA move sets overlap very little. The fact
that these sampled regions are distinct but still exhibit
very high modularities (inset) reinforces the fact that the
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FIG. S1: For the metabolic network of Treponema pallidum,
the matrix of pairwise distances calculated from a sample of
(i) 301 unique partitions found by Blondel’s community un-
folding algorithm, (ii) 292 unique local optima sampled using
the single vertex move set, (iii) 200 unique local optima sam-
pled using the merge-split move set, and (iv) unique 300 low-
modularity partitions sampled using the single vertex move
set. The inset shows the corresponding modularity score as a
function of left-to-right ordering in the matrix. The different
sampling methods cause the roughly block structure in the
distance matrix.

degeneracy phenomenon is ubiquitous, and suggests that
other approaches are likely to face similar issues.

B. DISTANCES BETWEEN PARTITIONS

We quantify the differences between partitions us-
ing a standard notion of partition “distance” called the
variation of information (VI), which was introduced by
Meila [39]. This measure satisfies the standard axioms
for a metric distance and thus preserves many of the in-
tuitive properties we expect from a distance measure.
Further, it does not rely on finding a maximally over-
lapping alignment of the partitions in order to calculate
their distance, which makes it fast to calculate. For a
thorough discussion of other notions of distance between
partitions, and of the advantages of the VI measure, see
Ref. [18].

The VI allows us to quantitatively test the hypothesis
that high-modularity but suboptimal partitions disagree
with the optimal partition mainly in small or trivial ways,
which would correspond to very small VI values (close to
0), e.g., Fig. 5 in the main text. It also allows us to
construct low-dimensional visualizations of the sampled
modularity function (Appendix C).

Given partitions C and C ′, their VI is defined as

VI(C,C ′) = − 1
n

∑
x,y

nxy log

(
n2
xy

nxny

)
, (9)

where nx is the number of nodes in group x in C, ny is
the number of nodes in group y in C ′, and nxy is the total
number of nodes in group x in C and in group y in C ′.
Two partitions of the network are the same if and only if
VI(C,C ′) = 0 and the maximum possible VI is given by
log n where n is the number of nodes in the network.

Example calculations using VI

To give the reader a more intuitive feeling for how VI
behaves, we briefly calculate a few distances using the
mis-merged partitions we encountered in the main text.

First, consider a partition, with k modules, in which
one module has g nodes. If we move h nodes from this
module into a new group, the distance between the orig-
inal and the new partition is

VI(C,C ′) =
1
n

[g log g − (g − h) log(g − h)− h log h] ,

(10)
which obtains its maximum of (g/n) log 2 when h = g/2.
Fig. S2 shows the functional dependence of the VI for
several choices of g and h. Most notably, under VI, par-
titions that differ by a merge of two groups or a split of
one group are more distant than those that differ only
by a few displaced nodes. From the discussion in the
main text, partitions that differ by merges and splits
are precisely the kind we expect to find among the high-
modularity but suboptimal partitions.

For a second example, consider the split and merge
operation discussed for a hierarchical network in the main
text, where the modules i = {a, b} and j = {c, d} are
both of size g and their submodules contain g/2 nodes
each. The alternate partition i′ = {a, c} and j′ = {b, d}
has a distance

VI(C,C ′) = 4(g/n) log 2 , (11)

from the original one. Thus, this split and merge opera-
tion produces a partition that is four times the distance
from the original partition as one obtained by a single
bisection of one group (the previous example).

Finally, we note that the VI notion of distance is not
without its weaknesses. The most significant of these is
its unintuitive scale. Further, the maximum VI scales
with the number of nodes or the number of modules in
the partition, and thus we cannot reliably compare VI
distances between networks with different sizes or num-
ber of modules. Thus, our results here and in the main
text rely only on relative distances for partitions of the
same network, and not on any particular numerical value.
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FIG. S2: The variation of information (VI), as a function of
the size of the original module, when we move a single node
into a new group, move 1/4 of the original nodes into a new
group, or move 1/2 of the original nodes into a new group. In
all cases, the VI increases monotonically, but with a slope that
depends on the fraction of the original module being moved.
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FIG. S3: The error rate of the embedding Ecca as a function of
the number of steps t in the optimization algorithm for 25%,
50%, 75% and 100% of the 997 samples for the ring network
(Fig. 2), normalized by sample size. The O(t−3) decay in
the error rate shows that the CCA algorithm is robust to the
number of samples and provides highly accurate a embedding
of the original distances.

C. CURVILINEAR COMPONENT ANALYSIS

In principle, a matrix of pairwise VI distances for parti-
tions of a network (like the one shown in Fig. S1) contains
all the information necessary to understand the structure
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FIG. S4: Latent space distances as a function of data space
distances for a sample of 997 partitions of the ring network.
Point sizes are weighted by the average modularity of the
two partitions: larger circles represent distances between two
high modularity partitions whereas small circles correspond
to distances between low modualrity partitions.

of the modularity function. However, the non-Euclidean
nature of the partition space makes this information dif-
ficult to interpret. To make our inferences about the
structure of the modularity function both concrete and
accessible, we use an embedding algorithm to project the
distance matrix onto a two-dimensional Euclidean land-
scape.

The projection from the original space (hereby referred
to as the data space) to the 2D landscape (known as the
latent space) can be phrased as an optimization prob-
lem: we seek an assignment of partitions to positions in
the latent space that preserves the original pairwise dis-
tances as much as is possible. The quality of any particu-
lar assignment is conventionally characterized by a stress
function, which measures the errors in the projected dis-
tances. Traditional methods like principal component
analysis choose a stress function based on a linear model,
which can cause some local structure to be lost or dis-
torted when projecting from a non-Euclidean space. Be-
cause we are primarily interested in degeneracies in the
modularity function, we prefer the reconstructed land-
scape to err on the side of being more smooth, i.e., less
rugged, in the latent space than it is in the data space.
A stress function that preserves local distances at the
expense of some amount of distortion at larger scales
will thus err in the right direction, reducing the appar-
ent ruggedness of the reconstructed landscape if it exists,
but never creating it where it does not exist in the first
place. Thus, the reconstructed landscapes we present
give a lower bound on the ruggedness of the true modu-
larity function.

An embedding method that satisfies this constraint



12

is the curvilinear component analysis (CCA) algo-
rithm [38].2 Given a set of distances dD(i, j) in the data
space, we wish to assign distances dL(i, j) in the latent
space so as to minimize the stress function:

Ecca =
1
2

∑
i,j

[dD(i, j)− dL(i, j)]2 Fλ(dL(i, j)) , (12)

where Fλ is a weight function. Here, we take Fλ to be
a linear combination of Heaviside step functions chosen
to produce a decreasing function with a null first deriva-
tive nearly everywhere (for details, see Ref. [51]). This
choice tends to conserve shorter distances while occasion-
ally producing “tears” for large distances. The stress
function is then minimized using the optimization proce-
dure designed by Demartines and Herault [51].

In order to generate a relatively unbiased sampling of
the modularity function from a large set of independent
SA runs, i.e., to ensure that we sample both high and low
modularity partitions and that our samples are relatively
independent of each other, we do the following. A quarter
of our sampled partitions are obtained by choosing the
local optima found when the run terminates. Each re-
maining partition is chosen by running the SA algorithm
to its tth step, where t is drawn iid from a geometric dis-
tribution. By drawing only one partition from each run,
and combining results from a large number of indepen-
dent runs, we obtain a relatively even sampling of the
high-modularity region of the modularity function.

Notably, this procedure does not produce an unbiased
sample, which could be obtained using a Markov chain
Monte Carlo technique [29]. However, our goal is not a
fully unbiased sample of partitions; rather, we seek a suf-
ficiently even and unbiased sample of the high-modularity
partitions that we can study the question of the modu-
larity function’s degeneracies and get a realistic recon-
struction of this region of the modularity function. By
biasing our sample in favor of high-modularity partitions,
but sampling them independently, we can achieve that
goal. The partitions with intermediate modularity val-
ues are included to ensure some coverage of mid- and
low-modularity regions.

We validate the results of our embeddings in three
ways. First, we test whether the qualitative structure
of the embedded functions depends on the number of
samples used. Using the ring network, we subsampled
the 997 partitions used to construct Fig. 2 at the 25%,
50%, and 75% levels. Adding more samples should never
decrease the ruggedness in the high-modularity region,
but if the landscape changes significantly, it could in-
dicate a problem with the embedding. Comparing the

2 Other embedding algorithms exist, e.g., Sammon’s non-linear
mapping [50], but these often have concave error functions and
are thus not guaranteed to converge.

FIG. S5: An example of our simplified hierarchical random
graph (HRG) model, with 8 nodes and 4 levels (including the
leaves), in which the nodes are organized into a balanced bi-
nary tree, and the internal probabilities increase as you move
from the root toward the leaves.

results, we find that the qualitative structure of the
four landscapes—including the rugged structure of the
plateau region (Fig. 2, inset)—is independent of the sub-
sampling rate, suggesting that our full sample is more
than adequate to give an accurate representation of the
modularity function’s structure.

Second, we verify that the decrease in stress function
Ecca is well behaved as the number of optimization steps
increases, i.e., that we see no evidence for pathological
behavior in the embedding procedure. For all four of the
subsampling levels described above, we find that the error
decays roughly as O(t−3) in the number of optimization
steps t (Fig. S3), and the mean final error is roughly 10−4.
Since the mean distance between points is of order 1, this
error rate implies that the embedding is quite accurate.

Finally, we test whether our choice for Fλ succeeds
in conserving the local structure of the modularity func-
tion. We test this by means of a Shepard diagram [52],
which plots a random sample of the distances in the data
space against the corresponding distances in the latent
space. A Shepard diagram for the embedded ring net-
work is shown in Fig. S4. We note that deviations from
the diagonal occur primarily at larger distances and that
the local structure (bottom left of the figure) is generally
well preserved. Even for those points where distance is
not preserved, the algorithm errs on the side of assign-
ing smaller distances, which would only tend to make the
landscape appear less rugged, i.e., more smooth, than it
is truly is.

D. HIERARCHICAL RANDOM GRAPHS

The hierarchical random graph (HRG) model, recently
introduced by Clauset, Moore and Newman [37], provides
a simple but realistic way to generate networks with hi-
erarchical structure of the kind we consider in the main
text. The full HRG model is too flexible for our purposes,
so we employ a simplified version that fixes the hierarchi-



13

FIG. S6: Reconstructed modularity functions for the the metabolic networks of the mycoplasmatales (A) Mycoplasma pneumo-
niae (largest component; n = 354 and m = 856) using 1199 sampled partitions and (B) Ureaplasma parvum (largest component;
n = 300 and m = 712) using 1199 sampled partitions, each showing a large amount of degeneracy among the high-modularity
partitions (insets).

cal structure and the way the internal probability values
vary.

Under our simplified model, we arrange n = 2dmax

nodes into groups according to a balanced binary tree
structure with dmax+1 levels (Fig. S5). We assign edges
between nodes by letting the internal probability values
pr increase with their distance from the root of the tree.
This regularity gives the network assortative structure,
in which modules become more dense as we move down
in the dendrogram. Mathematically, we say that if the
lowest common ancestor of two nodes is at level d in the
tree, they are connected with probability

pr(d) = 2d+1−dmax . (13)

The optimum partition of a hierarchical network

As a brief aside, we now derive an estimate of the level
of the hierarchy whose group structure yields the opti-
mum partition, for the simplified model described above.
For convenience, we take a mean-field approach and con-
sider the average modularity 〈Q〉 of an ensemble of in-
stances drawn from the model. In this case, the modu-
larity function takes the form

〈Q〉 ≈
k∑
i=1

[
〈ei〉
〈m〉
−
(
〈di〉
2〈m〉

)2
]
. (14)

Because of the symmetry of the binary tree, the optimum
partition must consist of groups of the same size. That is,
to find the the maximum modularity partition, we must

simply find the level d∗ in the hierarchy that maximizes
Eq. (14). Accounting for the regular way the group struc-
ture changes with the height d from the bottom of the
tree, this implies that Eq. (14) simplifies to

〈Q〉 = 1− d

dmax
− 2−d . (15)

If we treat d as a continuous variable, we find that 〈Q〉
is maximized when we cut the dendrogram at

d∗ = log2(n ln 2) . (16)

Thus, this balanced and assortative hierarchical net-
work has a particular behavior with respect to its res-
olution limit [32], i.e., the resolution limit causes the
optimal level to move up in the hierarchy as the net-
work grows. The resolution limit always implies that the
optimum partition is be composed of agglomerations of
smaller modules, but in this hierarchical network, these
agglomerations are simply composed of modules from
lower down in the hierarchy. This analysis, however,
says nothing about the degeneracies that characterize the
modularity function in the local neighborhood of the op-
timal partition, which we discuss in the main text.

E. ADDITIONAL RESULTS FOR METABOLIC
NETWORKS

In this section, we give additional results on
our analysis of metabolic networks. In particular,
Fig. S6A,B shows the reconstructed modularity functions
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FIG. S7: For (A) M. pneumoniae and (B) U. parvum, the average pairwise variation of information (distance) between sampled
high-modularity partitions when the k′ largest groups in each partition are preserved while the remaining groups are merged
into a single group. (Error bars indicate one standard deviation.) Notably, as for the T. pallidum network discussed in the main
text (Fig. 5), the distance distributions change very little when all but the largest few groups in each partition are combined,
indicating that most of the distance between partitions is driven by significant differences in the composition of the largest few
groups.

for the metabolic networks of the mycoplasmatales My-
coplasma pneumoniae and Ureaplasma parvum (3 ATCC
700970) [12]. Fig. S7A,B shows the corresponding sen-
sitivity analyses (analogous to Fig. 5 in the main text),
which confirms that the behavior of the T. pallidum de-
scribed in the main text also holds for these other two
networks. That is, for these other networks, we also find
significant variation in the composition of the largest few
identified modules across the high-modularity partitions,
implying that the degeneracies in the modularity func-
tion extend beyond simple rearrangements of the smallest
modules.

F. ASYMPTOTIC BEHAVIOR OF THE
MODULARITY FUNCTION

In this section, we analyze the asymptotic behavior of
Qmax for large networks.

Consider a sparse network with n vertices and m =
O(n) edges. Suppose that the optimal partition contains
k modules, then by definition

Qmax =
k∑
i=1

[
ei
m
−
(
di
2m

)2
]
. (17)

Because this expression is a sum of individual contribu-

tions from each module, it can be rewritten as

Qmax =
k∑
i=1

[
〈e〉
m
−
〈( di

2m

)2 〉]

=
k∑
i=1

[
〈e〉
m
−
(
〈d〉
2m

)2

−Var
(
di
2m

)]
, (18)

where 〈e〉 = 1
k

∑
i ei is the average number of edges

within a module and 〈d〉 = 1
k

∑
i di is the average de-

gree of a module.
There are several ways to consider the asymptotic be-

havior of this expression, but the limit that matters most
to our analysis increases the number of modules k in the
network. That is, we imagine a process by which we con-
nect new modules of some characteristic size 〈e〉 = O(1)
to the network, i.e., we assume that the average size of a
module does not increase as the network grows (more on
this point below). For convenience, we can rewrite the
average degree of a module as

〈d〉 = 2〈e〉+ 〈eout〉 , (19)

where 〈eout〉 denotes the average number of outgoing
edges in each community.

Because modules do not grow with the size of the net-
work, the number of modules k = O(n), and thus both
the average out-degree of a module 〈eout〉 = O(1) and
the average degree itself 〈d〉 = O(1). (Otherwise, the
network will not remain sparse in the asymptotic limit.)
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This implies that Var(di/2m) → 0 in the limit, and we
can ignore the last term in the summation in Eq. (18).

Combining the expression for 〈d〉 given in Eq. (19)
with the expression for the maximum modularity given
in Eq. (18), the maximum modularity now goes like

Qmax =
k∑
i=1

[
〈e〉
m
−
(

2〈e〉+ 〈eout〉
2m

)2
]
. (20)

We can simplify this expression further by rewriting the
number of edges in the network as

m =
k

2
〈d〉 =

k

2
(2〈e〉+ 〈eout〉) .

Combining this expression with Eq. (20) and then carry-
ing out the summation, we see that

Qmax =
〈e〉

〈e〉+ 〈eout〉/2
− 1
k

=
1

1 + 〈eout〉
2〈e〉

− 1
k
, (21)

and Qmax appears to approach some constant less than
1 as the network becomes more modular, i.e., as k →∞.
This analysis, however, is incomplete in a crucial way: it
ignores the impact of the resolution limit, which causes
the average size of a module in the optimum partition to
grow with the size of the network [32].

When the resolution limit causes two communities to
be (incorrectly) merged, the links joining them become
internal. In the limit, this behavior causes the average
out-degree of a module in the optimum partition to be
asymptotically dominated by its average internal density,
i.e., 〈eout〉 = o(〈e〉), which implies that 〈eout〉/〈e〉 → 0
as k → ∞. By properly accounting for this resolution-
limit induced agglomeration, we can see that the first
term in Eq. (21) must approach 1 while the second term
approaches 0, and Qmax → 1 as k →∞.

Thus, the maximum modularity Qmax of a modular
network depends strongly on the number of true mod-
ules k, which itself naturally depends on the size of the
network n. Phrased differently, variations in k and n are
likely to induce variations in Qmax. The precise relation-
ship between Qmax, k and n depends on the topology of
the particular network being considered, and we leave it
to future work to specify what a proper null expectation
should be for this relationship. (For the special case of
the ring network, however, we work out the dependence
below.)

Before moving on, we point out that this asymptotic
behavior may explain why extremely high modularity
values have been found for extremely large real-world net-
works, for instance, Blondel et al. found Qmax ≥ 0.984 for
a Web graph with 118 million nodes and Qmax ≥ 0.979
for a different Web graph with 39 million nodes [26].

These results also suggest a cautionary point: without
correcting for the null-expectation that Qmax increases
with k and n, detailed estimates of Qmax should not typ-
ically be compared between different networks, e.g., as in
a regression analysis.

The dependence of Qmax on n for the ring network

A simple case where it is straightforward to work out
the precise dependence of Qmax on network size is the
ring network.

Consider such a network with k cliques, each composed
of exactly c nodes, and where we hold c constant while
increasing n, i.e., we add more modules to the ring such
that k = n/c. If the optimal partition merges ` adjacent
cliques (due to the resolution limit), then it can be shown
that the modularity is exactly

Qmax = 1− 1
`

(
1(

c
2

)
+ 1

)
− c `

n
, (22)

where

` =

⌈√
1
4

+
n/c(
c
2

)
+ 1
− 1

2

⌉
= O(

√
n) .

Thus, as n→∞, the second and third terms in Eq. (22)
vanish like O(1/

√
n) and Qmax → 1.

As a brief aside, we now connect this result to the large-
scale behavior of the “plateau” region of the modularity
function mentioned in the main text. For concreteness,
we define the plateau as the set of partitions with mod-
ularity scores within 10% of the maximum modularity.

To begin, we note that the asymptotic result given
above implies that the height of the plateau, which is
simply the maximum modularity value, increases with k.
We now characterize the size of the plateau by considing
the number of partitions formed by merging connected
cliques. As shown in the main text, there are 2k such
partitions for the ring network because there are k edges
connecting cliques, each of which can be cut, or not cut,
to create a different group.

Let Q1 be the modularity score of the ideal partition,
i.e., the one that places each clique in its own group. It
can be shown that the ratio Q1/Qmax is a monotonically
decreasing function of k whose limit is

lim
k→∞

Q1

Qmax
= 1− 1(

c
2

)
+ 1

. (23)

If the cliques are composed of at least c = 5 nodes, this
ratio is 10/11 and the ideal partition Q1 is always within
10% of the optimum partition Qmax.

If the optimum partition merges ` adjacent cliques,
then it can be shown that there are at least 2k(1−1/`)
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partitions with no more than ` cliques in a single mod-
ule, and each of these partitions will be within 10% of the
maximum modularity because Q1 bounds their modular-
ity from below. Since ` = O(

√
n) = O(

√
k), in the limit

of large k, the number of partitions depends only on the
number of cliques, and we have an exponential expan-
sion in the number of partitions in the high-modularity
plateau. Thus, as k grows large, both the height and
the size of the plateau increase as well, with the latter
increasing exponentially.

This provides a very broad target for optimization al-
gorithms to hit.
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