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We consider the role of stochastic evolutionary games as general models for a subset of processes
involving the interaction of evolution with development. We are interested in how the change from
strategic to evolutionary interpretation of games creates opportunities to use game models to explain
empirical phenomena, and also in the problems raised by empirical application. Difficulties include
the identifiability of game structure and limits to model mis-specification from statistical inference,
and also problems of moment closure and model consistency familiar from attempts to derive the
dynamics of associations within population genetics. Evolutionary game models contain examples of
important phenomena such as the emergence of multilevel selection and multi-scale dynamics, and
so it is desirable to know whether these phenomena can be implied by statistically feasible inferences
from population data against errors of mis-specification, and whether they can be computed within
consistent closure assumptions.

In this review we provide a formulation of evolutionary games motivated by the concept of an
effective theory from statistical mechanics. Effective theories are equivalence classes of fully-defined
but approximate stochastic models, with the robust properties of each equivalence class generally
encoded in its representation of the symmetry group of the problem. We show how even a qualitative
treatment of symmetries and symmetry breaking (a change in the representation of a symmetry
group by an ordered population state) distinguishes major classes of emergent multi-scale dynamics,
and how it identifies these as robust properties of systems entailed by a small number of assumptions.
We then derive the generating functionals for stochastic evolutionary games from the methods of
Freidlin and Wentzell, and use these to compute large-deviations formulae for escape rates and
trajectories of populations between basins of attraction, diffusive dynamics of populations over limit
cycles, and large-fluctuation corrections to inclusive fitness that cause the best-fit model at the
population level to differ systematically from the interaction model experienced by agents, even
in infinite-population limits. We show how Freidlin-Wentzell theory may be used to systematically
incorporate collective fluctuation effects into algorithms for model estimation and model aggregation,
which provides tools to pursue the problem of universality classification and justification of the
concept of effective theories for games.

Many diverse results from strategic and evolutionary game theory, and from evolutionary dynamics
more generally, are given a unifying framework in terms of symmetries and collective-fluctuation
mechanics. We show how the notion of a potential arises in a new form as a representation of
symmetry and a governor of dynamics in stochastic processes, with mathematical and intuitive
relations to the energy potentials of equilibrium thermodynamics. We map the decomposition of
genotypes into genes and associations to the conversion of evolutionary dynamics from normal-
form to extensive-form games, and we recover the mathematical correspondence of epistasis within
development to relatedness in population dynamics. Finally, by using extensive-form games to
consider repeated interaction in ontogenetic time, we show how evolutionary dynamics provides
constructive solutions to problems of coordination that have been the subject of the Folk Theorems
of strategic game theory.
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I. INTRODUCTION: EVOLUTIONARY GAMES,

DEVELOPMENT, AND THE

POPULATION-GENETICS OF ASSOCIATIONS

The terminology of players, moves, strategies, payoffs,
and solutions, brought over into evolutionary game the-
ory from the prior strategic formalization of games, gives
a somewhat artificial view of the potential and also the
requirements for good use of evolutionary games. Game
models, when written in stochastic form, are most closely
related to a subset of problems in population genetics,
both its questions and its methodological difficulties.
In this review we approach evolutionary games as a

class of models defined by the way they capture par-
ticular effects of structured development within evolu-
tionary dynamics. We are concerned with what can be
said mathematically about consistent assignment of in-
teraction structure in stochastic game models, and the
robust predictions that may be made despite estimation
error and model mis-specification. In population genet-
ics, these are usually treated as problems of moment clo-
sure in the recursion equations for associations of genes.
We make the connection with that approach, but we de-
velop a somewhat different formulation for games based
on the concept of effective theories from statistical me-
chanics.
The two fundamental concepts governing the construc-

tion and interpretation of effective theories are represen-
tations of symmetry groups, and self-consistent averaging
over collective fluctuations. Symmetry groups provide
a foundation for quantitative predictions from incom-
pletely specified, and therefore abstract, models. Collec-
tive fluctuation mechanics solves problems of aggregation
and checking for model consistency, and predicts where
changes in the representations of symmetries will occur.
Throughout this review we try to avoid taking con-

ventional frameworks for granted, as the connotations of
games seem often to be taken for granted when applied
to evolutionary dynamics. We intend that calculations
we develop, using such frames as provisional simplifica-
tions, can eventually be applied to the frames themselves,
to determine when they represent natural levels of com-
pression in the descriptions of population processes.

A. The change in perspective from strategic to

evolutionary views of game theory

Evolutionary game theory [1–3] is a very different ed-
ifice in two important respects from the tradition of
strategic conceptualization of games initiated by von
Neumann and Morgenstern [4], despite having many sim-
ilarities of form. The change from a strategic to an evo-
lutionary framing opens new opportunities to use game
theory as an empirically grounded and predictive the-
ory like others in natural science. At the same time, we
should ask how much of the concept of a “game” survives
the transition, what part it addresses of our attempts to

understand evolutionary dynamics, and how we can solve
in an evolutionary setting some of the significant difficul-
ties that have stood in the way of using strategic game
theory to close empirical questions.

1. A change of solution concept; also changes of motivation
and justification

When Maynard Smith and Price [5] adopted normal-
form games as a framework to explain the evolutionary
resolution of animal conflict, they emphasized that they
were shifting the burden of solution concepts off of the
many un-identifiable assumptions of strategic game the-
ory, and onto mechanical properties of selection acting
on populations. The fixed points of the non-cooperative
(or Nash) equilibrium and the rest points of the repli-
cator dynamic are the same for equivalent normal-form
games, and the strict Nash equilibria correspond to the
Evolutionary Stable Strategies (ESS);1 so in a sense the
change of solution concept reflects a reversal in the tem-
poral direction of inference.2

The shift of solution concepts to causal mechanisms
is a major contribution of evolutionary game theory,
and can even refine our understanding of strategic ques-
tions. Selection mechanisms acting on populations can
in principle be characterized statistically from observa-
tions, unlike the motivations or cognitive abilities of hu-
mans under most conditions.3 Evolutionary game models
must also make commitments to specific rules for behav-
ior, so their solutions are mechanistic, constructive, and

1 These results have come to be known as the “Folk Theorem of
Evolutionary Game Theory” [2, 6]. We will be concerned with
a variety of Folk Theorems in the sections that follow. How-
ever, we will use the term as it is used in the strategic theory
of repeated games [7–9], which emphasizes the structure of the
set of equilibria of the normal form associated with a repeated
extensive-form game, which is a different question than whether
these equilibria may be reached by the two different criteria of
strategic self-consistency and evolutionary stability.

2 The replicator dynamic is an instance of a Markovian stochas-
tic process, in which all moves depend only on the preceding
state. We will term this form of dynamics “causal”, or backward-
looking. To the extent that strategic self-consistency represents
anticipated future actions and their consequences, it is forward-
looking. The self-consistency condition that equates Nash equi-
libria and rest points applies to either temporal direction.

3 The relation between payoffs and motivations is perhaps the
greatest source of difficulty in applying strategic solution con-
cepts to empirical observations. It is the least problematic for
the combinatorial games [10], in which the cognitive demands
of backward induction and position evaluation, and their inter-
play, are the primary limitations. Understanding how motiva-
tion relates to outcomes becomes progressively more difficult for
games with limited formal structure, heavy social contextualiza-
tion, and consequently strong dependence on framing [11]. The
parlor games invoked by von Neumann and Morgenstern [4] as
motivation are more like the former; the problems of economic
coordination and international relations that were their real con-
cern are more like the latter.
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usually finitely generated, unlike strategic solution con-
cepts which may have unbounded complexity,4 and may
even be uncomputable. Moreover, because the discrete-
generation replicator equation acting on populations is
the same as Bayes’s rule for updating probabilities [14],
we know that evolutionary solutions can make optimal
use of information in game outcomes (expressed through
fitness) as the selected population converges toward rest
points or Nash equilibria. The connection of Bayesian op-
timality with evolutionary solutions has broadened the
interpretation of evolutionary games to include general
competition-based models of reinforcement learning, and
reinforcement mechanisms may be used as supports for
strategic reasoning to achieve more reasonable models
of cognition than abstractions such as perfect rational-
ity. Even the indeterminacy of Nash equilibria is given
a useful alternative interpretation in evolutionary solu-
tions: it becomes a dynamical indeterminacy of trajec-
tories, which may be understood either as sensitivity to
initial conditions, or as a source of persistent population-
level dynamics in the presence of perturbations. Either
interpretation is directly linked to observable phenom-
ena, rather than being regarded as a shortcoming of the
concept of a solution.
Alongside the change of solution concepts, however,

the change from a strategic to a selectionist view of games
requires a shift in the motivation and justification for
game structure. Strategic game forms may be justified
by exogenous, well-defined player roles and rules of play.5

Well-defined outcomes of play are also provided (usually
formulated as payoffs), and to varying degrees depend-
ing on the setting, the ways that payoffs motivate players
may be assumed. In an evolutionary problem, the need
to know motivations is reduced in favor of knowing be-
havioral mechanism, but the game structure itself and
the consequences of outcomes of play must be inferred,
usually indirectly.
The parameters that define the structure of interac-

tions in a game model are closely related to the regression
coefficients on interactions in population genetics, where
the interaction terms are known as associations.6 Inter-
action terms may connect the genotypes of individuals,

4 A standard reference solution often used in strategic game the-
ory is subgame-perfect Nash equilibrium [12], referred to in some
contexts simply as “backward induction”. The computation-
theoretic complexity of solutions to zero-sum games is considered
in Ref. [13].

5 Note that, as rules specified by institutions, these are empirically
observable.

6 Structure constants in a game and regression coefficients on asso-
ciations in population genetics are not always identical, because
identifiability of aspects of game structure may rely on other de-
tails of the dynamics than replicative fitness. For a discussion of
the importance of imitation to identify the subgame structure of
extensive-form games at a Hardy-Weinberg Linkage Equilibrium
(HWLE, also known as the Wright manifold), see Ref. [15]. We
will address some aspects of the problems of identifiability below,
but they are not the main questions to which this review aims
to contribute.

multiple genes within an individual, or any combinations
of these [16]. The identification of evolutionary-game
structure, and the implications it carries for dynamics,
therefore have much more in common with estimating
the dynamics of associations in population genetics, than
with model selection for strategic games.7

The problem of estimating the dynamics of associa-
tions in population genetics is a problem of compact
and self-consistent approximation. While the equations
of selection and transmission on genotypes are formally
well-defined, they are intractable to solve in complete
form in practice, because the number of genotypes and
the space of possible associations grows exponentially in
both genome size and population size. Both systematic
work on recursion equations for associations in popula-
tion genetics [16, 19–21], and the approach to evolution-
ary games that we will present here, are attempts to ad-
dress this problem.

2. Potential and challenges for the empirical application of
games

To the extent that selection mechanisms are more eas-
ily empirically estimated and experimentally controlled
than models of motivation and cognition, evolutionary
games may have uses for deducing causation that strate-
gic games have not had. The two main problems for em-
pirical application of game models are whether statistics
of population behavior are sufficient to prevent fatal mis-
specification of game models, and whether derivations
can be performed consistently and robustly against both
estimation error and model mis-specification. Solution
of both problems depends on knowing which observables
are essential for model classification, and which predic-
tions are assured even from partially specified models.
For solutions to these problems we draw on the concept
of effective theories, particularly on the role of symmetry
in model classification and robust prediction.

3. What game models capture: stylized treatment of the role
of development in evolutionary dynamics

If games are not motivated by externally given rules of
play, what then characterizes them as a class, within the
larger space of models of evolutionary dynamics? From
a population-genetics perspective, evolutionary games

7 It is interesting that Maynard Smith and Price emphasized so-
lution concepts, taking game theory as-given, more than they
emphasized the connection to technical problems in population
genetics, to which Price himself [17] had given the clearest for-
malization [18]. In this review the Price equation will provide the
complete identification of normal-form games, and will provide a
starting framework for the more complicated case of extensive-
form game identification.
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model the interaction of the effects of selection with the
non-transmissible interaction effects of events in the pop-
ulation. Selection effects are formalized as payoffs from
outcomes of play, while non-transmissible interaction ef-
fects come from the stochastic process that matches indi-
viduals in play, and from the dynamics within the game
itself. (In the rest of the review, we will refer to the collec-
tion of individuals brought together to form a complete
set of players as a complex.8) For the interaction effects
from a game to have heritable consequences, they must
be imprinted by selection on the distribution of player
types, which are heritable.
To the extent that the common denominator of all

kinds of development (organismal, social, institutional) is
that it comprises the non-transmissible parts of the orga-
nization constructed during ontogeny, evolutionary game
models could be said to constitute stylized treatments of
the interaction of selection and transmission dynamics
with development.9

One could study game-interactions together with the
variety of transmission effects that are considered in pop-
ulation genetics, and to some extent the process govern-
ing complex formation can capture a limited range of
transmission models.10 However, the full inventory of
transmission effects, and its attendant complexity, are
not normally adopted in evolutionary game models, and
we will consider only simple matching models here.
Game models seem most useful when the “play” of the

game captures the influence of some meaningfully struc-
tured component of development on evolutionary dynam-
ics. We will return to the ways in which the alteration
of the population state that result from selection capture
feedbacks of evolution on development.

8 This terminology has become standard in chemistry to describe
reaction networks, where a complex is the set of molecules re-
quired for a reaction to proceed. A complex refers to a particu-
lar set of individuals, and is distinct from a profile of strategies,
which refers to the set of types of the players who make up the
complex.

9 The term “development” is of course perilous for us to use, be-
cause it can carry many connotations in different communities,
from very broad to very specific and system-contextualized. We
will use it because, while we are aware that other terms have
been coined to capture the broader interpretation, we do not feel
qualified to represent the points of view of their inventors, and
do not wish to risk mis-using them.

10 To be more explicit, the replicated unit in an evolutionary game
is generally regarded as the natural unit of “individuality”. How-
ever, for many biological questions we care about a collection of
replicated units that are brought together for an extended pe-
riod of interaction to form an “individual” organism. Examples
of multiple-attribution of individuality include haploid chromo-
somes in diploid (or higher-ploidy) organisms. The complex who
play a game represent the organism through most of its lifecy-
cle, and the matching rule describes mating. The fitness of the
“players” at the end of the game reflects not only the fitness of
the complex (which could be seen as the interpretation of the
Pareto superiority of the outcome achieved), but may also ex-
press effects such as meiotic drive which differentiate haplotypes
(the possibility for asymmetric payoffs in a two-player game).

If the social/cognitive connotation from strategic game
theory is retained in the domain of population processes,
the resulting games are readily interpreted as models of
social interaction with fitness consequences for culturally
transmitted traits. We regard the mathematical ambiva-
lence of the formalism as a useful way to express specific
similarities between the formation of social order and or-
ganismal development.11

B. General questions of importance addressed with

games

If we allow that games are not meant to be a com-
plete framework for studying all of development, its role
in evolution, or even the general dynamics of associa-
tions within population genetics, what kinds of questions
should we expect game models to address well? We can
suggest an answer by noting two general questions of evo-
lutionary importance where they are most extensively
used. We note that, because a formal effective theory
of games does not yet exist, much usage of evolution-
ary games – like the prevalent usage of strategic games
– should be regarded as a source of hypotheses and a
demonstration of possibilities. Determining how much
the conclusions of such models imply about causation in
natural phenomena is a difficult problem that leads to
considerable controversy, though we believe it is easier
for evolutionary games than for games based on strate-
gic cognition, and we believe that formal supports from
symmetry classification and fluctuation mechanics can
also help.

1. How do the interaction of evolution and development
give rise to multilevel selection and multi-scale dynamics?

Multilevel selection is generally identified with nonzero
coefficients in the regression of fitness on associations of
genes (so, the need for non-additive fitness models) [16].
Since population genetics defines a gene as the non-
recombining element under transmission,12 non-zero as-
sociations must come from selective filtering of popula-
tion states, within whatever structure is implied by the
transmission model. We may view evolutionary game
theory as a subset of the general treatment of this prob-
lem already standard in population genetics.

11 We are indebted to Jessica Flack and David Krakauer for em-
phasizing the importance of this equivalence.

12 The definition used in Ref. [16] is “a particular copy of a non-
recombining sequence at some locus in some individual”. We
omit the reference to molecular biology because the mathemat-
ical models do not represent it anyway, and the abstraction of
non-recombining elements may find justification, and also diffi-
culties of justification, in all substrates. Some of these we will
discuss in the conclusion.
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Multiscale dynamics is a different phenomenon from
multilevel selection. It concerns the emergence of dis-
tinct timescales for dynamical regression coefficients on
associations, from those on individual genotypes or al-
leles. This can in principle happen within the context
of moment expansions, such as a coefficient of related-
ness that varies on a slower timescale than individual or
even population-level type changes.13 It is more striking
when strong selection leads populations to take on or-
dered states, for which computing the dynamics requires
going beyond the moment expansion, as we will explain
below.

2. What is the value of repeated interaction?

This question has been raised independently with re-
spect to events on two timescales. We will generally refer
to the scale of population-level events as the generational
or evolutionary timescale, and the timescale of events
within the play of a game as the ontogenetic timescale.

Events of repeated interaction on the generational
timescale are captured in normal-form games. They con-
cern the repeated accumulation of fitness consequences
through the matching process, or repeated action of se-
lection across generations. Much work of this kind has
been gathered under the heading of “evolution of coop-
eration” [22], but it may be generalized to refer to any
behavior that would not be expected from the structure
of instantaneous interactions, but may become the most
common behavior in the setting of repeated action.
Repeated events on the ontogenetic timescale make up

the sub-structure of individual interactions on the gen-
erational scale. Many of these can be represented by
extensive-form games [15]. Sub-game repetition has been
used in the evolutionary-game literature, but has received
the most elaborate theoretical treatment in the strategic
literature on repeated play [7, 23, 24]. The strategic ap-
proach to the value of repetition is similar to the evolu-
tionary approach in attempting to formalize the degree
of difference that can arise between short-term and long-
term outcomes. It differs from the evolutionary work in
that more attention has been given to the limits on the
space of achievable long-term outcomes,14 but less has
been given to measures of relative robustness, complex-
ity, or constructive solutions for particular outcomes.

C. Is the game paradigm stable? Are model classes

stable?

There are a number of impediments to the empiri-
cal use and interpretation of evolutionary game models.

13 We will provide examples of this kind that arise within both
single-locus and multi-locus coordination games.

14 Formalizing these limits is the domain of the Folk Theorems.

Some of these concern the consistency of the problem of
assigning a structure to a game model, while others con-
cern technical difficulties of computing consequences of
that structure. We begin with the problems of internal
consistency, which are related to well-understood prob-
lems of moment closure in population genetics. We then
consider problems of calculation, which arise particularly
in the treatment of strong selection and multi-level dy-
namics.

1. The moment-closure problem and model consistency in
stochastic processes

The basic framework which stochastic evolutionary
game theory shares with population genetics is the frame-
work of population type-change processes. We assume,
as primitive concepts, that a population consists of some
collection of individuals, and that the individuals may be
partitioned into types. In molecular population genetics,
the types are usually taken to be genotypes, so the type
space is potentially enormous and generally sparsely pop-
ulated by realized genomes. Individuality can be defined
somewhat flexibly according to what is preserved by the
transmission model, and the population then represents a
breeding group, broadly construed. The population pro-

cess generates sequences of population states, which may
change either by death and reproduction of individuals,
or through type change by other mechanisms such as im-
itation.
We will begin with an abstract and quite flexible ap-

proach to types, and will build up genetic descriptions
from these through notions of equivalence. Molecu-
lar population genetics ordinarily starts from the other
end, assuming that genes are primitives, with the result
that a regularly structured genotype space is presumed.
What we will assume is common, whichever approach is
adopted, is that the type spaces we would really like to
consider are sufficiently large that genetic descriptions
are necessary to make calculations tractable. In this
case the problem of drawing scientific conclusions about
population processes is not one of making formally well-
defined Markov models, but rather of projecting unprej-
udiced, realistic models onto low-dimensional subspaces
that can be empirically validated.
The current approach to making quantitative genetic

models that admit full genotypes and general interactions
is to derive recursion relations for subsets of associations
involving limited numbers of genes [16, 19]. It is well
understood that this approach suffers from problems of
moment closure: that the dynamics of lower moments de-
pend on the values of higher moments, offering no obvi-
ous truncation from the original intractable space. These
problems are usually addressed by approximating higher-
order moments at some level by products of lower-order
forms, effectively setting to zero all excess correlations or
cumulants beyond a fixed set.
Finite-moment closure is a form of commitment to
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finite-dimensional parametric model classes, which we
will refer to as the assignment of a structure to a model.
Parametric model choice potentially suffers all the prob-
lems of model mis-specification that affect any domain of
statistical inference [14, 25]. In particular, the assump-
tion of zero excess correlation may be inconsistent with
the dynamics generated by the model itself. Unless there
is some way to prove that such inconsistency in infinitely-
many parameters leads to only finite error in a model’s
predictions, the validity of moment closure qualitatively
as well as quantitatively remains unknown.

2. Moment closure for games: indirect interactions,
epistasis, relatedness, and indefinite player numbers

Moment closure in population models may be violated
either by diffusion through transmission mechanisms, or
through cumulative effects of selection. Both sources of
violation may affect stochastic game models.
In particular, selection on the distribution of oppo-

nent types may propagate through the population over
multiple generations, leading to changes in expected
frequency-dependent fitness which are correlated among
different player types. Similar feedbacks through pop-
ulation structure can appear as epistasis in genetic de-
scriptions, which we will relate to extensive-form game
models below. The strength of these effects can change
with population size. Such indirectly-mediated interac-
tions may appear as changes in relatedness in regressions
that describe inclusive fitness, or they may appear as the
emergence of K-player effective interactions in models
that started out as two-player games.

3. Strong selection and ordered-population regimes

Problems of the consistency of moment closure arise
in recursion relations as failures of convergence in small-
parameter expansions. If the reference process is a neu-
tral model, the small parameter will generally be selec-
tion strength [21]; in games it may be interchangeable
with the inverse of population size N . Failures of con-
vergence may suggest that particular recursion relations
become invalid in the domain of strong selection, but they
may miss the more interesting point that any mode ex-
pansion may have become invalid in the realm of strong
selection, because power series in this realm inherently
fail to converge. Strong selection can thus pose prob-
lems both for model consistency and for the ability to
calculate.15

15 The problem for model consistency is a subtle one [26, 27]. If
mode expansions fail to converge, then attempts even to define
complete mode expansions will generally incorporate fluctuations
with divergent magnitudes. Much of our treatment of technical
methods is devoted to showing how (and how easily) this problem
can be avoided once it is understood.

The quantity missed when mode expansions fail to con-
verge will often be the emergence of autonomous dy-
namics at the population scale, with a separation of
timescales between the population dynamics and the in-
dividual generations which grows exponentially with the
scaling parameter.16 Autonomous dynamics becomes
possible when the parameter changes that lead to strong
selection create a multiplicity of ordered solutions for
population states, leading to a change in the represen-
tation of the symmetries of the underlying process, as we
will explain further below.
This emergence of ordered population states is famil-

iar as bifurcation in deterministic treatments of games
using dynamical-systems methods [2, 6], yet it is a sub-
tle problem to incorporate it consistently into stochastic
processes. It is said that population-level dynamics lies
“beyond all orders” in the moment expansion.17 Fail-
ures of convergence are not usually a significant problem
for estimating the qualitative properties of equilibria, but
they become a fundamental limitation if we wish to de-
rive the parameters governing population-level dynamics
quantitatively from those that described the underlying
individual-level interactions.

4. Aggregation and the empirical application of game
models

Moment closure and other failures of convergence
would be merely calculational difficulties, if we were given
unambiguous characterizations of populations, individu-
als, and genes, by knowledge of an evolving system. They
become problems of definition when these levels of struc-
ture are not given, and must be inferred from the statis-
tics of population behavior.18 The essential problem is
that association coefficients outside the moment expan-
sion may be set to zero in a model for only one scale

16 This may be selection strength, inverse population size, or what-
ever controls the mode expansion.

17 Specifically, if the moment expansions are Taylor’s series in a
small parameter such as 1/N , then the dynamics of ordered pop-
ulations will be governed by an expansion in exp (−N), which is
an essential singularity about 1/N → 0, and does not converge
to its Taylor’s series.

18 It is hard to impress on scientists outside the domains of sta-
tistical physics (without being accused of intolerable arrogance)
that these concepts may appear to be given when in fact they
are not. Two centuries of stubborn error in the belief that a
“fundamental” definition of particles is delivered by observation,
and repeated shocks as this was shown to be wrong, have finally
forced physicists to understand that all of our notions of objects
and interactions are effective notions, which must be validated
statistically [28–30]. Surely elementary particles in the uncom-
plicated domain of physics offered a more secure interpretation
as objects, than known composites that depend on very com-
plex mechanisms for their persistence and integration, such as
genomes, cells, or organisms. Current debates over the status of
the gene concept, and a few residual arguments about the status
of multilevel selection, are impossible to regard, other than as
recapitulations of the same retreat to statistical inference.
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of aggregation, at most. This may be the timescale over
which observed events are pooled to compute regressions,
the effective breeding size in a population, or the criteria
for what constitutes repeated interactions of the same
type. If a simple model structure is assumed, the as-
sumption becomes scale dependent, and we must explain
why a simple model is appropriate at one scale if changes
in aggregation that are not fundamental immediately vi-
olate the assumptions of simplicity. We attempt to frame
these question in useful form by asking two things: Can
we identify the features of game models that do not de-
pend sensitively on knowledge of parameter values, and;
When parameters change, can we compute the changes?
The answers we can give to these questions stop short

of a complete solution to the problem of moment clo-
sure for games, but we believe that they are part of such
a solution, and that a complete solution may be possi-
ble. The two aspects of a solution that we will develop
here are the classification by representations of symmetry
groups, and the expansion in collective fluctuations as a
method of systematic approximation for the dynamical
recursion relations among moments.
A full solution to the problem of moment closure, if

one exists, would take the form of a universality classifi-
cation [28–30] for stochastic game models, or for the pop-
ulation genetics of associations more generally. A uni-
versality classification would constitute a proof that, un-
der specific forms of aggregation, the infinite-dimensional
space of possible recursion coefficients projects down onto
a limited class of finite-dimensional sub-spaces, which
constitute natural parametric model classes. The way
in which the problems we address here contribute to a
search for universality classification are that: 1) univer-
sality classes are generally characterized by representa-
tions of symmetry groups as the robust class-feature, and
2) within a universality class, the expansion in collec-
tive fluctuations is self-consistent, and may be used as a
framework to compute the changes in parameters with
aggregation scales, and their consequences for the repre-
sentation of symmetry groups.

D. Symmetries and collective fluctuations in

stochastic game models

Symmetries are already widely used to classify game
models according to the topology of their deterministic
attractors [6]. Likewise, collective-fluctuation mechanics
of the kind we will develop are used to prove concentra-
tion of measure for population states in large-population
limits [31], to use non-local properties of basins of at-
traction to define refinements of the ESS definition of
equilibrium [32], and to produce what is called a large-

deviations theory [33, 34] for fluctuations in population
states [35].
Here we will emphasize what is implied by changes in

the representations of symmetry groups, about robust
properties of model classes, and how qualitatively dis-

tinct properties depend on the dimension of the symme-
try group and the way its representations change. From
the Freidlin-Wentzell approach to fluctuations and large-
deviation theory, we will show how population-level dy-
namics may be approximated from the parameters of
individual-level dynamics across exponentially large sep-
arations between timescales, and how fluctuations may
lead to systematic differences between the regression
models for population statistics, and the parameters ex-
perienced by individuals in single interaction events.

1. Symmetries and symmetry breaking: robust observables
and the source of multi-level dynamics

We will suppose that certain sets of symmetries are as-
sumed as the primitive definitions of game models. These
may include discrete symmetries of the fitness function
under permutations of the types of agents, or symme-
tries in the contributions of different genes to fitness. If
extensive-form games are used to generate fitness, fur-
ther symmetries may be implied by the form of the game
prior to any assignment of payoffs. The defining set will
also generally include the continuous symmetry implied
by stationarity of the model parameters in time. As in
the work on topological classification of attractors, it can
be shown that such defining symmetries remain proper-
ties of model classes as their parameters change, whether
due to estimation uncertainty or due to aggregation.
A representation of the symmetry group will generally

be defined by the state of the population, which may
depend on the time-interval over which samples are av-
eraged to describe the strength of interactions. Unlike
the defining symmetries, the representation by the pop-
ulation state need not remain invariant as parameters
(particularly selection strength or population size) are
changed. The emergence of population states that, in
short-term averages, violate the symmetries of the under-
lying model, is known as spontaneous symmetry breaking.
Broken symmetries are not lost, but merely hidden from
individual-level interactions. The fact that a full symme-
try group must still be represented by the combination of
individual-level and population states makes broken sym-
metry the source of population-level dynamics, as a fea-
ture of model classes which is robust to estimation error,
scale change, and whatever forms of mis-specification re-
spect the underlying symmetries. When strong selection
leads to broken symmetry in the short term, long-time
averaging over population dynamics restores the expres-
sion of the hidden symmetry through the ergodic distri-
bution over population states.19

Hidden symmetries are the most important features of
microscopically specified game models which propagate

19 In this respect, aggregation leading to increase in population size
has an opposite effect to aggregation of samples in time.



8

to arbitrarily large macroscopic dynamics. We develop
the types and consequences of broken symmetry in detail
in Sec. III and in a collection of subsequent examples.

2. Collective fluctuations: an approximation for moment
closure in games

Moment expansions are expansions in collective fluctu-
ations over many events of individual type change. They
are used in population genetics in situations where they
provide faster convergence to average population states
than expansions in individual type changes. This will be
true whenever a sufficiently coarse-grained description is
possible that many individuals populate each association
in consideration. It is almost always true for alleles,20

and loses validity for progressively higher-order associ-
ations, becoming invalid almost-surely for whole geno-
types.
The Freidlin-Wentzell approach [36] to moment ex-

pansions proceeds by construction of the time-dependent
generating functions for the underlying probability distri-
bution on population states. We will use a particular rep-
resentation due to Doi [37, 38] and Peliti [39, 40], which
expands arbitrary generating functions in bases of Pois-
son distributions. This representation is particularly ef-
ficient for aggregating the effects of selection across mul-
tiple generations, assuming simple transmission models,
using a cumulant expansion in the mean values of the
Poisson distributions. Unlike an ordinary polynomial re-
cursion relation, however, the Freidlin-Wentzell theory
provides methods to estimate the rates and trajectories
of events such as escapes from stochastic basins of at-
traction,21 which may depend on arbitrarily high-order
associations. It then provides further methods to com-
pute the leading-order moment corrections about such
rare events consistently.
Freidlin-Wentzell theory and large-deviation methods

more generally have been applied to games primarily to
prove convergence of the large-population limit toward
its deterministic approximations [31, 35]. These con-
stitute proofs that game models are robust, given the
mean behavior of frequency-dependent fitness. However,
like all properties provable for normal-form games, their
utility becomes limited when the type space must be
treated with approximations, and when it is convergence
for higher-order associations that is needed. We will em-
phasize ways in which the assumptions needed for ordi-
nary proofs of convergence are violated by the existence
of symmetries, a phenomenon we expect to be common

20 The exceptions for which it is not true are the moments of in-
novation, or the arbitrarily small invasions by known mutants,
used by Maynard Smith and Price to define the ESS.

21 These are the events described by essential singularities in the
moment expansion.

in approximate descriptions. We will consider exact con-
tinuous symmetries induced by representations of time-
stationarity, which arise for both discrete population-
escapes from basins, and for convergence of populations
to limit cycles. Then we consider near-continuous sym-
metries in large population limits, created when fitness
is degenerate between two types, a phenomenon known
as neutrality of the genotype-phenotype map [41–46].

E. Effective theories: approximate theories in place

of approximate solutions

The approach of defining and closing recursion rela-
tions for moments in population genetics [16, 19] treats
an underlying process model as correctly estimated,
which includes effects of selection and transmission on all
orders of associations. The recursively defined solutions
then constitute approximations specific to the moment
expansion. An alternative to using approximate solu-
tions is to use fully-defined stochastic process models as
approximate theories, which may omit interaction terms
that are believed to exist, in exchange for being tractable
by other approximation methods as well as moment ex-
pansions, or even being exactly solvable. When both
approaches converge, it is usually possible to translate
freely between them. The parametric model commit-
ment created by moment closure in recursion relations
is replaced, in the approximate-theory approach, by the
infinitely-many assumptions required to define a stochas-
tic process from a finite number of moment constraints.
Sec. VIA gives a prescription to make these assumptions
starting from the usual deterministic evolutionary game
equation.

We will base our development of stochastic games on
the approach of approximate theories, treating these as
if they are effective theories. An effective theory is de-
fined as an equivalence class of different microscopically-
defined models, which share a group of symmetries and
converge toward a stable class of (quantitatively pre-
cise!) predictions under aggregation, for all models in the
class [28, 29]. Any model in the class may therefore be
used according to convenience, and will predict behaviors
characteristic of the class as a whole. A demonstration
of effective theories for games is beyond the scope of our
review; however, the calculations we present are those
used in background-field methods [47] to prove renor-
malizability, universality classification, and the existence
of effective theories.22

22 Examples of renormalization for closely related systems within
the Freidlin-Wentzell approach may be found in Ref’s. [48, 49].
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F. Organization of the remainder of the

presentation

The remainder of the presentation is organized into
two parts, dealing respectively with the qualitative role
of symmetries and with methods to compute the conse-
quences of fluctuations. The sections of Part I concern
the relation of games to central concepts of population
genetics, and the major classes of qualitatively distinct
effects governed by symmetry in stochastic evolutionary
games.
The sections of Part II introduce formally exact

methods to construct statistical models corresponding
to approximations of moment closure, and then con-
sider approximation methods to compute the symmetry-
distinguished phenomena from those models.

Part I

Symmetry in games

II. THE PRICE EQUATION AND

NORMAL-FORM GAMES; GENETIC

DESCRIPTIONS AND EXTENSIVE-FORM

GAMES

The problem of making quantitative predictions from
incomplete, parametric models is already the central con-
cern of quantitative population genetics [50]. Therefore
we should expect that the effective theory of games will
be in its mathematical form a population-genetic the-
ory, perhaps with altered primitives or idiosyncratic so-
lutions to specific problems of identification. A theory of
robust estimation of population processes based on least-
squares regression was introduced by R. A. Fisher [51],
and put into complete form by George Price [17] (see also
Ref. [52]). When the Price equation is used in parametric
form to systematically expand fitness as a polynomial in
frequencies within the population, the result is the stan-
dard mathematical representation of normal-form evolu-
tionary games. If additional hypotheses about the orga-
nization of the type space or the sub-structure of interac-
tions are advanced and tested by regressions, then genetic
descriptions and structured-interaction models come in,
which may have representations in terms of extensive-
form games, finite-state automata, or other models.

A. Price’s organization of the statistics of

population-replacement processes

To begin, we will assume we have minimal knowledge
of the organization of either the type space or the sub-
structure of interactions. An interaction is a lumped-
parameter description for whatever contact between in-
dividuals accumulates to fitness consequences within a
generation. The type space can be whatever is required

to provide good estimates of fitness from a polynomial
expansion in interactions; it may therefore be large and
complicated.

1. Populations: individuals, generations, and types

We will consider population processes with a fixed
number N of individuals, who may be indexed ι ∈
1, . . . , N in each generation. The indices therefore stand
for “positions” in the population. A particular individ-
ual ι′ in an offspring generation, descended from an in-
dividual ι in the parent generation, may have replaced
an unrelated individual who had occupied position ι′ in
the parent generation. To make descent explicit, we use
π(ι) to denote the parent, in the previous generation, of
individual ι in the current generation.
We suppose that individuals in every generation may

be partitioned into the same set of types indexed i ∈
1, . . . , D. We let iι denote the type of individual ι. If
iι = iπ(ι), then the type of a parent individual has been
preserved in an offspring individual by descent. Trans-
mission may represent reproduction, but it may also rep-
resent imitation, in which case iι and iπ(ι) are traits
adopted by individuals in two generations, and π(ι) is
the individual from whom the trait was copied by ι. We
do not pursue a formalism for imitation from multiple
sources, tantamount to multiple parentage. We refer to
any event ι 6= π(ι) as a replacement event, and to the set
of population processes that can be described within this
framework as population replacement processes.
We do not wish to require synchronous generations,

and we will want to consider short-time aggregates of
population samples, as estimators for continuous-time
Markov models. Therefore we consider the possibility
that many individuals will simply persist across “gener-
ations”, with or without reproducing, and for these in-
dividuals π(ι) = ι. We let ∆t represent the generation
time, and assume that replacement events are sufficiently
independent that for some sufficiently short interval ∆t,
we can ensure that at most one replacement event has
occurred within the population.

2. Separating fitness from transmission

The problem addressed by Fisher [51] and Price [17]
is how to separate fitness from transmission effects in re-
gressions, when sample data consist of population states,
and of the aggregate numbers of offspring of any type,
produced from all parents of each type in one genera-
tion.23 The solution provided by the Price equation –

23 Population genetics has traditionally limited itself to effects for
which the type space is rich enough to constitute a Markovian
state for the population process, and at the same time to re-
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even for non-parametric estimates of general frequency-
dependent mutation and transmission – distinguishes fit-
ness from transmission effects according to the leading
polynomial dependence and matrix structure each can
have.
We will use Roman indices n to denote the discrete

numbers of agents in a realization of a population pro-
cess. A total population state at a single time is rep-
resented by the vector n ≡ (n1, . . . , nD), in which each
component nj gives the number of individuals of type j in
that state.24 More generally, we will use Roman letters
in equations to represent random variables obtained from
integer population samples, whether or not the variables
themselves take integer values.
It is conventional to use primes to denote type numbers

in an offspring generation, and we will denote by n′j|i the

number of offspring of type j produced by all individuals
of type i. A conserved population number N may then
be decomposed into types in either the parent generation,
or the offspring generation, with the offspring partitioned
according to the types of their parents, as

N =
∑

i

ni =
∑

i

∑

j

n′j|i. (1)

A random variable wi giving the total number of offspring
of any type, per parent of type i, is then defined from the
sample as

niwi ≡
∑

j

n′j|i. (2)

The change in state of the whole population is measured
by the change, denoted ∆nj in the number of each off-
spring type j, irrespective of the parent type, which is
given by

∑

i

n′j|i ≡ nj +∆nj . (3)

Selection is defined to comprise all processes that affect
offspring number independent of type (so it inherently in-
cludes aspects of the reproduction or imitation dynamic),
while all processes that change type between parent and
offspring are ascribed to transmission alone. With this
division, for any realization of the production of type-j
offspring by type-i parents, the distribution of offspring

spect a transmission model that is essentially Mendelian. This
model may be extended plausibly to very limited cases of cultural
transmission. It is immediately clear that a wide range of cases
of both organismal and social evolution depend on organizations
that cannot be described within both assumptions simultane-
ously, and for these the broad notion of Niche construction [53]
is invoked.

24 We reserve math-italic n ≡ (n1, . . . , nD) for continuous-valued
field variables which appear in generating functions in Sec. VI
and later.

may be separated into a distribution that would be pro-
duced by selection with no type-change during transmis-
sion, and a remainder whose sum over types j is zero:

n′j|i = δjiniwi +
(

n′j|i − δjiniwi

)

. (4)

The average over realizations of the one-step update
process, starting from a definite composition n, is de-
noted 〈 〉n. When applied to the reproduced number n′j|i,

the decomposition (4) is conventionally written

〈

n′j|i

〉

n
= {δji [1 + ∆t (fi(n)− φ(n))] + ∆tµji(n)} ni.

(5)
The decomposition of terms to linear order in ∆t is the
basis for a continuous-time limit if the coefficients of ∆t
are stable in sample averages as ∆t → 0. By construc-
tion from the decomposition (4),

∑

j µji(n) ≡ 0, so µ(n)
is a stochastic matrix. We will refer to it as the muta-

tion matrix. Mathematically, however, its only defining
characteristic is to be the stochastic matrix which always
involves a sum over types i different from the focal off-
spring type j. Whatever aspects of type-change during
transmission respect this structure, whether they are di-
rect or indirectly influenced through the population, are
therefore incorporated in µ(n).

For population processes that preserve total number,
the D fitness terms fi cannot be independently de-
termined from the D − 1 independent components of
the {wi}. We therefore write fitness fi offset from a
population-averaged fitness φ(n) ≡ (1/N)

∑

i nifi(n).
25

The form of Eq. (5) resembles the form of the infinite-
population replicator equation with mutation [2], but it
contains an additional, important assumption. In the
replicator equation only population fractions {ni/N} are
considered, whether or not N is fixed by the population
process.

∑

i ni/N ≡ 1, and the term φ is automatically
constructed by the change in N , if there is any. Our
imposition of φ in the equation for absolute numbers {ni}
is not general. We adopt it because, in the stochastic
formulation, population number will control fluctuation
strength in stationary models. A fixed reference value
for fluctuation strengths permits us to calculate several
illustrative (and representative) examples in closed form,
which would be more laborious and more opaque if N
could vary.

25 This decomposition is ambiguous from samples, and arbitrary in
models that conserve total population. Fitness may in general be
any function of population composition n, but in an expansion
polynomial orders of n, it is convenient to write fi in the poly-
nomial expansion, keeping φ to one higher order. As we define
minimal stochastic processes consistent with deterministic mo-
ment constraints, it will be convenient to put a constant offset
into fi as well, which governs the strength of symmetric diffusion
in the stochastic process.
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3. The change over generations of arbitrary observables:
covariance and expectation with fitness and transmission

For a general set of functions gi(n) defining some at-
tribute of each type i, we wish to distinguish the effects of
selection and transmission on the change to the popula-
tion average of the {gi} between the parent and offspring
generations. The change may come from three effects: a
change in the distribution of total number of offspring for
each type i, the dependence of gi(n + ∆n) on a changed
population state, and a redistribution of types due to
transmission. Fisher and Price both identified the effects
of selection with the first term only. The remaining two
terms are collected into the “environmental” sources of
change to gi, and denoted (following Ref. [18])

∆gi(n) ≡ gi(n + ∆n)−gi(n)+
∑

j

gj(n + ∆n)

(

n′j|i

niwi
− δji

)

.

(6)
The difference between the population-average of the

{gi} in the parent and offspring generations in a sample
may then be decomposed as

∑

j

(nj +∆nj) gj(n + ∆n)−
∑

i

nigi(n)

=
∑

i







∑

j

n′j|igj(n + ∆n)− nigi(n)







=
∑

i

nigi(n) (wi − 1) +
∑

i

niwi∆gi(n)

=
∑

i

ni [gi(n)− ḡ(n)] (wi − 1) +
∑

i

niwi∆gi(n)

= NCovn(g,w) +NEn(w ·∆g(n)) . (7)

In the second right-hand line of Eq. (7), we have used the
fact that the averaged fitness

∑

i niwi = N , so that any
constant ḡ may be inserted freely. The choice

ḡ(n) ≡ 1

N

∑

i

nigi. (8)

gives the covariance expression in the last line.
Eq. (7) is the Price equation. It may be used to infer

history directly from samples of the states n and repro-
duced numbers n′j|i, without interpretation in terms of

causal models. We wish to use it instead as a framework
for hypothesis testing about causation, by substituting

for the
{

n′j|i

}

various parametric classes of models for

fitness and transmission, estimated as functions of pre-
dictor variables from the current population state n.
If the functions gi of interest are models for the

mean fitness 〈wi〉n itself, then the dependence of
∑

j (nj +∆nj) gj(n + ∆n) −∑i nigi(n) on the variance

of fitness is Fisher’s fundamental theorem [51]. The ex-
pectation over environmental effects weighted by fitness
is the additional term added by Price [17] to produce a
completely general relation.

The fitness term (the covariance term) in Eq. (7) is
linear in the only variable that depends on the one-step
update (wi). Therefore, if it is possible to obtain a sam-
ple of updates from a common initial state n, a fitness
model may be directly estimated (parametrically or non-
parametrically), by assigning

〈wi − 1〉n = ∆t [fi(n)− φ(n)] . (9)

The transmission process is not generally identifiable in
terms of linear expectations alone, as it may involve co-
variance of w with the change ∆n, and g itself may be a

non-linear function of n. A linear estimator in the
{

n′j|i

}

that ignores these covariance terms may be used to ap-
proximate µ(n) by

1

〈wi〉n

〈

n′j|i

ni
− δjiwi

〉

n

=
∆tµji(n)

1 + ∆t (fj(n)− φ(n))
. (10)

With these estimators, if we take g in Eq. (7) to be the
observable δJ ≡ (δJi) – note that for this observable the
linear estimator (10) is exact – then the one-step change
of population state is written

〈nJ +∆nJ 〉n − nJ

∆t
= [fJ(n)− φ(n)] nJ +

∑

i

µJi(n) ni.

(11)

4. Including averages over initial state, and the mean-field
approximation

Of course, population states are rarely if ever exactly
reproduced in data, and the prediction of a stochastic
model will rarely if ever be for a particular population
state, but rather for a distribution over states. Direct
estimates of the {fi} or {µji} are no longer possible from
samples aggregated over population states, and the de-
pendence of the distribution itself depends on the action

of the
{

n′j|i

}

on all moments, bringing in the need for

approximations.
We will write out the first-moment constraint imposed

by the one-step process (11) on models for underlying
distribution change, because it is the basis for the most
common deterministic approximation to stochastic evo-
lutionary games. This will also serve as a point of depar-
ture in our construction of stochastic models in Sec. VI.
We will denote the first moment of a distribution ρn

by

n̄i ≡
∑

n

niρn (12)

If we denote by ρ′n the distribution produced by the one-
step process between the parent and offspring generation,
then Eq. (11) implies the first-moment condition on ρ of

n̄′
j ≡

∑

n

ρ′nnj
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=
∑

n+∆n

ρ′n+∆n (nj +∆nj)

=
∑

n

ρn
∑

i

〈

n′j|i

〉

n

= n̄j +∆t
∑

n

ρn

{

[fj(n)− φ(n)] nj +
∑

i

µji(n) ni

}

.

(13)

Themean-field approximation to the first-moment con-
dition (13), averaged over the initial distribution ρ, is ob-
tained by ignoring all correlations and replacing averages
over the {fi}, φ, and the {µji} by functional forms esti-
mated from their dependence on n̄ from Eq. (12). Hav-
ing ignored covariances, we also take the continuous-time
limit

(

n̄′
j − n̄j

)

/∆t → dn̄j/dt , to produce

dn̄j

dt
= [fj(n̄)− φ(n̄)] n̄j +

D
∑

i=1

µji(n̄) n̄i. (14)

The choice of whether to regard an estimator or a
model as primitive can lead to confusion in the use of
mean-field approximations (MFA). If the model is con-
sidered primitive (say, as a generator of hypotheses about
population change) it is usually assumed, first, that the
{fi} or {µji} represent the processes acting on individ-
uals to determine each replacement event, and second,
that the MFA consists of replacing the instance variable
n with its population average n̄ in the individual-level
function. If, instead, the population data are considered
primitive, then the functional forms of {fi} and {µji}
are determined by fits to sub-samples differing in n̄. The
latter approach directly represents first-moment dynam-
ics, but does not directly estimate the model responsible
for them. Our treatment of large fluctuations and neu-
trality in Sec. VD4 will demonstrate how to relate the
functional forms at the two levels, in cases where they
may differ significantly even for large populations.

B. Affine frequency-dependent fitness in the Price

equation corresponds to the normal-form

evolutionary games

The standard evolutionary-game equation for normal-
form games [2] results if we parametrically estimate
fitness in Eq. (9) as an affine function of the type-
frequencies in the population.26 We suppose that the

26 We will assume that, whenever a given polynomial order is used
in models, all lower-order estimators are also used, unless they
are required to be zero by an explicitly recognized symmetry.
Our motivation is the standard result from power-counting in
effective field theory [29], that interaction terms decrease in rel-
evance with increasing polynomial order. That result follows, in
a context of space-time structure, from the more general result

predictive dependence of fitness on state takes the form

fi = αi +
∑

j

aij (nj − δij)

= αi +
∑

ι

∑

j

aij

(

δjiι −
1

N
δji

)

, (15)

and that the random variable wi relates to this predictor
and a residual variable ǫi as

wi − 1

∆t
=
∑

j

aij (nj − δij)−
1

N

∑

k

nkakj (nj − δkj) + ǫi.

(16)
In Eq. (16) we have inserted the form (15) into Eq. (9)
to ensure that the average conserves N .
The residual will have zero mean if the regression co-

efficients are chosen to minimize the residual sum of
squares (RSS)

∑

i

niǫ
2
i =

∑

i

ni

(

wi − 1

∆t

−
∑

j

aij (nj − δij) +
1

N

∑

k

nkakj (nj − δkj)





2

.

(17)

Since the derivative of Eq. (17) is a linear function of
the {αi} and {aij}, the minimization problem is linear
in an average over the one-step process given initial n,
but depends on correlations if averaged over the one-step
process and ρn.
We have written the first line of Eq. (15) as a gen-

eral expansion in type-frequencies, and re-expressed this
in terms of indicator functions δjiι in a sum over indi-
viduals, in the second line. In population genetics, the
indicator function is used so that type becomes a predic-
tive “property” of an individual ι in the environment, for
the fitness of any individual of type i. These indicator
variables will be generalized when we introduce equiva-
lence classes for genetic descriptions.
Note that Eq. (15) does not yet warrant an interpre-

tation of aij as a payoff value. Even on the assumption
that fitness effects from interactions between individuals
are additive over interaction events, the regression coef-
ficient aij may absorb moments of the matching process
together with fitness effects from each realized interac-
tion. In models, it is ordinarily assumed that assortative
matching may be estimated separately from the payoff

of the central-limit theorem [54], that the lowest non-vanishing
moment of a distribution will dominate the limiting distribu-
tion under aggregation. These assumptions need not be correct,
as illustrated by the non-renormalizable theories, and should
therefore be taken as provisional until they can be checked by
a renormalization-dimension analysis for games.
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coefficients, because matching frequencies are in princi-
ple observable. These assumptions are now standard in
the treatment of relatedness and inclusive fitness [55, 56],
and we will not consider models with exogenous sources
of assortative matching below. We will, however, con-
sider assortation that results from symmetry breaking
and the formation of ordered population states, because
in such cases, it will depend on the sample time-averaging
interval whether it is most natural to represent assorta-
tion explicitly, or to absorb it into the effective fitness
coefficient.
The K-th order polynomial expansion generalizing

Eq. (15) would then describe K-player normal form
games, with the same caveats about the interpretation
of regression coefficients in terms of payoffs.

C. Decomposition of types to genes, selective

consideration of intra- and inter-individual

associations, and the use of extensive-form games

A description of evolutionary dynamics in terms of
genes and associations is by itself nothing besides a re-
arrangement of the underlying type space [16]. It does
not lose information, nor does it automatically confer a
simplification on recursion relations. For the phenomena
that are well-represented by games, a genetic descrip-
tion is likely to be most useful if the loci can be chosen
to reflect substructure in the interactions on the genera-
tional scale, which the normal-form game aggregates into
a single payoff coefficient. Genetic decompositions of this
kind may be used to represent epistasis in development,
in which case the associations among genes within an
individual expressed as linkage disequilibrium are the di-
rect counterparts to the associations between individuals
expressed as relatedness [21]. Here, we will be more in-
terested in associations that represent the interaction of
genes within a genotype, as a result of indirect interaction
through other individuals in the population.

1. Conjunction and disjunction re-arrange the type space
into genes and associations

For brevity, we will refer to the original types of the
normal-form game as “genotypes”, wherever we are con-

cerned with them as the starting point for a genetic de-
composition.

We will define a locus as any distinct partition of the
space of types into equivalence classes. Each equiva-
lence class within a partition defines an allele for the
corresponding locus. An indicator function for an al-
lele takes value one for any genotype in the equivalence
class. Therefore, as a predictor in regressions, it is the
disjunction (logical OR) of the genotypes in the class. We
construct indicator functions representing disjunction in
App. C 2.

Associations represent the conjunction (logical AND)
dual to genes. The indicator for an association of alle-
les equals unity only if all indicators for the individual
alleles equal unity. The association of all alleles in a
genotype recovers the genotype. Since we have defined
each locus to be a distinct partition, each genotype is
uniquely specified, and the map from genotypes to genes
and associations is invertible. We will not require that
the genetic partition over all loci have a product struc-
ture; that is, we do not forbid the equivalence classes
at one locus from being set unions of equivalence classes
at other loci. Application to games does not require a
product structure on genotype space, and hierarchically
defined loci provide a convenient compressed description
for cases where an allele has fixed in a subset genotypes,
perhaps because it has become a “kernel” for which no
variations are viable [57, 58].27

If we introduce capital indices I, J,K, . . . to indicate
genes – so each index indicates a particular allele at a
particular locus – and indicator functions σIi, . . . to map
genotypes i into equivalence classes I, then the coeffi-
cient of fitness in the affine approximation (15) may be
expanded in associations as

αi =
∑

I

σIi

(

α
(0)
I +

∑

K

σKi

(

α
(1)
KI +

∑

M

σKiα
(2)
MKI + . . .

))

aij =
∑

IJ

σIiσJj

(

a
(0,0)
IJ +

∑

K

σKi

(

a
(1,0)
KI,J +

∑

M

σMia
(2,0)
MKI,J +

∑

L

σLja
(1,1)
KI,LJ + . . .

))

. (18)

27 Presumably fixation of this kind, as an extreme limit of linkage
disequilibrium, offers a purely statistical route to the definition
of a gene. Intermediate degrees of conditional fixation, such as

homogeneity within operons, may become “effective genes” in
such a hierarchical genotype.
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2. Genetic descriptions and extensive-form games

The natural candidates [15] linking substructure of in-
teractions and genetic partitions are the information sets

of an extensive-form game [23, 59]. Genes are abstracted
as the non-recombining elements in a population replace-
ment process, and information sets are the sets of nodes
on a game tree, among which no agent is permitted to
define distinct moves.28 The information sets on a game
tree may be defined to remove more or less of the asym-
metry between the root and leaves of the tree, up to a
point where the tree no longer carries any connotation
of a sequence in time. Therefore games have the flexibil-
ity to capture a variety of multi-locus interaction effects
between individuals, as well as temporal recursion, be-
havior, and memory.
Either the genetic decomposition or the game may be

taken as the starting point in representing substructure of
interactions. A genetic decomposition, emphasizing the
competition between recombination and selection, will
be used to construct a timeless extensive-form game in
Sec. VC. If, instead, the game is taken as primitive, its
information sets present candidates to define a genetic
partition. This interpretation permits us to study the in-
terplay of effects on ontogenetic timescales and the gen-
erational timescales indexed by the replicator dynamic.
With the interpretation of time, epistatic interactions be-
come recursively defined behavior strategies, and interac-
tions involving multiple loci among individuals matched
in play may define recursion conditioned on the joint
state.
Extensive-form games are not the only constructs that

can represent sub-structure of interactions, and often
they may be interconverted with other representations.
When indefinite game trees are given finite numbers of
information sets, the trees project onto finite-state au-
tomata [60, 61]. For repeated games and contact with
the Folk Theorems, this projection will be particularly
useful.

3. Dynamically maintained linkage disequilibrium captures
the feedback of evolution onto development

Both strict epistasis, and play conditioned on the joint
state of players, must result from polarization of the pop-
ulation structure through selection effects.29 Often it will

28 In strategic game theory, players have no way to distinguish
nodes within an information set, even if the course of play can
depend on this distinction.

29 For instance, restricted crossover can only come from non-
uniformity of the population, with respect to types that can
create certain mixed genotypes when crossed. If a population po-
larizes into sub-populations, such that within a sub-population
most crosses do not lead to changes in associations, and across
populations the crosses lead to changes with much-reduced fit-
ness, selection can maintain such a polarized state.

be natural to interpret the interaction of linked moves
among complexes of players as forms of signaling, migra-
tion, or some other form of assortation of the expressed
player phenotypes. These are the aspects of assortation
that can be effected by evolution acting on the frequency
of underlying genotypes, as distinguished from matching
in the contact process that we take as exogenous in game
models.30 The manner in which the structure of play in
a game is responsive to population states describes the
feedback of selection on the dynamics of development.

III. ASPECTS OF SYMMETRY IN GAMES:

PHENOMENOLOGY, AND CLASS-SPECIFIC

PROBLEMS AND SOLUTIONS

We now consider the major robust effects based on
symmetry groups and their representations by popula-
tion states, which distinguish categories of game models.
The most important of these is spontaneous symmetry
breaking, which may happen to either continuous or dis-
crete symmetry groups, and may lead either to invari-
ant groups of population states under aggregation, or to
groups of population states that change with population
size. Here we will use symmetries as a descriptive tool.
However, it is important that the preservation of sym-
metries can be used to prove the existence of properties
such as persistent dynamics, in regimes where direct cal-
culation by approximation methods is infeasible.

A. Spontaneous symmetry breaking by strong

selection, robust population dynamics, and the

restoration of symmetry by time averaging

Symmetry groups are powerful because they may apply
to both the roles of individuals in transitions, and to the
states of populations. We define the symmetries of a
game model as the transformations that leave the fitness
and transmission coefficients unchanged. These may be
subgroups of permutations among agent types (mirror
reflection, or cyclic permutation) known as point groups.
They may also involve offset of the time coordinate by
any of a continuous range of values.
Symmetries written in as properties of the individual-

level transition coefficients may be hidden if population
states that determine frequency-dependent fitness be-
come asymmetrical. Such asymmetric states may be rest
points, limit cycles, or more complex attractors, onto

30 Thus, limits on geographic dispersal may be an exogenous mech-
anism that assures relatedness, which we take to be inalterable
by evolution within the confines of a particular model. In the
same model, quorum sensing or some other forms of signaling
may affect the expressed phenotype in ways that alter exploita-
tion of resources within a geographically localized deme, with
fitness consequences to the individuals who make up the inter-
acting population.
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which the population state converges. This is the process
known as spontaneous symmetry breaking. The remark-
able property of symmetry groups is that symmetries hid-
den from the individual transition rates by population
states, must be expressed in as degeneracies among the
eligible population states. Thus, if the fitness function
has a reflection symmetry under exchange of two types
Left and Right, but the population state converges to ei-
ther a left/right-asymmetric rest point, then there must
be two rest points that are identical under the reflection
that either rest point alone masks. The same is true for
continuous symmetries, which lead when they are bro-
ken to to a one-dimensional manifold of solutions along
a limit cycle or attractor.
Degeneracy of solutions that break symmetry can be

more robust than any of the dynamical properties that
the degenerate solutions share. For this reason, degener-
acy due to broken symmetry ensures autonomous dynam-
ics at the population level, independently of the precise
character of the population state or the separation be-
tween the timescales for individual and whole-population
dynamics, which may change drastically with changes in
total population size or selection strength.
Emergent population dynamics will generally be

stochastic, and the stochasticity drives convergence to
the ergodic distribution – which restores the expression
of the underlying symmetries – under sufficiently long
time-averaging. In such long-time averages, fluctuations
in the population state become an autonomous variable
with fitness consequences at the individual level, which
then feed back to re-enforce the stability of population
states.
The fact that a symmetry group, once made a property

of the underlying dynamics, is never lost as a system
property, makes symmetry the most important criterion
for predicting the emergence of multi-scale dynamics.

B. Distinct categories of symmetry groups, and

qualitative classes of symmetry breaking

Symmetry breaking, and restoration of an ergodic dis-
tribution, are general phenomena. The particular sym-
metry groups affected, and the ways they are broken
by sets of ordered population states, can vary widely.
For each type of symmetry and type of symmetry break-
ing, a qualitative description of the population dynamics
exists, often underpinned by a method to work around
non-convergence of approximation methods in computing
that property.

1. Classical symmetry breaking versus glassy symmetry
breaking, and the emergence of complexity

Symmetry breaking leads to the emergence of complex-
ity, either in the set of possible population states or in
the spectrum of distinct timescales for dynamics. How-

ever, not all symmetry breaking leads to similar forms
of complexity. The major distinction currently under-
stood, between simple and complex symmetry breaking,
is a distinction between “classical” and “glassy” changes
of representation. The formal distinction is that classi-
cal symmetry breaking gives a cardinality of degenerate
population states that does not depend on the scaling
parameter responsible for strong selection. Glassy sym-
metry breaking, in contrast, occurs when the number of
degenerate population states grows with some measure of
system size, which may be the same quantity that gov-
erns the strength of selection.

2. Discrete versus continuous symmetry groups as
candidates for hiding by ordered population states

Discrete symmetry groups break to discrete sets of
population equilibria. Population-level dynamics occurs
by hopping between basins of attraction, with frequen-
cies that become exponentially rare in the strength of
selection. For this form of breaking, we anticipate that
mode expansions will generally fail to converge to either
the rates or trajectories of the escape events that lead
from one population state to another. The problem for
fluctuation mechanics to solve in this case is to compute
the rates and trajectories of escapes from the parameters
of the individual-level interaction. Since the timescale for
population dynamics will generally grow exponentially in
N (or whatever determines the strength of selection) rel-
ative to the generation scale, simulations that cross scales
become costly, and analytic estimates of the dependence
on individual-level parameters may be valuable. The
solution to these problems is provided by the Freidlin-
Wentzell large-deviations formulae for escapes, and the
correction to the mode expansion about the degenerate
population backgrounds.
Continuous symmetries may break to continuous de-

generate sets of population equilibria. Dynamics on this
space of equilibria is a random walk, with a diffusion
constant that becomes small with polynomial (rather
than exponential) dependence on the strength of selec-
tion. A unique source of continuous symmetry breaking
for Markovian stochastic processes is breaking of time-
translation symmetry. This may be the only continu-
ous symmetry available in systems with small, discrete
type spaces, so it may be important as the only source
for emergence of continuous symmetry groups (such as
phase around a limit cycle) in type spaces that have only
discrete point-groups as inherent symmetries. The pop-
ulation states in this case are not cycles or attractors in
type space, but rather histories, which may be indexed
by positions on a cycle or attractor at a single instant of
time. Convergence to the ergodic distribution is properly
performed in the space of histories, which may then be
projected to the space of configurations at a single in-
stant of desired. The problem for fluctuation mechanics
to solve here is calculation of the diffusion rate as a func-
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tion of the strength of selection, and proof that low-order
estimates of this rate do not mask qualitative errors, such
as the failure of degeneracy or autonomous dynamics en-
tirely at the population level. The solution is the stochas-
tic version of Goldstone’s theorem [27]. In equilibrium
statistical mechanics, Goldstone’s theorem ensures the
masslessness of particles brought into existence by sym-
metry breaking of the vacuum. For stochastic processes,
the same theorem ensures that populations on limit cy-
cles form noisy clocks, with random fluctuations failing to
show mean regression around the direction of the clock.
Goldstone’s theorem for limit cycles is particularly in-
teresting, because the link between time translation and
continuity in a discrete type space is created by the peri-
odic identification of the solution once every cycle. This
topological feature (a kind of winding number) maps a
continuous symmetry in time onto a continuous manifold
of population states in a discrete type space which does
not have any inherent continuous symmetry itself.

3. The role of potentials as carriers of symmetries

In equilibrium statistical mechanics and effective field
theory, the symmetries seen by individual particles and
those seen by the average state are often instantly made
clear with the use of potentials for the dynamics. These
may be energy potentials in mechanics, or free-energy
potentials in thermodynamics. Multiplicity of states is
represented by multiplicity of minima of the potential,
and symmetry among states follows from some manifest
symmetry of the potential that causes them. We will
show analogies with equilibrium potentials in the follow-
ing section, because many classes of symmetry breaking
are most well-known from potential representations.
The term “potential” may be used in at least four

ways to apply to non-equilibrium stochastic evolutionary
games, and only one of these will correspond to the equi-
librium potential in a way that is both mathematically
meaningful and intuitive.
The most common usage refers to potential games [2],

for which the vectors of population change (14) may be
written as the gradient of a scalar “potential” function
of the state n̄. Non-equilibrium stochastic processes do
not generally admit such potential descriptions, so the
potential games are a restricted class. This restriction
may be useful to place constraints on solution forms and
for convergence proofs, but it is not directly relevant to
our concerns, and is too restrictive for the phenomena we
wish to consider.
There are two generally applicable notions of potential

from Freidlin-Wentzell theory [36]. They correspond in
a certain formal mathematical sense to the mechanical
and thermodynamic potentials in equilibrium systems,
and they will always reflect the symmetries of population
states. However, they exist in a dynamical space where
“momentum” reflects constraints from inference about
the past, and does not correspond to the momentum of

mechanics that appears in equilibrium potentials.31 A
quantity known as the quasipotential [62–66] arises as
the rate function in a large-deviation principle [33, 67]
for fluctuation probabilities at the macroscale. It is so-
named because it is a non-equilibrium generalization of
the thermodynamic potentials such as the entropy or free
energies.
The quasipotential is actually constructed as a kind

of action functional, and within that functional, a third
kind of potential fills the role of a Hamiltonian. This
potential is none other than the Liouville operator from
generating-function theory, which we will construct start-
ing in Sec. VI. The Freidlin-Wentzell Hamiltonian is like
an energy function in that it is generally conserved and
provides the symplectic structure on the space of station-
ary solutions. However, due to important differences that
arise from irreversibility, the Liouville-Hamiltonian gen-
erally does not carry the interpretation of the mechanical
potential responsible for trapping and domain escapes in
thermodynamics.
Finally, for games with discrete symmetry that may be

hidden by strong selection, we can define another “kine-
matic” potential from the Liouville-Hamiltonian, which
does have both a mathematical and intuitive correspon-
dence with the potential energy of mechanics. In particu-
lar, it carries representations of discrete symmetries, and
correctly captures the differences between escape trajec-
tories in stochastic processes from their counterparts in
thermodynamics. The kinematic potential – at least so
far as we have understood it here – does not seem as
useful for continuous breaking of time-translation sym-
metry. For the latter cases, it continues to accurately
reflect the rest points and the point-group symmetries of
the type space, but fails to give a direct expression to
degeneracies such as those expressed in the phase of a
limit cycle. We will provide examples of the kinematic
potential in Sec. IVA1, and a definition and derivation
in Sec. VIIA 2.

4. Glassy symmetry breaking: frustration and
selection-dependent trade-off between internal variance and

multiplicity of equilibria

The character of symmetry breaking becomes qualita-
tively distinct when both the original symmetry group,
and the group of ordered population states, are discrete
but very high-dimensional. The reason a large number of
population states may become available is that the trade-
off between selection and disordering effects such as re-
combination has no strongly optimal solution, but a very
large number of locally distinct but equivalent marginal
optima, a situation known as frustration [68, 69]. In

31 For a systematic description of the meaning of position and mo-
mentum coordinates in Freidlin-Wentzell theory with respect to
inference, see Ref. [34].
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this situation the possible representations of such high-
dimensional symmetry groups by population states be-
come numerous; both identifying the form of the ordered
population, and proving that it is an attractor, become
technically difficult problems. For finite systems, migra-
tion of the population state among the degenerate solu-
tions occurs by diffusion in this high-dimensional space,
and the technical problem for fluctuation mechanics be-
comes computing the diffusion rate. Unless the space of
solutions is itself highly symmetric, solving the diffusion
problem in this space presents a further difficulty.
Yet frustrated symmetry breaking may be the most rel-

evant phenomenon to describe the emergence of complex-
ity and separated timescales in biological systems. Creep-
ing diffusion along a high-dimensional space of discrete
solutions may approximate diffusion in a continuum. On
long timescales, weak forces may break the exact degen-
eracy of the ordered states, appearing as selection at the
population level, while the strong forces that project the
original space onto the sub-space of population solutions
appears as a source of constraint on the viable space.
Classical symmetry breaking to low-dimensional groups
of population states seems to lack the open-ended charac-
ter of biological evolution [70], and for this glassy states
may provide a better mathematical model.
We do not provide a thorough treatment of glassy sym-

metry breaking, because many of these technical prob-
lems are not solved. We demonstrate a model of parallel
linked heterosis due to Lewontin [71], as an example, with
partial analysis in Sec. VC and App. B, and make the
connection to the phenomena known as Hill-Robertson

effects in population genetics [21]. In this model, con-
tinuous correlation with exponential decay along a chro-
mosome leads to population states made up of two com-
plementary groups, each populated by large numbers of
similar sequences. The correlation decay length sets the
trade-off between the tightness of clustering of sequences
within each population, and the number of distinct solu-
tions.

C. Symmetry breaking followed by symmetry

restoration provide a structured way to coarse-grain

the space of associations modeled

1. Stochastic migration among deterministically-defined
histories

It is fundamentally important to understand that
stochastic evolutionary game theory is a statistical me-
chanics of histories, not merely of states. In particular, a
“single” solution for an ordered population state, created
by symmetry breaking as a result of strong fluctuation,
is a history. This history may consist of sitting at a sin-
gle rest point, in which case it may be projected onto a

state. However, it may also consist of deterministic mo-
tion along a limit cycle or other dynamical attractor, in
which case it can be referred to a reference state at a
single time, but it does not project onto a single state.
The autonomous population-level dynamics that

emerges from spontaneously broken symmetry likewise
describes migration among histories. This migration is
stochastic, not to be confused with the deterministic mo-
tion that defines a single history (even if this “motion”
consists merely of sitting at a single point). For discrete
symmetry breaking to multiple rest points, population
dynamics consists of hopping between basins of attrac-
tion. For continuous symmetry breaking it consists of
Brownian motion along the attractor.
It is the stochasticity of emergent population-level dy-

namics that leads to exponential convergence to the er-
godic distribution over population solutions in long-time
averages. The distribution of individual-level selection
effects in this long-time average restores expression of
the underlying symmetries. The average over population
states may incorporate relatedness terms into the regres-
sion coefficients for individual fitness, providing a sys-
tematic way to coarse-grain individual interactions from
short to long timescales.
In this section we will show how a long-time average

over fluctuating population states leads to a form of the
Price equation in which the covariance about the long-
term average includes fluctuations in short-term popu-
lation states, which appear as relatedness terms in the
covariance of genotype with fitness. These are mathe-
matically of the form of Hamilton’s rule [18, 72], though
they come from averages of a mixing population over time
rather than averages of a fragmented population in space.
In Sec. VE and App. C, we will show how coarse-graining
of the interaction terms used to model fitness in the Price
equation replaces estimators that depend on individual
interaction parameters, by phenomenological regression
coefficients that depend on the population state as an
exogenous parameter.

2. Fluctuation variables depend on timescale

Suppose that we observe, or that we are able to con-
struct from a model, a time-dependent distribution ρn,t
over population states. Further, suppose that this distri-
bution describes a population that hops between two rest
points of the replicator dynamic, as we will demonstrate
for a pitchfork bifurcation in Sec. IVA. Use primes as
appropriate to denote parent and offspring generations
of the distribution, so that ρn,t+∆t = ρ′n,t.

We may write the Price equation for the change in
population state n̄ in a long-time average from times 0
to T , as the sum of terms of the form (13) at single
generations,
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From the fact that the system is Markovian, the update
is conditionally independent of t given any state n. The
fourth line is a covariance in the time-dependent distri-
bution ρ~n,t.
With respect to the same time-dependent distribution,

we may define mean values over the whole interval

n̄J ≡ ∆t

T

T−∆t
∑

t=0

∑

n

ρn,tnJ . (20)

About the collection of these mean values, the variance
of observable δJ is then
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T
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1

N

∑
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ni
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. (21)

If the instantaneous population distributions ρn,t flip
stochastically and symmetrically between rest points, the
average n̄J may be small while the instantaneous aver-
ages of the indicator functions δJi are large. Thus the
relatedness from switching of population states can dom-
inate the transient relatedness from fluctuations about
the instantaneous average.
Now we perform a regression for wi at each time in the

same variables as those of Eq. (16), but we require that
the set of (fixed) coefficients aij minimize the squared
error in the joint population/time covariance, rather than
in the single-time population covariance of Eq. (17).32

The time-averaged generalization of the regression (17)
then becomes

wi − 1

∆t
=
∑

kj

(

δik − nk
N

)

(αkj + akjnj) +O
(

1

N

)

+ ǫi.

(22)
We now wish to decompose the covariance term in the

long-time Price equation (19). Following Ref. [18] we
define a “cost” component for each type, normalized by
the variance (21), as

−VJCJ =

32 To reduce clutter in the next several equations, we will collect
terms arising from the −δij factor that eliminates self-play into
an overall summand at O(1/N).
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(23)

The cost measures the fitness contribution from the long-
term average population state n̄, and in the last line of
Eq. (23) we have separated the mean-field approxima-
tion from covariance corrections. In the regime of strong
selection, the latter will be small.
In the case where multiple regressions against several

predictor types k are used, the “benefit” term in Hamil-
ton’s rule is a matrix indexed by “benefactor” k and
“beneficiary” J , with components

BJk ≡
∑

j

[(

δjJ − n̄j

N

)

ajk − akj
n̄j

N

]

− αk

N

= aJk − αk

N
−
∑

j

(ajk + akj)
n̄j

N
. (24)

Here “benefit” stands for the difference between the ac-
tual payoff coefficients per interaction, and the average
in the mean population state n̄.
The relatedness between benefactor and beneficiary is

also indexed by J and k, and is written as a set of regres-
sion coefficients against the variance of the beneficiary,
so
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We see from the second line of Eq. (25) that relatedness
may be mediated primarily by population state-switching
in the realm of strong selection.
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Finally we may write the covariance term from Eq. (19)
as

Covρ
(

δJ ,w
)

= VJ

(
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BJkrJk − CJ
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− 1
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〈
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(nj − n̄j) (nk − n̄k)

〉

ρ

. (26)

The least-squares condition for the parameter αJ ensures
vanishing of Covρ

(

δJ , ε
)

. In the large-population limit,
the third-order variation in the second line of Eq. (26)
will be small and asymptotically ignorable compared to
terms kept in the first line.

We compute values for CJ , BJk, and rJk in App. C,
and there we also show how the long-term average over
population states coarse-grains the type space together
with the distribution. Within aggregated types that are
left invariant by the underlying point-group symmetry,
the original asymmetric types appear as fluctuating phe-
notypes as the population state switches between asym-
metric rest points. Both variants of the fluctuating phe-
notype share the feature of being capable of coordination
which confers benefit when they coordinate on the same
phenotype, relative to other aggregate types that are not
capable of coordinating.

3. The emergence of coalitional behavior

The frequency with which subsets of a population de-
viate from the mean population behavior (in these exam-
ples) becomes exponentially rare in the regime of strong
selection, which is the essence of the large-deviations
principle [33, 35]. When the evolutionary game equa-
tion has a unique solution, the suppression of deviations
describes convergence to an adaptive optimum. When
broken symmetry requires multiple population states and
autonomous dynamics, we may view the population as a
coalition, and the convergence of individual behaviors to
the population mean as a mechanism for the emergence
of coalitional behavior from non-cooperative behavior.

The ability of coalitions to entrain the strategy choices
of individuals is the basis of cooperative solution concepts

in strategic game theory [23, 59]. Like other aspects of
game structure, the mechanisms that define coalitions,
such as side-payments to share game payoffs, are assumed
to be exogenous and given. Symmetry breaking provides
one mechanism to endogenize the formation of coalitional
behavior, and may provide an instance in which evolu-
tionary game theory provides a mechanistic underpin-
ning to strategically useful concepts. In two respects,
however, the particular mechanism of symmetry break-
ing may miss concepts of importance in cooperative game
theory. Symmetry breaking will not generally lead to rest
points for all possible combinations of coalitional action,
so that concepts such as the core of a cooperative game

may not be fully represented.33 Likewise, since coali-
tion formation is given in cooperative game theory, it
has no characteristic timescale or inertia, and switching
of the population is effectively free between any coali-
tional states. The long timescales for stability of popu-
lation states that accompanies suppression of deviations
may fail to capture this flexibility. An important prob-
lem in systems ranging from neuronal memory [73] to
social dynamics [74] is how slow-timescale variables may
emerge which confer order on short-term individual be-
havior, but which may also rapidly switch in response to
particular sets of local events.

D. Externally imposed symmetries, neutrality, and

large-fluctuation effects

Unlike symmetries among emergent groups of degen-
erate population states created by strong selection, ex-
ternally imposed symmetries do not require a separation
of timescales. They lead to large fluctuation dynamics
within populations, rather than creating the population
state as an autonomous variable that entrains the states
of individuals. The reason neutrality and large fluctu-
ations are interesting is that they can cause corrections
from higher-order terms within a mode expansion to be
comparable to the mean population behavior. The ex-
pression of this in observations is that the best-fit pa-
rameters to describe the mean population state may be
systematically different from the parameters describing
individual interactions. This systematic difference can
persist even in the infinite-population limit.
It is not unfamiliar that fluctuation effects can qual-

itatively change mean behavior, since this is what en-
tropic effects do in thermodynamics [75]. States that
minimize free energy will generally differ systematically
from states the minimize internal energy. Similar argu-
ments have been applied to the mutation-recombination-
drift-selection equilibria of polygenic traits [76, 77].
The examples we present here will differ in one im-

portant respect, from either classical thermodynamics or
comparable ideas for polygenic traits. In the latter, it is
the accumulation of individually-small fluctuations in a
very high-dimensional space that leads to entropic cor-
rections. In the examples of neutrality that we present in
Sec. VD, the fluctuations themselves may be large, and
may create leading-order corrections even when the di-
mensions of the type space are small. There is no mathe-
matical difference of the entropies we compute from those

33 If one regards the selectivity of constructive mechanisms as part
of an explanation, this inability to form all coalitions as rest
points may be an advantage rather than a shortcoming. It re-
sembles the way in which repeated evolutionary games construct
particular solutions to long-term repeated play, rather than fill-
ing out the domain of individually rational, feasible move profiles
admitted by the Folk Theorems.
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of Ref’s. [76, 77], and indeed the methods we use general-
ize the computation of entropies from spaces of configura-
tions to spaces of histories [34]. However, the particular
source of fluctuation corrections, and therefore its form
and the methods to calculate it, are different.

IV. GAME FORMS THAT CLASSICALLY

BREAK DISCRETE OR CONTINUOUS

SYMMETRIES

We now proceed to introduce examples of the effects
from the preceding section, in game models defined by
the representation of their underlying symmetries on the
affine-order fitness function (15). The current section
considers breaking of discrete and continuous symmetries
in normal-form games, and Sec. V considers genetic de-
scriptions, extensive-form games, and repeated play.

In each of the following examples, the inherent fitness
components αi of Eq. (15) are set to zero as a funda-
mental symmetry of the types, and the interaction co-
efficients aij are taken to be independent of population
size. Therefore the strength of selection is linearly pro-
portional to population size N . As we do not consider ex-
ogenous assortative matching, the regression coefficients
in the defining models have the interpretation of payoffs
per interaction event. We will include in each payoff ma-
trix a constant component with magnitude ā. This com-
ponent does not affect relative fitness, but it is useful to
introduce at this point, so that in the later construction of
an explicit stochastic process, hopping probabilities may
be defined directly in terms of the fitness values given in
these models.

In all the examples, in keeping with the absence of
inherent fitness differences among types, we suppose that
the mutation matrix is isotropic,

µij = 1−Dδij . (27)

A. Pitchfork bifurcations: “kinematic”

stochastic-process potentials, escape rates and

trajectories, and coarse-graining by relatedness

Pitchfork bifurcations in stochastic game models are
associated with hopping between basins of attraction at
the population level, and a separation of timescales be-
tween the generation time, and the residence time for
the population at rest points, which grows exponentially
with N . For these models, a kinematic potential may
be constructed that reflects the symmetries and degen-
eracies of the population states, and which controls the
magnitudes of fluctuations within a state, and the rates
and trajectories of switching between states.

We illustrate these properties of pitchfork bifurcations
with a normal-form game with types Left (L), Right (R),
and M iddle (M). We write the instantaneous population

state as a column vector

n ≡





nL
nR
nM



 . (28)

The payoff matrix,

[a] = ā





1
1
1





[

1 1 1
]

+





a −a 0
−a a 0
0 0 0



 . (29)

is uniquely defined up to the magnitudes of ā and a by
reflection symmetry between L and R, equal payoff to M
from all types, and the existence of a uniform-population
Nash equilibrium under all conditions.
For weak selection, the model has a single ESS at uni-

form population compositions. For strong selection, the
uniform population remains a rest point but becomes a
saddle point, while a pair of left and right rest points
emerge as the ESS.

1. Kinematic potentials, symmetry, and escapes

Spontaneous symmetry breaking by pitchfork bifurca-
tion in equilibrium thermodynamics results from effective
potentials of the form shown in Fig. 134. The curvature
of the wells at their minima determines the strength of
mean-regression toward the mean population state and
thus the variance of fluctuations. The depth of the wells
determines the rate function35 in the large-deviations for-
mula for the rate of escapes from one well to the other.
The depths and curvatures of the two wells are gener-

ally not robust features under change of N , or change of
the time-average used to estimate models from regression
coefficients. The underlying reflection symmetry ensures,
however, that the minima of the two wells are exactly
degenerate under all these changes. In the absence of
a symmetry to ensure degeneracy, the relative depths of
the two minima would also be sensitive to changes in
scale. The resulting difference in their probabilities to be
occupied would then grow exponentially like the persis-
tence time, effectively removing all but one population
state from the macroscopic description, and eliminating
autonomous dynamics at the population-level as a robust

34 In mechanics the potential is an energy function. In thermody-
namics, which is a more appropriate analog for stochastic games,
it is a free energy. Although denominated in units of energy, it
is more correct and useful to think of the free energy as a total
entropy that includes both system and environment contribu-
tions [34]

35 See Ref. [33] for the definition of the scale factor and rate function
in a large-deviations rate formula. For all of the cases of classical
symmetry breaking demonstrated in this review, the scale factor
is population size N .
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FIG. 1. The emergence of group states as summary statis-
tics for microscopic configurations. In equilibrium, the min-
ima of a potential determine the rest points of dynamics, and
the gradients of the potential in neighborhoods of its min-
ima determine rates of mean regression. Phase transitions
are described by changes of the potential from the convex
form shown on the left to the non-convex form on the right,
as an interaction strength is increased. As the wells of an
equilibrium potential deepen, the fluctuations in population
states are suppressed [31] and the dynamics becomes increas-
ingly well-described by a two-state, continuous-time Markov
process, suggested by the dashed line with arrows.

prediction of the class of models.36

Fig. 2 shows the diffusive solutions for the population
state, to the mean-field equation (14) with payoffs (29)
and mutation (27). The payoff strength a = 0.5 leads to
a critical population size N = 9 for instability to bifur-
cation. The figure shows the strong-selection regime at
N = 16. In this regime, the deterministic solutions from
arbitrary initial conditions flow rapidly toward an arc
running through the uniform distribution and the ESS.
Diffusion is then slowest along this arc, with departure
from the saddle point that is exponential in time with
a rate constant linear in N , and approach to the stable
points with the same characteristics. Analytic solutions
for these values are given in App. A.
The directions of slowest flow, from the saddle to the

stable rest points in the mean-field game equation, may
be anticipated to approximate the most-likely trajecto-
ries for escape from rest points as well. This is indeed
the case, because they are the directions of slowest mean-
regression in the stochastic process. The mean regression
is well described by the curvature of a kinematic poten-
tial for the stochastic game equation, defined below in
Sec. VIIA 2 and shown in Fig. 3.
The white dashed contour in Fig. 3 lies along the sad-

dle of the potential between the stable and saddle rest
points. It closely approximates the attracting contour
of slowest flow in Fig. 2. We compute escape trajecto-
ries in Sec. VIIA 3 below, and show for the same pa-

36 The absence of a protecting symmetry was used in Ref. [32],
along with a selection-strength relaxation protocol analogous to
simulated annealing, to provide a further equilibrium refinement
beyond ESS. This equilibrium refinement works because, generi-
cally, all but the lowest effective minimum becomes depopulated.
The effective minimum, however, depends on non-local proper-
ties of the basin of attraction, and therefore requires the inclusion
of fluctuation corrections to compute reliably.

L R

M

FIG. 2. Discrete symmetry breaking in the normal-form co-
ordination game (29), at a = 0.5 and N = 16. The simplex
of constant N is shown, with the populations of fixed types
(L,R,M) indicated at the vertices. Dots represent arbitrary
initial values of n̄ in the mean-field approximation, and lines
are the solutions of the mean-field evolutionary game equa-
tion (14) from those initial conditions.

rameters in Fig. 19, that these closely approximate the
slow-diffusion contour but travel in the opposite direc-
tion. It can be shown that, in the dynamical system of
Freidlin-Wentzell theory based on the Liouville operator,
the dynamics of games with broken discrete symmetries
converge almost-surely to lie within one-dimensional het-
eroclinic networks [78, 79]. The orbits of these networks
are the deterministic diffusion paths from saddle to stable
rest points, and the escape trajectories in the opposite di-
rections. Although these two classes of trajectories may
project onto nearly identical contours in population-state
n, they are sharply distinct in the values of their canoni-
cal momenta conjugate to n in the Freidlin-Wentzell con-
struction.
The inset in Fig. 3 shows that the kinematic poten-

tial shares the reflection symmetry of its thermodynamic
analog, and likewise shows the degeneracy of rest points
under change of N through the critical value. It also
shows an important respect in which escape trajecto-
ries in irreversible stochastic processes differ from those
in equilibrium thermodynamics.37 Equilibrium escapes
run between the two minima of the effective potential
in Fig. 1, and their motion is fastest at the maximum
of the potential which is an unstable equilibrium.38 Es-
cape trajectories in the stochastic process pass through

37 Both of these are known as instantons [27], and their mathemati-
cal treatment is similar despite different properties of equilibrium
and non-equilibrium models.

38 Escape trajectories are all exponentially improbable paths, com-
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N=7
N=9

N=16

FIG. 3. The potential V (ν) defined in Eq. (106) for the coordi-
nation game at the parameters shown in Fig. 2. The greyscale
and contours are uniform in log V (ν). Dashed white line ap-
proximates the direction of slowest flow in the diffusive field
of Fig. 2. Thus, between the rest points, it also approxi-
mates the most probable trajectory for escapes. Linear plot
of the potential along the dashed white contour shown inset
at three values of N : N = 7 stable uniform rest point, N = 9
the classical critical value for phase transition, and N = 16
the ordered phase of Fig. 2. The symmetry breaking of the
potential resembles that shown in Fig. 1 for equilibrium sys-
tems, except that in the ordered regime both the saddle point
and the stable rest points are zeros.

the saddle, and both enter and exit exponentially slowly
compared to their passage through the intermediate con-
figurations. The kinematic potential of Fig. 3 correctly
represents these differences, so that the relation of the
escape trajectory to the potential is mathematically the
same as in equilibrium. The probabilities of escapes have
further asymmetries that are not captured in the kine-
matic potential, and these are explained in Sec. VIIA 2
and App. I.

2. Weak and strong selection, and relatedness

Characteristic timeseries for agent numbers nL/N and
nR/N , from samples of stochastic simulations of the
model (29), are shown in Fig. 4 and Fig. 5. These sim-
ulations illustrate the transition from the weak-selection
regime N >∼ 9 and the strong-selection regime N ≫ 9.

pared to fluctuations about the mean population state. Their
definition is that, conditional on the occurrence of an escape,
they are the least-unlikely trajectories to have mediated that
escape. This accounts for curious properties, such as the predic-
tion of finite-rate passage through the most-unlike regions of the
potential [34].

Fig. 4 shows the behavior of nL/N and nR/N in a
neighborhood of the bifurcation point. In this regime,
fluctuations involving large fractions of the population
are common, and transitions between the basins of at-
traction of the two ESS are frequent.
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FIG. 4. Characteristic timeseries of two number components
nL and nR for weakly broken symmetry, in a simulation of
the stochastic game model (29). The average occupancies
are asymmetric between domains of high-occupancy and low-
occupancy, because the numbers nL and nR project differently
onto the ESS in which they are dominant and in which they
are marginal. Fluctuations are also asymmetric between high-
and low-occupancy, because the projections onto the saddle
path of slowest mean-regression differs.

Fig. 5 shows corresponding timeseries, over the same
number of generations as Fig. 4, for a regime of strong
selection. The typical residence time in domains is now
much longer than the time-window shown, so this win-
dow was selected to include one such transition. The
magnitude of fluctuations has decreased due to strong
mean regression, as indicated by the curvatures of the
kinematic potential in Fig. 3. More importantly the fre-
quency of large excursions has been suppressed relative to
that of smaller ones, leading to rare but sharp transitions
between basins of attraction. The distribution over indi-
vidual types is thus tightly entrained by the mean pop-
ulation state, and this distribution changes as a “coali-
tion”.
Fig. 6 shows the effect of the transition between weak

and strong selection, on the time-averaged description
of the population state. A moving window was used
to time-average (nL − nR) /N , corresponding to the T -
generation average of Eq. (19). We denote this average
〈nL − nR〉T /N . The ensemble-average of this quantity
over window positions is then plotted in absolute value
versus 1/N . In the realm of weak selection, any window
long enough to suppress fluctuations within a basin of
attraction has high probability to include a transition,
and the ensemble mean of |〈nL − nR〉T | /N falls rapidly
to zero. Thus even short time averages fail to reflect
the analytic solution for the rest points given in App. A,
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FIG. 5. Characteristic timeseries of number components nL

and nR for comparison to Fig. 4. Population variance about
either rest point is now much smaller than the separation
between the two ESS, causing the large excursions that lead
to escapes to become exponentially rare with N .

shown in the solid line. The point of departure of the
time-averaged population statistic from the analytic re-
sult depends sensitively on window length in this weak-
selection regime.

In the regime of strong selection, population states are
persistent, permitting long windows to average over Pois-
son fluctuations about the population mean while rarely
including transitions. In this regime, a time window
shorter than the typical persistence time readily identi-
fies group states as dynamical variables in the two-state
Markov process. The persistence time, which grows ex-
ponentially with population size in the strong-selection
regime, sets the rate of convergence to the ergodic distri-
bution over L/R population states. The group-level de-
scription is not sensitively dependent on window length,
because a large separation of timescales has opened be-
tween Poisson fluctuations whose frequencies are polyno-
mial in 1/N , and escapes whose frequencies are exponen-
tial in −N .

3. Group and kin selection in the regime of ordered
populations

Selection strength is measured relative to mutation
rate, so that weak selection is also strong mutation, and
vice versa. The structure of populations in the two cases
is therefore likely to be different with respect to transmis-
sion. In Fig. 4, mutations are frequent, and the popula-
tion of the marginal type in either equilibrium is likely to
consist of independent mutants from the dominant type.
In Fig. 5, mutations are rare, and asymptotically it be-
comes likely that the marginal types are all descended
from a common ancestor. Covariance due to the instan-
taneous population state exists in either case, so inter-
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FIG. 6. Bifurcating population composition of the
coordination-game, sampled with finite-time windows. Av-
erage population asymmetry

∣

∣〈nL − nR〉τ
∣

∣ over windows of

length τ/∆t generations, plotted versus D2/ [aN (D − 1)],
which takes value 1 at the mean-field critical point. When
flips in the population mean occur with frequency greater
than 1/τ , the time-averaged probability distribution approx-
imates the symmetric, ergodic distribution, even though the
typical population state is asymmetric as shown in Fig. 4. In
this regime the sample averages (symbols) depart from the an-
alytic formula (dashed line) for mean asymmetry. When flips
occur at frequency less than 1/τ , the time-averaged distribu-
tion retains the time-dependence of a two-state stochastic pro-
cess (symbols follow the line), in which the population mean
becomes the dynamical variable. The transition between the
two regimes as a function of the strength of symmetry break-
ing occurs when the typical residence time is comparable to
the window timescale. When this timescale is chosen to place
the transition point in the weak-breaking regime of Fig. 4,
changes in τ of order unity result in visible shifts of the tran-
sition point on the diagram. When the transition is chosen
to lie in the strong-breaking limit of Fig. 5, changes of τ by
factors ≫ 1 are required to shift the transition point, corre-
sponding to the exponential dependence of the residence times
on N .

action terms in a long-time average will be required to
account for the success of L and R over M types. These
interaction terms define the presence of group selection.
However, only in the strong-selection regime are marginal
types likely to reflect common descent, so only in this case
does the notion of “kinship” add anything meaningful to
a description beyond the existence of the covariance in
the first place.

B. Supercritical Hopf bifurcations: limit cycles,

random walks, and stochastic Goldstone’s theorem

Standard examples of continuous symmetry breaking
in evolutionary games with discrete player types involve
cyclic dominance of payoffs, and convergence of the or-
dered states to limit cycles. The simplest of these is the
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Rock-Paper-Scissors (RPS) game with three types and
exact player symmetry.39

Types are indexed (R,P,S), and the population state is
denoted

n ≡





nR
nP
nS



 . (30)

The payoff matrix [3] is

[a] = ā





1
1
1





[

1 1 1
]

+





−a b
b −a

−a b



 . (31)

This form is uniquely specified, up to the magnitudes of
a and b, by antisymmetry of payoffs and invariance under
cyclic permutation of the agent types.
To see the bifurcation we define a radius coordinate r

on the constant-N simplex, as a function of the ensemble-
averaged frequencies n̄ (which may be continuous, unlike
the discrete state n),

r2 ≡ n̄2
R + n̄2

P + n̄2
S

N2
− 1

D
, (32)

and evaluate Eq. (14) for log r2 to give

d log r2

dt
= (a− b)N

[

1

D
− 2D

(a− b)N
+O(r)− r2

]

.

(33)
The term denoted O(r) is oscillatory in the angular
coordinate on the simplex, and does not accumulate
over time, as revealed by the simple Floquet analysis in
App. J 3.
From Eq. (33) we see that for a < b + 2D2/N , RPS

has a unique, stable, static equilibrium at r = 0: the
uniformly mixed population. When a > b+ 2D2/N , the
uniform population becomes unstable, and all solutions
to Eq. (14) converge to a limit cycle, as shown in Fig. 7.
Near the bifurcation, the cycle is approximately circular,
with

r2 ≈ 1

D
− 2D

(a− b)N
. (34)

(Complete solutions are derived in App. J 3.) Mutation
is responsible for the stability of the limit cycle along an
interior trajectory, which otherwise would accumulate to
the simplex boundary.
At the critical parameter relation a = b + 2D2/N ,

fitness differences among the three types in the uni-
form population become exactly zero, and the determin-
istic approximation is superseded by fluctuations involv-
ing finite fractions of the agents in coherent waves of

39 Similar conclusions apply, however, to a wide variety of stochas-
tic processes with limit cycles, and many of these have been
developed in reaction-diffusion theory [80, 81].

type-replacement. The fluctuation strengths diverge as
N → ∞, and we compute the form and coefficients of
this divergence in Sec. VIIB 2.40

P R

S

FIG. 7. Mean-field deterministic solutions for the rock-paper-
scissors game (31) with parameters a = 0.7, b = 0.2, and
N = 48. Dots represent initial mean states n̄, and light lines
are solutions to Eq. (14) from those initial states. Heavy line
is the limit cycle, to which all solutions converge.

The analogy of the limit cycle in RPS to a contin-
uous circle of degenerate ordered states in equilibrium
thermodynamics is limited. Ordinarily time-translation
symmetry is not broken by the solutions of equilibrium
thermodynamics.41 Therefore, in order for a continuous
symmetry to emerge among spatial ordered states, the
potential would need to have the form shown in Fig. 8.
The type space of RPS has no such rotational symmetry,
and the kinematic potential corresponding to Fig. 3 for
reflection symmetry shows a single zero, at the unstable
rest point for the uniform population. It also does not
have constant value along the spatial projection of the
limit cycle.
The solution for the ordered population that does have

a continuous symmetry is better visualized as an “Escher
staircase”, in which the deterministic history is period-
ically identified in time at the period of the limit cycle.

40 We do not provide a graph comparing simulations to these predic-
tions, which are standard. Such a graph for a discrete bifurcation
similar to the coordination game is given in Ref. [82].

41 Ordinarily equilibrium thermodynamics is defined through physi-
cal context, as a theory of time-independent states. However, the
mathematics of equilibrium may readily be extended by analytic
continuation to the range of thermodynamically reversible dy-
namics, and systems in this domain may break time-translation
symmetry [83, 84]. The paired state of superconductors may also
be said to break time-translation, in the collective phase of the
pair wave function, though this is not an observable under most
conditions [85].
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FIG. 8. Spontaneous symmetry breaking in a two-dimensional
equilibrium system. The exact degeneracy of a continuous,
one-dimensional loop of solutions requires a rotational sym-
metry in the underlying potential. Cross-sections of the po-
tential are otherwise equivalent to the one-dimensional case
of Fig. 1. The exact degeneracy around the loop in the equi-
librium potential ensures that arbitrarily small energies can
reach any minimum, independent of the steepness of the mean
regression in the radial direction. These most-accessible de-
formations are known as the Goldstone modes in the ordered
state.

Because such a solution “exists” everywhere along the
cycle, it is preserved by any change in phase around the
cycle.
However, Goldstone’s theorem [27] – that fluctuations

of either kind cannot show mean regression – applies
equally to Fig. 8 and to the limit cycle of RPS. We de-
velop the stochastic Goldstone theorem within Freidlin-
Wentzell theory, and relate the diffusion constant of the
random walk to the width of the radial distribution, in
Sec. VIIB 3.
We omit here a comparison to numerical simulations

for the fluctuations, because certain features of the model
that make the classical picture illustrative and the ana-
lytics tractable, also lead to a rapid transition with large
fluctuations. If we insert Eq. (34) for the mean r̄2 on

the limit cycle, into Eq. (127) for
〈

(r′)
2
〉

, we obtain the

result that for large N ,

〈

(r′)
2
〉

≈ ā

(2Dr̄)
2 (35)

near the critical point, asymptotically independently of
N . For the parameters in Fig. 8 and ā ∼ 1 (needed so

that ā >∼ a), r̄ only becomes large enough for

√

〈

(r′)
2
〉

≪
1 near the simplex boundary. At interior positions of the
limit cycle, large fluctuations fill most of the simplex.
This feature, together with the coordinate singularity at
r = 0, makes numerical assignment of fluctuations to
the Frenet frame ambiguous. For an analysis showing
essentially the same features in a model better suited
to isolation of fluctuations, we refer the reader to the
chemical model of Ref. [80], in which all values are limited
by construction to the positive orthant.42

42 Diffusion of the deterministic solution by noise was a nuisance

V. GENETIC DESCRIPTIONS,

SUB-STRUCTURE WITHIN DEVELOPMENT,

AND EXTENSIVE-FORM GAMES

A. Gene partitions in relation to extensive-form

games and partitions of types according to

information sets

1. Comparing structural assumptions made by population
genetics and by extensive-form game theory

The gene concept and genetic descriptions of complex
types reflect many assumptions, some purely statistical
and others motivated by the particular role of molecu-
lar sequences in the physiological development, function,
and heredity of organisms. It can be – and is, hotly43

– debated whether the full suite of assumptions has any
natural place as a general framework for evolution when
applied outside the molecular context. However that may
be, it happens that the assumptions of the roles of genes
in classical population genetics map very well onto the
assumptions of extensive-form game theory about the
structure of interactions.
With respect to inference, genes are compact predic-

tors of traits, and they are informative about ancestry. In
principle any partition of types into equivalence classes
may be considered, if the equivalence classes provide in-
formative summary statistics about the population dy-
namics.
In population genetics, however, genes are assumed to

be informative about descent in a particular way. They
are defined to be invariant under recombination, but not
strictly invariant under mutation. The asymmetry be-
tween mutation and recombination comes from the dif-
ferent roles of these effects, in generating diversity versus
expressing latent diversity in populations [86]. It is as-
sumed that a gene must be present at each locus to cre-
ate a viable organism, and that mutation interconverts
alleles among a set of possibilities that can be indexed
beforehand. Both assumptions of fixed loci and limited
alleloforms follow from a (usually) wide separation be-
tween viable and non-viable genomes create by the in-
tegration of developmental programs. The frequentist
approach of population genetics is not meant to capture
the mechanisms by which genuine novelty emerges, so al-
leles generated recurrently by mutation may usually be
regarded as taking a small number of forms.
In evolutionary game theory, types are associated with

games as strategies, and each strategy specifies a move

that the agent will make at each information set on a tree
that may be encountered in a given player-role. Moves
may be pure or mixed.44 A single information set con-
tains the set of nodes in a game tree, among which no

effect, factored out to identify regularity in the Floquet analysis,
for the Brusselator reaction-diffusion model in Ref. [80].

43 We recognize the discussion of memes, but will not enter it here.
44 To maintain a consistent terminology for extensive-form games,
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agent is permitted to define different move choices. If
strategies are embedded within a transmission mecha-
nism, we may consider transmission that preserves sub-
sets of joint moves from an individual type, while crossing
these with subsets of moves from another type. However,
we may not consider crosses between nodes contained
within a single information set, because this is a prop-
erty of the game and not of individuals. Moves at an
information set function as alleles, and mutation may al-
ter a move at an information set among the possibilities
given by the game. A complete specification of moves
at all information sets in a game is required to define a
strategy type, so information sets behave as loci.
Information sets, while functioning as loci with re-

spect to complete type-definition, need not be symmetric
among player roles. However, it is often necessary to rep-
resent synchrony of moves by dividing a game-tree into
plies. Each ply may comprising a simultaneous move by
each of the players, made without knowledge or control of
the moves of the others, or it may capture move-response
sequences that recur. The joint strategies of a complex
of players is called a strategy profile, and the joint moves
of the players at their respective information sets within
a ply is called a move profile.

2. Extensive-form games and neutrality

In general, for large extensive-form games, there will be
more internal information sets, than leaves on the game
tree at which payoffs are assigned. Changes in the spec-
ification of a move by any player, at any internal node
that is not visited by the strategy profile of the complex
either before or after the change, must be neutral with
respect to fitness no matter how payoffs are assigned.
The extensive form therefore provides a structured way
to impose a constraint of redundancy on the payoffs in
the matrix of its associated normal form, while permit-
ting free variation of the non-redundant entries. The
high-dimensional space of strategies generated by a large
game provides a framework to study the multi-locus re-
dundancy of Ref’s. [76, 77], while using the fluctuation
results that we will demonstrate below.

3. Asymmetry in complexity and recursion: equivalence
under information sets, and implications for time and the

limits to memory or control

Genes may be any summary statistics for the substruc-
ture of individual development or interaction, without

it is necessary to distinguish a strategy, which is a joint spec-
ification of multiple moves, from the choice of move at a sin-
gle decision-point, represented by the information set. “Mixed
moves” are the counterparts for single decision points, to “mixed
strategies” on the normal form.

presuming temporal structure or ordering of the loci.
In contrast, extensive-form games are built upon non-
reticulated trees. They therefore begin with an asymme-
try between root and leaf nodes, which may be removed
to a limited extent by choice of information sets.
If it is required that all strategies have finite complex-

ity, the number of information sets must be finite. If the
same strategy structure is to be defined for trees of indef-
initely varying depth, a potentially infinite collection of
nodes must be assigned to each information set, and the
asymptotic plies of the tree tree project onto the recur-
rent states of a finite-state automaton (FSA) [60, 61]. A
game with a recurrent FSA always embeds within a larger
FSA with transient states. The asymmetry of complex-
ity between the root of the game-tree and the asymptotic
plies is then limited to the transient states of the FSA.
Strategies defined by moves on the states of a FSA are
known as behavior strategies [13].
If the tree is interpreted as a sequence of temporal in-

teractions, the number of moves that must be given to
uniquely specify a recurrent state in the associated FSA
has the interpretation of a memory limit. The FSA itself
may or may not have ply-symmetric transition probabil-
ities. Ply-asymmetry need not reflect temporal events,
but does represent asymmetric flow of the constraints
from current states to successors.

4. Coarse-graining of games, as a way to regulate or
systematically expand complexity of either moves or memory

Fig. 9 shows an extentensive-form game for two play-
ers, each given two simultaneous, pure-strategy moves in
each ply. This tree provides the largest possible complex-
ity of strategies and memory consistent with simultaneity
and pure moves, because each outcome in each ply leads
to a distinct pair of information sets. We will refer to it
as the total information game. Play proceeds from the
root to the leaves, so the use of moves at nodes is contin-
gent on their being reached. Therefore, the move at each
information set is effectively a function of the finite his-
tory from the root to that locus, even though all moves
are specified “at once” as part of the strategy. The way
in which strategies are selected is given by the solution
concept – not by the game form [59] – so the selection
of strategies may as well be based on their future con-
sequences as on their “functional” dependence on past
history.45 Total-information games support solution con-
cepts such as subgame-perfect Nash equilibrium [12, 23].
We may provide a partial characterization of the com-

plexity of any game by listing the number of its infor-
mation sets and strategy types. For the game of Fig. 9
with Nply plies, the number of information sets assigned

45 Whether an indefinitely complex future may be used as ground
for strategy selection is the main distinction between strategic
and evolutionary solution concepts.
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FIG. 9. Representation of simultaneous play in an
indefinitely-repeated game with total information. Informa-
tion sets on alternating rows belong to players referred to as
“first” and “second”, and each pair of rows represents one si-
multaneous move in the game. A fully-defined strategy must
specify a move (L,R) on each information set which belongs
to that player. The two plies shown are meant as a template
that may be recursively applied to generate a tree of any
depth. Since all stages of the game are in principle distin-
guishable, such a game tree supports solution concepts such
as subgame perfection.

to either player is
(

22Nply − 1
)

/
(

22 − 1
)

, so the number

of possible distinct strategy types is

|{i}| = 2
2
2Nply−1

22−1 . (36)

For simplicity of examples, and in order to emphasize
the parallelism between events on ontogenetic and gen-
erational scales, we will restrict to the set of games for
which the payoff to either player at a leaf is sum of pay-
offs from internal nodes along the path of play. The most
general normal form giving payoff aij to an individual of
strategy-type i when matched with an individual of type
j is then

aij =
1

Nply

Nply−1
∑

k=0

∑

αk=L,R

∑

βk=L,R

σαkiσβkja
(k)

αkβk . (37)

In Eq. (37) a
(k)
αβ is the normal-form payoff in ply k. The

αk, βk take values L or R at each information set, and we
use indicator functions σαki that take value 1 for those
strategies i with move αk at position k.46

We introduce the notion of coarse-graining of games
as a way to systematically regulate the complexity and
memory of all strategy types. A coarse-graining of some
game is another game with the same underlying tree, in

46 The normalization by Nply is arbitrary, but provides a useful
way to handle scaling when we consider repeated play below.

which the information sets in the coarse-grained game
are formed from set unions of the information sets in the
original game, which we will refer to as the “underlying”
or “fine-grained” game. We will mostly be concerned
with coarse-grainings of games which repeat the same
move profiles in each ply.
The maximal coarse-graining of the total-information

game in Fig. 9 is shown in Fig. 10. Each player has
a single information set, and therefore no memory and
minimal complexity. The size of the type space is

|{i}| = 2. (38)

Such a maximal coarse-graining projects the extensive
form at any Nply onto the normal form for a single ply,
and reduces the payoff aij of Eq. (37) to a one-ply effec-

tive normal form aαβ , averaging the
{

a
(k)

αkβk

}

with equal

weight.

0

1

FIG. 10. Maximal coarse-graining of the simultaneous-move
game of Fig. 9, to one information set per player. Solution
concepts on such a game are by definition incapable of distin-
guishing plies, and thus of having or using memory.

The intermediate coarse-graining of the total-
information tree shown in Fig. 11 distinguishes plies and
permits strategy complexity to grow with tree size. The
number of strategy types is

|{i}| = 2Nply . (39)

This coarse-graining precludes memory, however, be-
cause all paths of play lead to the same information sets.
It therefore removes all asymmetry between root and leaf
nodes, with respect to either complexity or recursive de-
pendency of moves.
If such a tree is used in an evolutionary game model

with crossover between the information sets at any adja-
cent plies, sequence along the game tree offers a model for
sequence along a chromosome. The payoff matrix (37),
and hence fitness, is additive in the interaction of moves
between the two “players” independently at each locus.
Such a game can be used to represent the diploid lifecycle
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0

1

3

2

FIG. 11. A coarse-graining of the total information tree 9 that
distinguishes plies but not paths of play. Crossover between
plies in a transmission model makes the distance between any
pair of plies physically meaningful, but their relative order in
the tree is not.

for two haploid chromosomes. If symmetric normal-form
payoffs are used in each ply, the fitness of the haplotypes
is that of the complex, and the game is a model of linked
heterosis in development. Lewontin [71] used this com-
bination of assumptions to model the chromosome as a
unit of selection. Other effects such as meiotic drive may
be captured with asymmetric normal-form payoffs.

B. Repeated play, and connection to the Folk

Theorems of strategic game theory

Among the extensive-form games, those that describe
repeated play comprise a special subclass. Repeated play
can refer to somewhat distinct technical assumptions in
different domains; for us the defining characteristic will
be that it permits a quantitative comparison of long-run
behavior and cumulative incentives, to short-run behav-
ior and local incentives. This is the property that gen-
erational structure gives to the evolutionary dynamics of
games. It is not generically a property of extensive-form
games, and in this respect game models can permit event
sequences in ontogenetic time to be complex in ways that
are ruled out by the assumptions population genetics
has adopted in order to be a useful quantitative theory.
Choosing to restrict consideration to models of repeated
play restores the parallelism of ontogenetic to genera-
tion events, and of intra-individual to inter-individual
interaction terms in fitness [21]. Repeated games also
offer advantages of statistical identification, and lead to
finitely-generated models of arbitrary scale.
Repeated games are those in which the plies of the ex-

tensive form are identical copies of a normal-form stage

game, in terms both of moves and of payoffs. The exten-
sive form generated in this manner is sometimes called
a supergame. It is also assumed that the contribution
of stage-game payoffs to the total game payoff are sta-

tionary along the game tree, though this need not imply
equal weighting as we have assumed in Eq. (37).47 In
the strategic literature on repeated games following Au-
mann and Shapley [7, 8, 23, 87], it is not assumed that the
game form enforces repeated moves on plies, even asymp-
totically, and total-information games such as Fig. 9 are
generally assumed. In evolutionary game theory, where
solutions are constructed from finite rules of behavior,
it must be assumed that eventually (in the tree) these
strategies treat information sets as equivalent. We will
make this assumption uniform across strategy types by
using finite coarse-grainings.

1. The role of repeated games among the extensive forms,
with respect to identifiability and compression

Repeated play entails an assumption of stationarity
under discrete offsets by plies in the game tree. If this
assumption is approximately valid, it may be used to
enhance the regression signal of the stage-game structure,
relative to interaction events that are heterogeneous but
otherwise make equal contributions to fitness.
A problem with the use of symmetry assumptions in

the interpretation of data is that the actual event series
may include many heterogeneously-structured events in-
terleaved with the repeated event, either in real time or in
the cognitive use of memory and learning. The presence
of un-identified interactions appears as one of many forms
of framing dependence in attempts to use games in ex-
perimental settings to infer regularities of behavior [11].
Not only can the frame affect the play of the moves in
the repeated stages; it can have its own integrity that is
un-observed, which responds to exogenous context vari-
ables and then propagates those responses to the moves
in the sample.48 We do not see any general principles
from stochastic processes that are likely to ameliorate
the resulting difficulties of controlling for framing effects
that confront the experimentalist. Unfortunately, these
may be the most important effects that stand in the way
of empirical application of games.
If these factors can be controlled, the assumption that

a supergame is generated recursively from a stage game
may be used to study scaling effects from the length of
play independently of local interaction structure.

47 Because of certain difficulties with the nature of the solution con-
cepts that have been of primary interest in strategic game theory,
infinite-depth games are generally required, and with them, dis-
counting of the stage-game payoffs. Exponential discounting is
normally adopted, which is stationary along the game tree.

48 Frames are a problem precisely when they should be identifiable
and are not. That is, they are non-random, but in a way that
is not reflected in the stage structure of the game tree. The
pervasiveness of this effect throughout natural science reminds
us of the important role played by representations in the problem
of robust statistical inference [14].



29

2. Referencing repeated moves in a supergame to the
feasible set in a stage game

The stage game provides the reference for expected
behaviors in both strategic and evolutionary games.49

These may be non-cooperative equilibria of the normal
form, or evolved population states in the absence of com-
munication or assortative matching. The value of rep-
etition is then quantified by relating asymptotic move
profiles, or move profiles that dominate evolved strategy
distributions, to the short-term reference solutions.
It is standard in non-cooperative game theory to iden-

tify the boundary of plausible repeated move profiles
with the feasible, individually rational set [23, 24], and to
propagate the incentive from the stage game onto long-
run solutions through either the Nash equilibria of the
normal form for the supergame, or the more restrictive
solution concept of subgame perfection. Either of these
solution concepts can assign value to moves on the tree
based on their interaction with other moves that are arbi-
trarily far away, so they effectively entail infinite memory
and unbounded complexity. Using these solution con-
cepts as the benchmarks for expected outcomes has there-
fore led to two properties of repeated-game solutions in
the strategic literature that are un-natural in evolution-
ary games 50

The first, to make the whole feasible set accessible,
is a requirement that the supergame be infinitely long,
or at least indefinitely long, to allow indefinite oppor-
tunities for finite punishment sequences. Defining finite
payoffs from infinite games then requires some form of
discounting, and the existence of punishment solutions
for different classes of deviations may place requirements
on the discount rate.
The second compensation for infinitely-complex non-

cooperative solution concepts is that repeated-game so-
lutions must be based on a notion of “prior agreement”
about what is to be punished, as a deviation from the de-
sired long-run equilibrium. This agreement is an aspect
of particular solutions but not of the general solution
concept; neither is it mediated by any structures in the
game itself, which specifies only non-cooperative move
profiles. To construct particular solutions of finite com-
plexity for arbitrary outcomes, the canonical Folk Theo-
rems [7–9, 87] generally consider asymptotically repeated

49 Short shrift is usually given to how these expectations are formed
and whether they are more justified than simply assuming the
long-run outcome, in comparison to the elaboration of details of
technical solutions. The grounds for surprise can therefore be a
place where many implicit assumptions are made, and these seem
to constitute the major ground of unresolved dispute about the
scientific value of game models.

50 They are probably un-natural in reality as well. Like many ab-
stractions in game theory, they can be justified as approxima-
tions or idealized limiting behavior, but it would be preferable
to construct them as limiting forms of actual, well-defined finite
solutions.

move profiles. To summarize, infinite-memory strategies
are used to arrive at monotonously repeated but other-
wise arbitrary solutions, while prior agreement is used to
define non-cooperative solutions.51

A contribution of evolutionary game theory will be to
approximate features of the solutions to the Folk theorem
with finitely generated strategies on finite game trees.
In App. D we will derive the correspondence between
the mechanistically-defined strategies of evolving agents
with memory limits, and particular outcomes within the
feasible set as defined in the canonical Folk Theorems.
We will show, in particular, how abilities to communicate
within the frame of a single supergame substitute for the
public signals used to distinguish feasible from infeasible
coordinated outcomes in the strategic formulation.

3. Regulating the infinite-memory strategies of the strategic
literature with finite behavior strategies

The type space in a genetic description is a direct-
product space. The alternation among alleles at each
locus that distinguishes types may therefore be written
as a product of discrete groups of transformations. Any
direct product of discrete groups may also be written as
a direct sum of irreducible representations of subgroups
within the larger product [88]. In the taxonomy of strate-
gies on repeated-game trees, the terms in this sum will
represent a systematic expansion in memory depth. That
is, the smallest terms in the sum will represent strategies
with no memory, which specify the same moves in every
stage game. The next terms will describe strategies de-
fined from one prior stage of play, and so forth. Using
coarse-grainings on the game tree to decompose strate-
gies by symmetry, we may systematically approximate
any realized solution on the repeated game with strate-
gies of increasing memory. We will give brief examples
of this construction for the repeated Prisoners’ dilemma.
We may hope, in this way, to reconstruct the solutions
to the folk theorems as limits of finite solutions, whose
complexity may be studied by their description length in
the direct-sum decomposition.

C. Linked heterosis as a highly parallel instance of

a Hill-Robertson effect

We begin our examples of the use of extensive-form
game models with the linked-heterosis model whose pop-
ulation equilibria were solved by Lewontin [71]. That
model was developed in the larger context of explaining
pervasive heterogeneity of alleles against drift to fixation,

51 Again, one can argue that this is not a bad abstraction of the
relation between the decisions that form laws, and subsequent
life under those laws. Thus our goal is not to undermine the
abstraction, but to find ways to base it on constructive solutions.
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with plausible contributions of each allele to the fitness
advantage of heterozygotes over homozygotes (termed
heterosis). The mechanism that solves this problem is
large linkage disequilibrium in the population maintained
by selection, which ensures that the normalizing selection
for a mixed population at each locus is much stronger
than would be expected from the heterosis at that locus
alone, due to correlated normalizing selection at adjacent
loci. For this mechanism to work, exponentially corre-
lated regions within the chromosome must function as
units of selection, rather than single genes.
In the simplified, highly-symmetric model we will use

here, the optimal distribution at each locus is equal mix-
ture, and this is also the marginal distribution for ev-
ery optimal population. Therefore selection acts entirely
on the interaction terms between loci. Mating is ran-
dom, so both haplotypes and loci are in Hardy-Weinberg
equilibrium. In ordered populations, they will not be
in linkage equilibrium. Extensive-form games in linkage
equilibrium, on a genotype space known as the Wright

manifold, are extensively considered in Ref. [15]. In the
limit of strong selection, the model considered here will
lie maximally far from the Wright manifold.
Because the single-locus and marginal-population equi-

libria are the same, no selection bias on loci results from
linkage. However, because the strength of selection de-
termines whether heterogeneity or drift to fixation will
be the persistent state of the population, we regard the
contribution of linkage to the strength of selection as a
kind of Hill-Robertson effect. Like other Hill-Robertson
effects [21], the cause of population structure will not be
found in the direct selection coefficients, but will depend
on fluctuations in fitness, arising in this case from ran-
dom matching of haplotypes to form the diploid complex
of the “game”.
This is the only example we will present of symmetry

breaking with frustration. A large number of plies Nply,
corresponding to many loci, creates a high-dimensional
type space. Within this type space, the set of ordered
population states grows with an exponent smaller than
Nply, by an offset that depends on the relative rates of
selection and crossover.

1. An anti-coordination game to isolate the dynamics of
linkage from a neutral manifold of allele frequencies

We define the game from the tree and informa-
tion sets of Fig. 11, with crossover between suc-
cessive plies.52 Here the “gene” indices are I ∈
{

L0, R0, . . . , LNply−1, RNply−1
}

, where the superscript

52 In this paper we do not provide specific models of crossover,
which would introduce additional complexity of a different kind
than is our main concern. We consider explicitly the effects of
selection, particularly in relation to fluctuations, and for other
properties of solutions we draw on Ref. [71].

indexes the locus. Indicator functions σIi take value one
if strategy i has move I at the appropriate locus. Since
a fully-specified strategy must have σLki + σRki = 1 at
every k, we introduce a short-hand “spin” variable

σk
i ≡ σLki − σRki, (40)

which takes value ±1 according to the move at locus k.
Heterosis is modeled by an anti-coordination game, so

the normal-form payoffs replace a by −a (which we set
equal to −1) in the matrix of Eq. (29) for each stage
game. To simplify, we suppose the same value of a for
each stage. Then, up to constants, the payoff when two
genotypes i and j are matched is symmetric in i and j,
given by

aij = − 1

2Nply

Nply−1
∑

k=0

σk
i σ

k
j . (41)

2. Variance in fitness drives associations toward
distributions of finite support within a high-dimensional

space of mutually exclusive equilibria

The strength of selection toward an equally mixed
population of L and R alleles at each locus may fall
more slowly in long games than the stage-game payoff
∝ 1/2Nply. Because of the high degree of symmetry we
have assumed in the model, mean fitness cannot be the
source of selection producing linkage disequilibrium, and
in fact we will find that it is always near zero, in absolute
as well as relative terms. Rather, the variance in fitness
within the population under pairings of zygotes will lead
to ordered population states.
Here and in App. B, we will provide a brief analysis

of how fluctuations due to pairing cause interactions of
loci between haplotypes to polarize the population into
distributions that create mean interaction terms between
loci within a haplotype. In this section we define the ele-
mentary quantities responsible for selection of an equally-
mixed population of alleles, and then sketch the dynamics
of these in the appendix.
The population-averaged frequency of the indicator

function σk = σLk −σRk at each locus k, in a population
state n, is given by

〈

σk
〉

n
≡
∑

j

nj
N

σk
j . (42)

The fitness of any complete genotype i in population n,
as it would appear in expectation under random pairing
against all members of the population, is then

fi = − 1

2Nply

Nply−1
∑

k=0

σk
i

〈

σk
〉

n
. (43)

The corresponding population-averaged fitness is then

φ =
∑

i

ni
N

fi = − 1

2Nply

Nply−1
∑

k=0

〈

σk
〉2

n
. (44)
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These are the reference values that would ordinarily ap-
pear as fitnesses in the normal-form evolutionary-game
equation. In any population with balanced alleles, both
fi and φ will be near zero. Therefore it can only be fluc-
tuation about these values from particular pairings that
leads to non-random association at the population level.
The average correlation of alleles at two loci k and k′

in the population is given by

Ckk′ ≡
∑

i

ni
N

σk
i σ

k′

i . (45)

If we subtract the expected values of these alleles in the

population state n, we obtain the covariance between loci,
as

Cov
(

σk, σk′
)

= Ckk′ −
〈

σk
〉

n

〈

σk′
〉

n
. (46)

The covariance at a single locus k is the variance of σk,

which evaluates to Cov
(

σk, σk
)

= Var
(

σk
)

= 1−
〈

σk
〉2

n
.

If we use the indicator function σk in place of the geno-
type observable δJ in Eq. (11), and ignore transmission
terms, the Price equation for the average population fre-
quency of this allele is controlled by the covariance (46)
in state n, as

d

dt

〈

σk
〉

n
= − 1

2Nply

Nply−1
∑

k′=0

Cov
(

σk, σk′
)〈

σk′
〉

n

= − 1

2Nply

(

1−
〈

σk
〉2

n

)

〈

σk
〉

n
− 1

2Nply

∑

k′ 6=k

Cov
(

σk, σk′
)〈

σk′
〉

n
(47)

Comparing Eq. (47) to the expression (26) for the co-
variance in fitness under segregation of population types,
we see the equivalence between linkage and relatedness
that arises for repeated extensive-form games. When the
population-level covariance is high, the second term in
the second line of Eq. (47) may provide mean regression
for
〈

σk
〉

which falls off more slowly than 1/2Nply.
A similar construction may be performed for whole

genotypes. We now suppose that a single pairing of zy-
gotes determines the fitness of both partners within each
generation. The mean fitness of type i relative to the
population average remains the same as the expectation
over multiple pairings, given by

fi − φ = − 1

2Nply

Nply−1
∑

k=0

(

σk
i −

〈

σk
〉

n

) 〈

σk
〉

n
(48)

The variance in the expected number of offspring left
by any individual of type i, due to random pairing of play-
ers, is much larger for single pairings than for repeated
contacts. It depends on the time increment ∆t that we
use to assign probabilities of reproduction, but only as
an overall scale factor for probabilities. This individual
variance in reproductive success is given by

(∆t)
2
∑

j

nj
N

(aij − fi)
2
=

(∆t)
2

4N2
ply

∑

k,k′

σk
i σ

k′

i Cov
(

σk, σk′
)

(49)
The expected number of offspring from all parents of type
i in the population is then

〈n′i〉 = ni (1 + ∆t (fi − φ)) . (50)

By the central limit theorem for independently drawn
partners for each of ni individuals, the corresponding

variance in offspring due to the distribution over pair-
ings is then
〈

(n′i − 〈n′i〉)
2
〉

= (∆t)
2
ni
∑

j

nj
N

(aij − fi)
2

=
(∆t)

2
ni

4N2
ply

∑

k,k′

σk
i σ

k′

i Cov
(

σk, σk′
)

.(51)

App. B uses these mean and variance estimates to
parametrize a stochastic differential equation (Langevin
equation) for population states, and to absorb covari-
ance between fluctuations and the population response
to them into the net fitness effects on haplotypes.53 The
results of the appendix are that fluctuations in type
numbers transiently polarize the population in favor of
growth of complement types and against growth of simi-
lar types, and that these fluctuations are largest for those
types i similar to the population average, as given in
Eq. (49). Positive covariance between fluctuations in the
number of some type i, and fluctuations in the comple-
ments that enhance the fitness of i, lead to an effective

fitness proportional to the instantaneous variance in re-
productive success, estimated in Eq. (B14). Since this
variance increases with overlap with the covariance in
the population, relative fitness is positive for those types
that reinforce the instantaneous covariance, leading to

53 For simplicity we assume in the appendix that a large number
of types is occupied, so that fitness-mediated interactions among
fluctuations are more important than correlations forced through
conservation of total number

∑

i
ni. This analysis shows a de-

parture from homogeneity in favor of the mutually exclusive equi-
libria described below.
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net growth of covariance or linkage of alleles in the pop-
ulation. The variance in total reproductive success, av-
eraged over the population, is proportional to

∑

i,j

ni
N

nj
N

(aij − φ)
2
=

1

4N2
ply

∑

k,k′

(

C2
k,k′ −

〈

σk
〉

n

〈

σk′
〉

n

)

(52)
The population-level variance (52) is maximized when

Ck,k′ → 1, ∀k, k′, and
〈

σk
〉

n
→ 0, ∀k. This condition

is met on any of 2

(

Nply−1
)

independent solutions, each
having exactly 2 population types that oppose each other
at each locus. Which type carries which allele at a locus
is otherwise arbitrary, reflecting the independence and
L-R exchange symmetry of payoffs at each move. These
are absorbing states of the replicator dynamic.54

Ref. [71] (Ch. 6) shows that, if crossover is introduced
with equal probability per unit difference between two
plies k, k′, the resulting stable distributions have corre-

lation coefficients falling off as C2
k,k′ ≈ e−2|k−k′|/Ncorr .

The correlation length Ncorr is proportional to the ratio
between the rate of crossover and the magnitude of the
payoff per allele, which we have set to 1/Nply. Therefore
a fixed probability of crossover between any two adja-
cent loci leads to a correlation length scaling as a fixed
fraction of the whole-genome length, which defines the
continuum-limit description of the chromosome [71].55

The number of possible genotypes occupied with sig-
nificant frequency in any such correlated equilibrium is

∼ 2

(

Nply−Ncorr
)

, implying that the number of such in-
compatible solutions is ∼ 2Ncorr .56 Any such solution

54 It turns out that there can be very weak selection for such anti-
correlation even if many plays of the supergame are averaged to
determine fitness, rather than the single play that is relevant to
models of diploid/haploid heredity. This selection pressure arises

whenever pairs of
〈

σk
〉

n
6= 0, driven by the advantage of link-

ing the more-common alleles at some loci to less-common alleles
at other loci. This form of anticorrelation leads to more equal
overall population numbers at otherwise-equal allele frequencies,
and hence lower incidence of homozygous matches. Because such
slight allele number imbalances will be continuously created as
fluctuations in a stochastic process, the net effect of frequency-
driven linkage will be to permit slightly larger frequency fluctu-
ations when they are anticorrelated at different loci, than when
they are uncorrelated. Such fluctuation effects are small, how-
ever, compared to the selection of linked genotypes due to their
greater variance in fitness.

55 It is natural for scientists familiar with the notion of “dressed”
particles in renormalized condensed-matter physics [30, 89] to
regard such regions as “dressed” genes, and to regard this con-
struction as the “effective theory” of the chromosome. Much
as statistical and quantum physicists have found that all real
observed particles turn out to be dressed particles, the default
expectation is that all genes will turn out to be dressed genes,
and that only the degree of heritability and combinatoriality will
distinguish some cases from others.

56 As in all such probabilistic statements, these distinct solutions
should be understood as the number that can be made instanta-
neously orthogonal to one another.

will be characterized by a pair of mirror images of a “con-
sensus” sequence which produce the greatest heterosis
when the two complements are matched. In a stochastic
process, these exemplars are not asymptotically stable,
because symmetry among all loci guarantees an exact

degeneracy of all 2

(

Nply−1
)

mirror-image genotypes as
possible exemplar pairs. Therefore the exemplars will be
subject to drift on a timescale which is slower than the
individual reproduction scale and increasing with Ncorr.
This is the frustrated symmetry breaking, resembling the
formation of long-lived states in disordered systems such
as glasses [68, 69].
In this model there is no additive, heritable, compo-

nent of zygote fitness from any allele, even if the popula-
tion has attained one of its optima. Instead, a regression
of fitness in a particular population background yields in-

teraction terms with coefficients ∝ Cov
(

σk, σk′
)

between

any two loci k and k′ within the same genome. Interac-
tion leads to a fitness function f eff

i in Eq. (B14) in which
epistasis has replaced the additive interaction terms of
Eq. (41).57 In a regression that attempts to capture fit-
ness within the haploid type, the regression coefficients
will reflect the symmetry broken by the population state,
and so will be stable over times longer than a generation
but not predictable in the very long run.

D. Repeated play without crossover in the

Prisoners’ dilemma: policing, signaling that

produces neutrality and large-fluctuation

corrections, and the map to public information in

the Folk Theorems

The normal-form Prisoners’ Dilemma is the simplest
non-cooperative game in which a Pareto-superior strat-
egy profile (C,C) is strictly dominated by the Pareto-
inferior profile (D,D) [90]. Therefore it has become
a standard stage game against which to demonstrate
the value of repetition. The finitely repeated Prisoners’
Dilemma (RPD) in evolutionary game theory uses a com-
bination of recursively-defined strategies in an extensive-
form game, with a replicator dynamic, to achieve high
penetrance of (C,C) as the move profile that determines
population-averaged fitness.
Minimal RPD is played by two memory-zero strate-

gies labeled ALLC and ALLD, identical to C and D in
the stage game, and a single memory-one strategy. The
memory-one strategy in the normal form consists of an
opening move C, and a recurrent-stage move that de-
pends on the outcome of play in the previous round. Ei-
ther of two recurrent moves will achieve high penetrance
by (C,C), depending on whether the players’ moves are
made reliably or have a small probability of error (known

57 We construct a model similar to this in Eq. (C16) for the simpler
case of repeated Prisoners’ Dilemma.
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as “trembling-hand” moves). The strategy Tit-for-Tat
(TFT) [22] has a recurring move that copies the oppo-
nent’s move in the preceding round, while a strategyWin-
stay/lose-shift (WSLS) [91] responds to parity, playing C
if the two players made the same move in the preceding
round, D if they differed. For deterministic play, any
combination of TFT and WSLS will achieve high pen-
etrance of (C,C). For trembling-hand play, TFT con-
verges in long games to an ergodic distribution over re-
peating move profiles with the same payoff as random
mixing, while WSLS recovers from trembles to produce
move profiles consisting mostly of (C,C).58

In this example we will assume deterministic play and
use the recurrent move from TFT, because of its simplic-
ity and also its symmetry, the importance of which we
discuss below in Sec. VF.59 In the repeated game, the
opening move in TFT serves as a low-cost signal, whose
contribution to fitness may be made arbitrarily small as
1/Nply, compared to other effects such as mutation that
are held fixed. The signal enables agents to coordinate
in the recurrent move, which then determines fitness at

O
(

N0
ply

)

. In Sec. VE, we show how, if crossover is in-

troduced between the opening and recurrent moves, se-
lection can link the signal to the TFT recurrent move.60

There is a fragility to the way in which evolution-
ary RPD achieves “the evolution of cooperation”, which
makes this a useful example of several effects in stochastic
games. The essential feature enabling high penetrance of
(C,C) is that the self-protecting strategy (TFT) achieves
payoffs neutral with those of the näıve strategy ALLC, in
any mixed population containing only those two types.
Neutrality in turn leads to a continuous range of sta-
ble mixed-population ESS, and an adjacent continuous
range of unstable mixed-population rest points, in the
deterministic approximation (see the C-T boundary in
Fig. 16 below). The ESS as a deterministic solution is

58 It is important to note that while WSLS alone is self-healing
from trembles, the presence of TFT and WSLS together in the
population unravels both (although to differing degrees [92]), as
may readily be checked from the ergodic distribution over the
recurring move profiles they produce. In one sense, repetition
in the population process has robustly overcome the dominance
by (D,D) in the stage game, by elegantly inserting a minimal
(memory-one) nontrivial strategy. From another perspective,
penetrance of (C,C) has been engineered in by careful elimi-
nation of other equally simple strategies from the type space.

59 It is noteworthy that, in Axelrod’s original tournament where
simplicity was not required, TFT nonetheless emerged as the
winning strategy [22].

60 This is a second feature that makes TFT different from WSLS,
and it is related to their different behavior under trembles. The
recurrent move in TFT is a symmetric strategy under exchange
of C and D, with no in-built bias in favor of the Pareto-superior
move. TFT therefore depends on its opening move to provide
an asymmetric coordinating signal. WSLS, in contrast, maps
the symmetric signal of parity asymmetrically onto C/D, and
therefore does not depend on the opening move. However, this
in-built bias for the Pareto-superior outcome is then the source
of its evolutionary viability.

therefore sensitive to initial conditions in the absence of
mutation, and unstable against drift when mutation is
present.
The two effects we will consider in this subsection are

policing by mutants, and corrections by large fluctua-
tions. Policing occurs at mutation rates that are small,
but not infinitesimal as assumed in the original definition
of ESS [5]. A small fraction of ALLD, injected by muta-
tion, act as police against ALLC, creating a unique solu-
tion to the mean-field evolutionary game equation (14).
However, high penetrance of (C,C) requires very weak
mutation. In this limit, the near-neutrality of TFT and
ALLC is expressed in the stochastic game through large
fluctuations between the two types. Although the deter-
ministic mean-field equation has a regular limit as mu-
tation rate goes to zero, this is the wrong self-consistent
solution if fluctuations are not also taken into account.

1. Memory-one for the opponent’s move, and projection of
the game tree onto the finite-state automaton

Fig. 12 shows the coarse-grained game tree that admits
the strategy types of the canonical evolutionary RPD.
ALLC moves Left, or C, at all information sets, ALLD
moves Right, or D, at all sets, and TFT chooses C or
D respectively on the left or right recurrent information
sets. For this tree the size of the possible type space is

|{i}| = 23. (53)

We show in App. C that the three types we will keep are
the only ones that survive in the long-run dynamics.61

For large Nply in which the opening move on the tree
of Fig. 12 is important for coordination, but not for fit-
ness, we may project the tree onto a FSA. The states
of the automaton correspond to outcomes of the stage
game, and are therefore indexed by both players’ moves.
The FSA showing the possible moves realized by matches
among ALLC, ALLD, and TFT with deterministic play
are shown in Fig. 13.
If either deterministic linkage of the opening move to

the recurrent move, or deterministic play, are removed,
the recurrent moves from the three strategies may jointly
cover all arcs of the recurrent FSA, as shown in Fig. 14.
To understand the effects of trembles in repeated

play, we disaggregate the intended behaviors of differ-
ent matches, which are shown in Fig. 15. All pairs ex-
cept (TFT,TFT) lead in two or fewer moves to absorbing
states. The pair (TFT,TFT), however, may produce ei-
ther of two absorbing states or a two-cycle, which in the
payoffs of the Prisoners’ Dilemma span the entire range

61 For reference, the number of information sets in all recursive
trees with memory-depth one is the same as that in the full-
information tree with Nply = 2, or |{i}| = 25 = 1024. The
number of possible strategy profiles is about a million.
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0

1

2 3

4 5

FIG. 12. The coarse-graining of the total-information game
of Fig. 9 that defines moves ALLC, ALLD, and TFT. On this
tree Left corresponds to the move C, and Right corresponds
to D. The “first” player has information sets labeled 0,2,
and 3, while the “second” player has information sets labeled
1,4, and 5. Sets 0 and 1 are opening moves, on which both
ALLC and TFT choose C; sets 2 and 4 indicate that the
opponent moved C in the previous round, while sets 3 and 5
indicate that the opponent moved D in the previous round.
ALLC/ALLD move C/D on all information sets, while TFT
moves C on sets 2 or 4 and D on sets 3 or 5. Information sets
2–5 are recursively extended to any additional plies (shown
here as the leaves of the tree).

from Pareto maximum to minimum. In the presence of
trembles (grey arcs in the graph diagrams), play switches
stochastically between these recurrent sub-graphs. The
frequency of each sub-graph in the ergodic distribution
populates each state with equal frequency, the same re-
sult obtained by random play.

2. The canonical repeated Prisoners’ dilemma in normal
form and deterministic approximation: neutrality and the

policing function of mutants

The vector of type numbers for the canonical RPD in
normal form is written

n ≡





nC
nD
nT



 . (54)

The normal-form payoff, following Rapoport’s nota-
tion [90], is given by

[a] = ā





1
1
1





[

1 1 1
]

+





R S R
T P P + ǫTP

R P + ǫSP R



 .

(55)
The payoffs R, S, T , and P , for moves C and D are
those of the stage game. The corrections to infinitely-
repeated play when TFT plays D, ǫTP ≡ (T − P ) /Nply

and ǫSP ≡ (S − P ) /Nply, account for first-round effects.

L,L 

L,R R,L 

R,R 

(AllC,TFT);(AllC,TFT) 

AllC;AllD 

AllD,AllD 

AllD,TFT 

FIG. 13. Finite-state diagram representing each possible pair
of information sets in the game of Fig. 12. Here an initial
state (heavy circle) represents the state of play before either
player has moved. The moves out of this state correspond to
the moves from information sets 0 and 1 in Fig. 12. After
any stage has been played, since only memory-one is possible,
pairs of information sets are uniquely labeled by the pairs of
moves that lead to them, in the same manner as sufficient
statistics are associated with symbolic histories in [61, 93].
On this state diagram are shown the histories of play relevant
to the repeated Prisoner’s Dilemma with deterministic moves,
showing only the indicated matches among strategies ALLC,
ALLD, and TFT. (Player roles are symmetric, but only or-
dered matches are shown to emphasize strategy asymmetries.)

L,L 

L,R R,L 

R,R 

FIG. 14. Possible moves in the recurrent stage of the repeated
game of Fig. 12. All possible matches among ALLC, ALLD,
and TFT are shown, independently of how players arrive in
the starting states.

Equality of the four entries from interaction of ALLC and
TFT defines neutrality for this model.
To see the effects of a background of neutrality, and

the way it is stabilized by mutant ALLD individuals, we
plot the deterministic solutions to the mean-field equa-
tion (14) with payoffs (55), in Fig. 16. We have chosen
parameters so that the corrections ǫTP and ǫSP are ig-
norable compared to mutation, and the ratio of selection
strength to mutation rate is set by N .
The near neutrality between ALLC and TFT in pop-

ulations with small fractions of ALLD appears as a con-
tour of slowest diffusion (the concentrating contour for
flow lines) toward the rest point of the classical equa-
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AllC,AllC

L,L

L,RR,L

R,R

L,L

L,RR,L

R,R

AllD,AllD

L,L

L,RR,L

R,R

TFT,TFT

L,L

L,RR,L

R,R

AllC,TFT

L,L

L,RR,L

R,R

AllD,TFT

L,L

L,RR,L

R,R

AllC,AllD

FIG. 15. Decomposition of the possible recurrent moves
(heavy lines) from Fig. 14 according to the matched strate-
gies. (Only ordered matches are shown, as in Fig. 13, to
aid viewing.) All strategy pairs formed from ALLC, ALLD,
and TFT – except TFT,TFT – are robust against both re-
combination and trembles (trembles result in moves in light
grey), returning players within no more than two moves to
the absorbing states. TFT,TFT, however, will sustain three
recurrent patterns, one of which involves a two-state alter-
nation. If the opening move is mixed as in Sec. VE below,
each sub-graph is stable. If instead non-canonical starting
states result from unbiased trembles, the three sub-graphs
(L,L, L,R/R,L, R,R) are visited in ratios 1:2:1. Mixing of sub-
graphs in these ratios leads to the same mixture of payoffs as
pairing of equal-weight mixed strategies (purely random play)
for both players. In long-repeated supergames, convergence to
this distribution over the repeated move profiles removes the
neutrality of TFT with ALLC, requiring replacement of TFT
by WSLS [91] to evolve cooperation. The rate of trembles in
relation to the number of repetitions may be used to tune the
transition between the deterministic and random limits.

tions. Comparing the two panels with N = 100 versus
N = 300 in Fig. 16 shows that the speed of approach
along this line becomes slower (sharper bend of the flow-
lines into it) and the offset of the line from the pure C-T
axis smaller, both ∼ 1/N . The absence of diffusive cor-
rection is what permits large fluctuations between ALLC
and TFT in the stochastic model.

3. The map from population states of RPD to the
strategic-game Folk Theorems

In the Folk Theorem of Evolutionary Game The-
ory [2, 5], distinct genotypes map to distinct pure strate-
gies for (identical) cognitive players, and heterogeneous

D C

T

D C

T

a) b)

FIG. 16. Repeated play of the standard Prisoners’ dilemma
between types ALLC, ALLD, and TFT, labeled C, D, and
T . Neutrality leads to one vanishing eigenvalue of the de-
terministic replicator, and a line of absorbing states between
ALLC and TFT. Finite mutation rate produces an interior
solution, in which a small number of ALLD types distinguish
ALLC from TFT. Parameters are R = 0.6, S = 0.1, T = 0.8,
P = 0.3, and Nply = 150 in both panels. Number of players
– N = 100 (a) versus and N = 300 (b) – determines the con-
vergence of the slow-flow line and rest point toward the C-T
axis.

evolutionary populations map to mixed cognitive strate-
gies. Any particular selection/mutation dynamic corre-
sponds (perhaps cryptically) to some constructive solu-
tion concept for repeated play in the non-cooperative
theory. The Folk Theorems of strategic game theory [7–
9, 24, 87] are concerned with the limits on the asymp-
totically repeated move profiles that may characterize
Nash equilibria of the supergame, and with mechanisms
by which any particular Nash equilibrium may be ren-
dered stable.

Evolutionary RPD achieves population states whose
interactions mostly produce the move profile (C,C),
which can be shown to lie within the feasible, strictly
individually rational set defined by the strategic Folk
Theorems. Therefore evolutionary updating should be
implementing some solution comparable to the solutions
of the Folk Theorems, using only Markovian dynamics of
very low complexity. In App. D we show the relation be-
tween evolutionary and strategic approaches to solution.

Two correspondences must be shown, which are not
apparent. The first is how the choice of strategy types
in evolutionary RPD effectively implements the correct
“punishment” strategies to ensure that repeated move
profiles are strictly individually rational by the strategic
definition. The second is how the signaling coordination
by TFT – which falls outside the non-cooperative solu-
tion concept – is mapped through the population state
to the notion of a “public signal” in the non-cooperative
game. Coordinated mixed strategies are then defined in
terms of this signal, and it is straightforward to show
how the balance between selection and mutation gives a
constructive definition for a particular “prior agreement”
on the target outcome for repeated play.

In the evolutionary solution, both the “public sig-
nal” and the “optimal mixed strategy” are dynamic and
jointly optimized. In their counterparts in the non-



36

cooperative solution, the public signal is exogenously
given, while the optimal mixed strategy is part of the
prior agreement. Both are thus fixed with respect to
the analysis of “deviations” and “punishment” that de-
termine whether repeated play is stabilized on the tar-
geted Nash equilibrium of the supergame. We may regard
the choice of model parameters, which in the evolution-
ary solution specify a particular ESS, as equivalent to
the choice of these two arbitrary prior assignments in
the non-cooperative solution. The more general mean-
regression toward the ESS then corresponds to the gen-
eral stabilization of target profiles by punishment proto-
cols in the strategic-game Folk Theorems.62

The characteristic of population structure that turns
out to describe the public signal is nT /nC . The reliability
of the signal is Φ ≡ nT / (nC + nT ) ∈ [0, 1]. The feasible
set of non-cooperative move profiles in the stage game is
shown in Fig. 20 of App. D, and maps to the entire space
of population states in Fig. 16; move profiles outside this
set cannot be achieved by random matching of players
in the evolutionary game. In particular, each value of
Φ – exogenously given in non-cooperative repeated game
theory – corresponds to a ray from the vertex D to some
point on the C-T line in Fig. 16. The value Φ = 0 is
the boundary of the feasible set formed by independent
mixed strategies, which maps to the D-C line. The op-
posite boundary Φ = 1 comprises the fully-coordinated
mixed strategies, and maps to the D-T line.63

Within each ray of fixed Φ, the component of the flow-
field dn̄/dt from Fig. 16 along the ray gives the direc-
tion of optimizing change between recurrent C and re-
current D moves, contingent on the reliability of the sig-
nal. Points where dn̄/dt is orthogonal to the ray deter-
mine the asymptotically repeated move profiles in the
repeated-game solution,64 effectively constructed by the
evolutionary dynamic.

62 While we may readily map the few parameters in this model be-
tween the two representations, it is important to understand that
neither the repetition within the stage game nor the repetition of
generations, within the evolutionary model, corresponds exactly
to the repeated stage game in the non-cooperative theory. The
important feature that makes a unique correspondence possible
is that evolving population states at fixed N have two indepen-
dent degrees of freedom. Likewise, coordinated repeated move
profiles in the non-cooperative theory depend on two variables:
the frequency of a public signal, and a single parameter defining a
signal-dependent non-cooperative mixed strategy. The result of
App. D is a decomposition of the population state that separates
these two functions.

63 We show in App. D how the same population state may be dif-
ferently decomposed, into a population of “blind” memory-zero
players, and the “sighted” type TFT. In the latter decompo-
sition, sighted players achieve the signal-mediated coordination
of the evolutionary supergame, using moves that cannot be de-
scribed with non-cooperative solution concepts.

64 The curve of optima as Φ ranges from 0 to 1 turns out to be
a spinodal, so that for a small range of intermediate Φ, both a
high-cooperation and a low-cooperation move profile co-exist as
optima.

4. Errors in the näıve deterministic approximation:
self-consistent mean dynamics in the presence of large

fluctuations

The speed of approach toward a rest point in the de-
terministic evolutionary game equation determines the
rate of mean regression for fluctuations in the stochas-
tic process. For a fixed rate of random type change, the
half-width of fluctuations is inverse to the rate of mean
regression. The convergence scales as 1/N , while the
population size scales as N along the direction of slowest
approach in Fig. 16. Therefore, these two scaling effects
cancel and in the large-population limit, fluctuations of
a finite fraction of agents characterize the stationary dis-
tribution at large N .
The self-consistent average of the flow equations for

mean population state, in its own fluctuation distribu-
tion, are derived below in Sec. VIIB 5. Fig. 17 shows
the consequences of fluctuation corrections to the mean
large-N rest points.

D C

T

FIG. 17. Self-consistent solutions for rest points of the mean
behavior of the (infinite-population) stochastic replicator with
neutral directions show systematic deviation from the rest
points of the deterministic replicator. These deviations exist
for all finite D mutation rates and converge to a finite dif-
ference in the zero-mutation limit, where both rest points lie
on the boundary of absorbing states. The persistence of both
differences in the mean behavior, and fluctuations involving a
finite but non-vanishing fraction of the total population in this
limit, can be handled by including the non-equilibrium coun-
terpart to “entropy” corrections to the frequency-dependent
fitness functions.

The circles without axes drawn through them in the
figure are the rest points corresponding to Fig. 16, for a
sequence of increasing N .65 The mean population com-

65 N values used were, from left to right in the figure: 90, 100, 150,
200, 250, 300, 350, 400, 450, 500, 600, 700, 900.
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positions, when self-consistently averaged over fluctua-
tions, are shown as the circles with crosses. The crosses
identify both the major and minor axes of the noise co-
variance as it would appear in a Langevin equation for
this system (heavy small axes), and the resulting fluctu-
ations in population state from the combination of noise
accumulation and relaxation (light large axes). Both se-
quences have regular limits at largeN , but if the observed
limits were fit by regression to the näıve deterministic
model, either payoff or mutation parameters would be
forced to differ by O(1) from the values experienced by
the individuals.

D C

T

FIG. 18. Simulation results (dashed) compared to the leading-
order fluctuation corrections (solid) from Eq. (133) and näıve
mean-field limit (points with rings), for the same sequence of
N values as in Fig. 17. Standard deviations along major and
minor axes are shown as crosses through mean values, for
both simulations and fluctuation-corrected analytic expres-
sions. We have run a heavy line through the mean values
in each case to aid viewing. Population mean compositions
for 〈nT − nC〉 /N differ from the näıve mean-field value by
∼ 10%, whereas simulated values converge to the fixed points
estimated from Eq. (133) below in the large-N limit within
≤ 1%. Major axes of fluctuation converge to lie along the
boundary direction in both simulations and analytics, and
their standard deviations differ by ≤ 5%. Gaussian-order
analytics make a larger error in the minor axes of fluctua-
tion, for which they ignore skewness. Simulations, when fitted
with a symmtric covariance matrix, lead to minor-axis values
that fall outside the simplex, because actual trajectories loop
asymmetrically into the interior. Population means and the
orientations of fluctuations deviate most at small N = 90,
where fluctuations are also most nearly isotropic. The an-
alytic approximation becomes increasingly good toward the
boundary above N > 600.

Fig. 18 compares the sample mean and covariance for
simulated evolving populations to the näıve mean-field
limit, and to the first-order fluctuation-corrected fixed
points from Eq. (133) below. We do not expect the first-
order corrections to be exact, but simulations suggest

that they capture the largest part of the O(1) shift in
the mean composition. The fluctuation-corrected sample
mean is shifted in the direction we expect on the basis
of the curvature of the flow lines, and simulations and
Eq. (133) converge within ∼ 1% near the C-T bound-
ary. Fluctuations span nearly ∼ 50% of the possible
(nT − nC) range, and the näıve mean-field limit system-
atically mis-estimates the average by ∼ 10%. A more
comprehensive analysis for large fluctuations would be
required to produce better agreement in the interior of
the simplex, but could be derived with renormalization-
group methods whose application to stochastic processes
is understood [48, 49].

E. Adding crossover to the repeated Prisoners’

dilemma: linkage disequilibrium, phenotype

assortation, the necessary place of neutrality, the

value of repetition, and the dynamical sufficiency of

coarse-grained models

We have seen in the preceding section how a form of
fragility in the model dynamics of the canonical RPD
caused large fluctuations to be important even in games
with deterministic play (but with stochastic replication).
We also mentioned that trembling-hand play leads to a
different form of fragility of the solutions provided by
TFT. We will return in the closing subsection to why this
fragility is real, and is not fully overcome by a change to
a different memory-one strategy.

Here we consider fragility from the other perspective
of identifying the correct explanatory model from pop-
ulation data. We will take seriously the idea that the
extensive-form game encodes every regularity of model
behavior that has been assumed necessary as an expla-
nation. Everything that is not required to be regular by
an explicit assumption must be permitted to fluctuate
stochastically. In particular, crossover between the first
move and the recurrent move of the game tree of Fig. 13
must be allowed, and the moves C or D must be allowed
on every information set. The possible opening moves
will therefore be C and D, and four recurrent-move alle-
les will be possible. Three are C, D, and the recurrent
move from TFT, which we will denote T . (The fourth
is the complement to recurrent T . We will suppress this
possibility from the analysis, in order to simplify the pre-
sentation and because it never plays a significant role in
late-time stable populations.)

Dynamically, we will be interested in the way selection
can link opening-C to recurrent T , recovering canonical
TFT. Statistically, we will show that nothing less than
a fourth-order interaction term in the genetic model for
fitness leads to regression coefficients that will not de-
pend on the particular population state, or to models
that successfully account for emergence of (C,C) as the
most-frequent move profile. (Recall that in the linked-
heterosis model of Sec. VC, only second-order interac-
tions were needed.)
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The nature of the analysis will be to construct best-
estimators for model fitness in a sequence of increasing
polynomial order, starting from additive models, and ter-
minating when a stable, dynamically sufficient model has
been identified. The conclusion of the analysis will be
that it is possible to fit the fluctuations about the popula-
tion state on short terms with low-order models, but that
these are insufficient to account for the direction of evo-
lution. As higher-order models are used, parts of the re-
gression coefficients, which depended on population state
in lower-order regressions, are successively transferred to
higher-order interactions where they become constants.
When crossover and mutation at all loci are introduced

into evolutionary RPD, the genotype space expands to
include eight types (of which we consider six). Using (′)
to denote a genotype with the same recurrent move as
the types in canonical RPD, and opposite opening move,
we may write the composition vector66

nT ≡
[

nC nC′ nD nD′ nT nT′

]

, (56)

The repeated-play payoffs to agents in this larger popu-
lation a′ij equal the values of aij for types with the same
move in the recurrent stage to O(1/Nply), for all pair-
ings except T and T ′. For these latter four pairings, the
payoffs become

[a′]TT ′ = ā

[

1
1

][

1 1
]

+

[

R 1
2 (S + T )

1
2 (S + T ) P

]

.

(57)
The values in Eq. (57) follow from the states visited in
the bottom diagram in Fig. 15.
App. C provides an analysis of the dynamics of this

population. First, we show that the type T ′ is suppressed
by selection relative to T , so that the population comes to
be dominated by canonical TFT, and whatever mixture
of C and D types is created by crossover and mutation.
(The latter effects are silent for C and D types, so they
serve only as an enhanced reservoir of mutants that may
back-cross with T , reducing the degree of linkage to pro-
duce TFT.) We then develop a sequence of regression
models, and show that the fourth-order interaction term
is both necessary and sufficient to explain the presence of
T as a competitive allele, which in turn is the requirement
for (C,C) move profiles to occur with high frequency.

F. Summary: on fragility; on surprise

We do not suppose that anything which can be ex-
plained is truly surprising. Rather, its causes may be
cryptic with respect to the easy modes of observation,
and the purpose of model-building is to expose the flow
of causation that was hidden. In studying the value of

66 Here we write the transpose of the vector simply to save whites-
pace.

repetition, to cast the stage game as the source of default
expectations for behavior, and to then regard deviation
from these as surprising, is a rhetorical device used to
structure thought and argument. In the end, if the ob-
served behavior is not what is predicted by the stage
game, we expect that assumptions about long-range cor-
relation will explain why a the observed behavior was in
fact the necessary one. Thus it is not a criticism that
models of repeated games displace the desired solutions
onto assumptions about interaction in the population or
at some other larger scale – this is the standard practice
of science, inferring causes from their consequences.
The real surprise that models of repetition are meant

to expose is that long-range correlation can trump
constantly-reinforced, short-range forces, whether from
selection, mutation, recombination, drift, or other per-
turbations. The expectation that this will be difficult,
and that it will have few solutions which will be hard to
identify, is the same as the expectation that the central-
limit theorem (CLT) will govern most laws of averages67.
If exposing such relations is the goal, however, it is nec-
essary to make as clear a division as possible between
local effects and long-range effects. Otherwise, the space
of models becomes a house of mirrors, and modeling de-
generates to a game of hide-the-assumptions.
We believe that the fragilities we have explored in evo-

lutionary solutions to the repeated Prisoners’ Dilemma
provide a fair reflection of the fact that overcoming lo-
cal forces with long-range correlations is difficult, and
that many solutions to it are fragile both dynamically,
and with respect to estimation. This is why we believe
that systematic use of fluctuation mechanics is likely to
become an increasingly important feature of good model
building, for those models that average over what they
cannot constrain empirically, and which separate the ef-
fects to be explained cleanly.
To close this section, we note the manner in which

those models that best separate assumptions of local
structure from long-range correlation are also the ones
that display the true and inherent fragilities of long-range
solutions.

1. Symmetry and fragility in the memory-one models
invoked to evolve cooperation in evolutionary RPD

By the criteria that minimal models should cleanly
separate the components of solution, Tit-for-Tat is a
forthright attempt to address the problem of the Nash
domination of Pareto-superior outcomes. The recurrent
move T , which governs fitness and which is set up against
the stage game in each round, is symmetric with respect
to the moves C and D. All asymmetries that are sup-
posed to define the default outcomes for the stage game

67 See Ref. [54] for properties and proofs of solutions to the central-
limit theorem.
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are expressed – transparently – in the payoffs. TFT must
break the symmetry somehow, and for this it depends on
the signaling move. In order to serve the needed function
of cooperation, the signaling move must be C, and it is
therefore as vulnerable as the näıve strategy ALLC. In
order that this vulnerability not be fatal to TFT, the sig-
naling move must be made rarely, and in the minimalist
spirit of TFT, it is only made once. Rarity, however, is
precisely the source of its fragility to trembles; a coordi-
nation move that does not confer vulnerability also does
not confer robustness.
Win-stay/lose-shift demonstrates the opposite ap-

proach to giving value to repetition. Asymptotically in
long games, it does not depend on its opening move at
all. The recurrent move violates C/D symmetry from
the beginning, by mapping the symmetric signal of par-
ity to the asymmetric move C – and it does this in every
round. But does WSLS, then, really address the fac-
tor that makes (C,C) a “surprise”: the unavailability
of side-payments in the stage game that makes the non-
cooperative solution the default expectation? WSLS has
a built-in prior preference for the Pareto-dominant move,
which stands ready to influence outcomes in every round
of play. The asymmetries of the local problem are no
longer all contained in the payoffs to the stage game.

2. Ecological settings: less tightly constrained arenas for
selection, and fragility in the face of innovation

When the tight restrictions on the type space are re-
moved that give “meaning” to WSLS’s C-bias in terms
of Pareto superiority, this strategy ceases to be compet-
itive. The foremost example is Axelrod’s “ecological”
setting of agent-based model tournaments [94], but simi-
lar objections were raised from a comparison of the entire
taxonomy of 2× 2 games by Rapoport [90]. The ecolog-
ical setting could be viewed as testing for yet a different
form of fragility: the fragility against innovators. Small
variants on TFT which increase the frequency of the co-
ordination move remain the most successful variants in
a wide range of these environments [94], as if the very
simplicity of the recurrent rule were an advantage when
averaged over partners. It may be appropriate to in-
terpret this combination of symmetry and robustness as
another expression of CLT-like convergence at one level
of structure higher than the instantaneous interaction of
the stage game. It is interesting to contrast the empha-
sis on the weakness of WSLS and its variants (known
as Pavlov [95]) from ecological or taxonomic views, with
the emphasis on its success in (later!) work by Imhof et
al. [92], which continue to use a tightly restricted type
space as the arena for selection.

Part II

Generating-function methods to

incorporate collective fluctuations

VI. FROM LOW-ORDER MOMENTS TO

MODELS THAT SUPPORT A

LARGE-DEVIATIONS THEORY

The phenomena that we are terming “collective fluctu-
ations” are all related to the large-deviations limit of the
stochastic process for an evolutionary game. The quanti-
ties of interest are probabilities of macroscopic histories
which may or may not be the most-probable histories for
a model, given the initial population state. The large-
deviations limit is defined [33] by a separation between
a scaling factor68 and a scale-independent rate function,
in the leading logarithms of such probabilities over his-
tories. For the most-probable history, the rate function
is zero, meaning that its probability converges asymp-
totically to unity. For other histories the rate function
is typically positive, and so histories incorporating devi-
ations from the most-probable history are exponentially
rare with increasing system scale. Exponential scaling
implies exponential suppression of large excursions such
as domain flips, for which the rate function has a lower
bound. For fluctuations about the most-probable state,
whose rate functions go continuously to zero with fluctua-
tion magnitude, the typical predicted fluctuation magni-
tude diminishes as an inverse power of the scaling factor.
Often, the distribution over such fluctuations may be ap-
proximated by a Gaussian function of the lowest-order
collective modes of the population state, which are effi-
ciently extracted by the Laplace transform, or generating
function, of the probability density evolving under the
stochastic process. When the Gaussian approximation is
not adequate, the inverse of the scale factor serves as a
small expansion parameter for systematic approximation
of higher-order moments.
The large-deviations limit is the form expected to dom-

inate under aggregation or averaging, and it is therefore
associated with maximum-entropy distributions and the
thermodynamic limit of stochastic processes, for both
equilibrium and non-equilibrium systems [34, 96, 97]. It
is also the limit expected to characterize effective theo-
ries, in cases when these can be defined by finite numbers
of parameters. The assumption that a stochastic process
model possesses the correct large-deviation limit to de-
scribe a phenomenon is stronger than the assumption
that the moment closure is valid, but the two may be de-
fined in terms of the same finite set of model parameters.
Here we provide a systematic derivation of the fluctua-
tion and large-excursion properties of the game models in

68 Here, the scale factor may be depend on any or all of agent
number, selection strength, or waiting time.
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the preceding sections, within the approximation of the
large-deviations limit.
The tools we will use are generating-function methods

for irreversible stochastic processes, particularly the tech-
niques due to Freidlin and Wentzell [36]. These methods
have been applied to stochastic evolutionary games to
prove concentration of measure in large-population lim-
its [31, 32, 35], and they are widely used to compute
probabilities and trajectories of escape from basins of
attraction [62–66]. The opening-up of a separation of
timescales between the statistical and thermodynamic
levels of description is implied in all this work. For us, the
quantitative approximation of this separation will be of
primary interest, as the feature that connects multi-level
dynamics and thus multi-level selection.
It will be necessary to develop a theory of fluctuations

in two stages. The first stage will be model selection, con-
sidered in Sec. VIA. The most robust summary statistics
likely to be obtained by regression are those for mean
fitness and transmission effects; this is why the deter-
ministic evolutionary game equation is most often used
to classify dynamics (c. f. Ref’s. [1–3]). Estimating a
model by its mean fitness and mutation rates leaves us
with the problem of choosing an underlying stochastic
process, which requires many additional undetermined
parameters. We show how a particular stochastic pro-
cess may be systematically constructed from the param-
eters in the deterministic model, which represents fewest
assumptions. From the stochastic process, we then sys-
tematically construct the exact time-dependent generat-
ing functionals of Freidlin-Wentzell theory in the remain-
der of this section. Approximation methods to extract
the quantities of interest will be developed in Sec. VII.
Supporting calculations applying the general concepts to
particular models are provided in Appendixes E–K.

A. The association of minimal stochastic-process

models with first-moment recursions in mean-field

approximation

Non-vanishing differences of relative fitness for all
types, in the deterministic replicator equation, leads to
exponential divergence away from equally mixed popu-
lations, and to well-defined asymptotic equilibria from
any sufficiently precisely given initial condition. The as-
sumption of nonzero fitness differences is therefore the
starting point for the specification of structure in most
discussions of evolutionary games. The robust predic-
tions given by game models with this property are as-
sociated with robustness of the first-moment dynamics
as summary statistics, in the regressions considered in
Sec. II. This is also the reason the ESS is defined [5] by
linear stability analysis in the replicator equation about
its rest points. Although the focus of this paper is on
the phenomena that arise when convergence is not expo-
nential due to degeneracies in fitness – whether they are
externally imposed or result from broken symmetry – the

deterministic replicator provides a useful starting point
to choose model structure in many cases.
We restrict attention to those population processes

that we are able to model explicitly as Markov pro-

cesses ; that is, we assume we can completely specify the
state space and the probabilities for all transitions due to
changes of individual types. A general Markovian process
is specified by its master equation,

d

dt
ρn =

∑

n′

Tnn′ρn′ . (58)

which may be formulated in either discrete or continu-
ous time. We will suppose the latter, for simplicity and
because it avoids introducing artifacts of synchronous up-
dating into the fundamental equations.69 (In this section,
n′ simply represents an alternative index of summation,
and does not carry the Price-equation convention of pop-
ulation number in an offspring generation.) Tnn′ is called
the transfer matrix of the stochastic process, and is a
stochastic matrix (so

∑

n Tnn′ ≡ 0, ∀n′).
Following the notation of Eq. (12), we denote the first-

moment of the distribution ρ by n̄, with components

n̄i =
∑

n

niρn. (59)

Shifting from the problem of estimation, as in Equa-
tions (13) and (7), to the problem of model choice, we
require that the transfer matrix induce the mean popu-
lation dynamics specified by

dn̄i

dt
=
∑

n,n′

niTnn′ρn′

= n̄i (fi − φ) +

D
∑

j=1

µij n̄j . (60)

As in the estimation of Sec. IIA 4, the use of fi and µij

as functions of n̄ in the second line of Eq. (60) entails
the mean-field approximation. If all fitness differences
are nonzero and N is large, the parameters fi and µij in
the model will be close to the regression coefficients in
Eq. (13) obtained from samples generated by this model.
In mean-field approximation, constant population is ex-
actly preserved,

d

dt

D
∑

i=1

n̄i ≡ 0, (61)

if

φ =
1

N

D
∑

i=1

n̄ifi. (62)

69 It is not our intent to rule out synchronous updating effects,
such as can occur when generations are phase-locked to seasons.
Those may be added later as structural features, if they are de-
sired.
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Whereas the infinite-population replicator dynamic
deals with the fractions of the population composed of
each type, absolute population number will be important
in the stochastic process. Population number controls the
scale of Poisson fluctuations, and it will be convenient to
make this constant for the sake of computing examples.

The deterministic replicator measures the antisymmet-
ric part of population change, known as drift in the
stochastic-process literature. It is insensitive to the sym-
metric part of population fluctuations, which leads to dif-
fusion.70 It also only constrains the mean drift; higher-
order antisymmetric moments are left undetermined by
Eq. (60). On the assumption that all such higher-order
moments are unknown unless they have been explicitly
estimated in regressions, we will proceed to construct
the minimal stochastic process that can be completely
parametrized by the terms in the first-moment condi-
tion. Perhaps surprisingly, this leads to a unique form
for the diffusion as well as the drift terms, as long as we
may assume that only one individual changes type in a
sufficiently short interval of time.

We divide a general transfer matrix into its antisym-

metric and symmetric terms as

Tnn′ = TMF
nn′ + TNoise

nn′ . (63)

We have labeled the drift term MF as a reminder that
we will estimate it in the mean-field approximation. The
diffusion term is labeled “Noise” as a reminder that it
will be the source of fluctuations.
If we suppose linear frequency-dependent fitness

fi =

D
∑

j=1

aij (n̄j − δij) , (64)

corresponding to the regression model (15) at αi ≡ 0,
and isotropic diffusion (27), then the lowest-order part
of the drift operator TMF

nn′ is uniquely specified by the
dynamics (60). With the assumption that all popula-
tion changes may be built up from single-individual type
changes, Tnn′ 6= 0 only on indices n, n′ that differ by ±1
at two types j and l. The index-shifts in a general master
equation of this form may be written in terms of expo-
nentials of the operators ∂/∂nj , ∂/∂nl. The remaining
terms in the transfer matrix may be systematically con-
structed as shown in App. E. The result for the drift
term, reproduced from Eq. (E10), is

∑

n′

TMF
nn′ ρn′ =

1

2

D
∑

j,l=1

sinh

(

∂

∂nl
− ∂

∂nj

)

{

nj (nl − δjl) a
A
jl +

1

N

D
∑

k=1

nj (nk − δjk) a
S
jk (nl − δjl − δkl) + µjlnl

− 1

N

D
∑

k=1

nl (nk − δlk) a
S
lk (nj − δlj − δkj)− µljnj

}

ρn, (65)

in which aAlk ≡ (alk − akl) /2 and aSlk ≡ (alk + akl) /2
are respectively the asymmetric and symmetric parts of
the payoff matrix. The antisymmetric combination of
shift operators sinh (∂/∂nl − ∂/∂nj) in Eq. (65) describes
net conversion from type l to type j, and the remaining
quantity in braces gives the rate of conversion per unit
time.
The operator TMF

nn′ cannot define a full master equa-
tion, because the quantity in braces is not positive defi-
nite and cannot be interpreted as a probability. We may
associate a unique symmetric operator TNoise

nn′ with the
deterministic replicator dynamic by requiring that the re-
sulting Tnn′ contain only positive-definite rate constants,
and no additional parameters beyond those appearing in

Eq. (65). While the resulting transfer matrix will not
be the only one compatible with the first-moment condi-
tions, it will represent our commitment to a minimum-
assumptions choice of the stochastic process.

We construct TNoise
nn′ as follows: The lowest-order sym-

metric shift operator which conserves probability, coun-
terpart to the antisymmetric sinh in Eq. (65), is cosh−1.
Similarly, the unique symmetric hopping rate that nei-
ther introduces nor suppresses parameters is the sym-
metric counterpart (under exchange of j and l) to the
antisymmetric braced terms in Eq. (65). If we adopt the
product of these two symmetric operators as the noise
component of the transfer matrix,

70 Collision of terminologies seems inescapable when fields that have
developed independently are used together. “Drift” in the ter-
minology of neutral theory of population genetics corresponds

to the “diffusion” term in the stochastic-process nomenclature.
The quantity known as “drift” in stochastic processes is associ-
ated with “selection” in population genetics, though it can also
result from regularity in the transmission process.
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∑

n′

TNoise
nn′ ρn′ =

1

2

D
∑

j,l=1

[

cosh

(

∂

∂nl
− ∂

∂nj

)

− 1

]

{

nj (nl − δjl) a
S
jl +

1

N

D
∑

k=1

nj (nk − δjk) a
S
jk (nnl − δjl − δkl) + µjlnl

+
1

N

D
∑

k=1

nl (nk − δlk) a
S
lk (nj − δlj − δkj) + µljnj

}

ρn, (66)

then the right-hand side in the master equation (58) becomes

∑

n′

Tnn′ρn′ ≡
D
∑

j,l=1

(

e∂/∂nl−∂/∂nj − 1
)

{

µjlnl + nj
ajl
2

(nl − δjl) +
1

N

D
∑

k=1

nja
S
jk (nk − δjk) (nl − δjl − δkl)

}

ρn. (67)

As long as all ajl and all off-diagonal components of µjl,
are non-negative, the quantity in braces in Eq. (67) is
non-negative and has the interpretation of the probability
per unit time for single-agent conversions from type l to
type j.

For single-agent type changes, it is particularly easy
to extract the diffusion approximation to the master
equation specified by Eq. (67), known as its Fokker-

Planck equation. We have used the representation
exp (∂/∂nl − ∂/∂nj) to shift population indices by sin-
gle individuals, rather than writing the shifted indices
explicitly, because the second-order Taylor expansion of
the shift operators in their arguments (∂/∂nl − ∂/∂nj)
directly yields the Fokker-Planck approximation. Proper
proofs of convergence in probability to the diffusion equa-
tion are provided in the probability literature [98–100].
The Taylor’s-series explanation given here may regarded
as a notational short-cut to the formal derivation, if de-
sired.

The hopping rates in braces in Eq. (67) will re-
appear below in both the Liouville operator for generat-
ing functions, and in the field-theoretic action of Freidlin-
Wentzell theory. Master equations such as Eq. (58), with
transfer matrices of the form (67), may be written more
compactly as

d

dt
ρn =

D
∑

j,l=1

(

e∂/∂nl−∂/∂nj − 1
)

pjl(n) ρn, (68)

in which pjl(n) are the population-composition-
dependent probabilities to change type from l to j. We
will sketch the systematic derivation of the Liouville
operator and field action for the sake of completeness,
but in the final field theory that results, the action
functional will have a form that may be written down
directly from Eq. (68), with pjl given by the braced term
in Eq. (67).

B. The Freidlin-Wentzell framework for

constructing the thermodynamics of non-equilibrium

stochastic processes

The Freidlin-Wentzell framework [36] for computing
quite general properties of perturbed dynamical systems,
is one presentation of a wide range of related two-field
methods, reviewed in Ref. [34]. As we will derive it here,
it is essentially a method to compute the time-evolution
of the generating function associated with an arbitrary
Markovian stochastic process. However, it is equivalent
to several approaches in field theory that have been devel-
oped for particular application domains. These include
equilibrium [101] and non-equilibrium [102, 103] finite-
temperature quantum mechanics, discrete stochastic pro-
cesses [37–40], and systems with quantum superposition
but classically definable entropy [104]. The field theo-
ries fall into the general class derived by Martin, Siggia,
and Rose (MSR) [105], and their common properties are
reviewed in Ref’s. [48, 106, 107].

The Freidlin-Wentzell/MSR framework is formally ex-
act, but it also provides an efficient point of departure
to many approximation schemes ordinarily used with
stochastic differential equations, including the Kramers-
Moyal expansion [108], the van Kampen expansion [80,
81, 109], the Langevin equation, and the stationary-
point methods known collectively as the method of in-

stantons [26, 27]. Freidlin-Wentzell theory naturally
yields probabilities for macroscopically specified histo-

ries, which generalize the fluctuation theorems of equi-
librium thermodynamics [110]. In the large-population
limits where field-theoretic methods become most use-
ful, population N becomes a scaling variable that sepa-
rates from the structure-dependence of the leading loga-
rithms of these path-probabilities, expressing the large-

deviations property [33] of the probabilities generated by
the stochastic replicator.

We will provide a slightly unconventional introduction
to Freidlin-Wentzell theory, by starting with the usual
representation [111] of generating functions as analytic
functions of a complex variable. We do this to make clear
the stage at which the discrete indices of the master equa-
tion are replaced by continuous variables (obscured in the
more conventional operator representation), and also to
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show why generating functions count identical particles
much as they are counted in quantum mechanics, without
any implied interpretation in terms of quantum mechan-
ics. We then abstract this explicit construction to the
standard representation in terms of abstract operators
and vectors in a linear space, which is much more effi-
cient for the treatment of time dependence.

C. From master equations to Liouville equations;

from function spaces to abstract Hilbert spaces

1. The ordinary-power-series generating function of
complex arguments

The generating function of a stochastic process re-
places discrete number indices in the master equa-
tion (58) with continuous-valued complex arguments.
The ordinary-power-series generating function [111] for
distribution ρ is defined as the polynomial

Ψ(z) ≡
∑

n

(

D
∏

m=1

znm
m

)

ρn. (69)

Here D complex arguments are components of a vector
z ≡ (z1, . . . , zD). The monomials in the zm are basis
functions for Ψ, and differentiation with respect to the
zm yields the various moments of ρ. The master equa-
tion (58) induces dynamics for Ψ, which are also linear,
and may be written in terms of a differential Liouville
equation of the form

d

dt
Ψ = −L

(

z,
∂

∂z

)

Ψ. (70)

The map from ρ to Ψ is invertible, and the transfer ma-
trix (67) determines the form for its associated Liouville
operator L, as shown in App. F. The result, reproduced
from Eq. (F4), is

L
(

z,
∂

∂z

)

≡
D
∑

j,l=1

(zl − zj)

(

µjl + zj
ajl
2

∂

∂zj
+

1

N

D
∑

k=1

zjzka
S
jk

∂

∂zj

∂

∂zk

)

∂

∂zl
. (71)

The δ-terms in the transfer matrix (67), which remove
self-play or self-replacement, lead to a form for L with
all z-factors to the left, and all ∂/∂z factors to the right.
This ordering, known as normal ordering, allows deriva-
tives in the Liouville operator to act on Ψ alone, without
the complexity of evaluating their effect on internal fac-
tors of z within L itself. Any Liouville operator can be
converted to normal order; Eq. (71) is again a minimal

form because the coefficients in the normal-ordered ex-
pression are the same as those in the deterministic repli-
cator equation.

The Liouville operator is conventionally defined with
the minus sign as in Eq. (71). On the space of gen-
erating functions, it is a positive-semidefinite operator,
and thus behaves like a Hamiltonian in the field theo-
ries corresponding to equilibrium thermodynamics [27].
In the Freidlin-Wentzell theory, L is in fact a Hamil-
tonian, and induces a volume-preserving time-evolution
map on the space of probability distributions, familiar
from Eikonal approaches to solutions of the diffusion
equation on curved manifolds [62, 63, 112]. The role of
L as a Hamiltonian will provide the connection between
irreversible stochastic processes, and the notions of po-
tentials relevant to escape from domains of attraction,
and to representation of symmetries.

2. Abstracting from analytic functions to a representation
in linear algebra

Masao Doi observed [37, 38] that monomials znm
m form-

ing a basis for Ψ obey the same laws of superposition as
quantum-mechanical states, and that the derivatives in
the Liouville operator act on these states just as rais-
ing and lowering operators act in quantum mechanics or
quantum field theory.71 In particular, generating func-
tions of a probability distribution ρn count the histories of
numbers of each type in a population, but do not track
histories of individuals. Therefore the many construc-
tions in linear algebra invented to facilitate quantum-
mechanical calculations may be applied to stochastic pro-
cesses. This observation often leads to the characteri-
zation of Doi-Peliti methods as “quantum field theory”
methods for stochastic processes, which is unfortunate
and confusing. We therefore take care to distinguish the
operator algebra, which merely represents counting con-
ventions, from the choice of Hilbert space on which the
operators act. The latter distinguishes stochastic from
quantum applications.

71 This observation is again commonplace; the algebraic representa-
tion of harmonic-oscillator states was originally constructed from
differential solutions to the Schrödinger equation.
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The algebraic relation that defines z and ∂/∂z as oper-
ators on a space of complex functions is the commutator

[

∂

∂zi
, zj

]

= δij . (72)

It may be abstracted as a relation among formal opera-
tors a and a†,

[

ai, a†j

]

= δij , (73)

which we refer to conventionally as raising and lowering
operators, respectively, under the map

zj ↔ a†j , (74)

∂

∂zi
↔ ai. (75)

For completeness, we note that the space of complex
multinomials is “constructed” by application of the rais-
ing operators, simply by multiplying factors of zm on the
number 1. Therefore, we identify the right ground state

of the function space with notation

1 ↔ |0) . (76)

An essential feature of the complex functions as a linear
vector space is that all lowering operators ai annihilate
the ground state |0). The requirement on an inner prod-
uct is that the conjugate ground state (0| be normalized
against |0) (written (0|0) = 1), and that the annihilation
property ai |0) = 0 be preserved under conjugation, so

that (0| a†j = 0. The unique operator on complex func-
tions that satisfies these requirements is

∫

dDz δ(z) ↔ (0| . (77)

App. G elaborates this notation to identify monomials
in z as the number states in the vector space, and the
generating function Ψ as a corresponding vector

Ψ(z) ↔ |Ψ) . (78)

The inner product on |Ψ) in this space, preserved no
matter what its time evolution, is simply the trace of
the original probability distribution ρn. In the analytic
representation, this corresponds to evaluation of the gen-
erating function at argument 1; that is, Ψ(1) = 1 for all
distributions ρn. The inner product that produces this
evaluation is the Glauber norm, defined as

1 =

∫

dDz δ(z)Ψ(z + 1)

↔ (0| e
∑

m
am |Ψ) =

∑

n

ρn. (79)

The left-hand state in Eq. (79), with its product of shift
operators exp (am), is called theGlauber state, and is nor-
malized against each of the basis monomials separately.
The Liouville equation (70) in this notation becomes

d

dt
|Ψ) = −L

(

a†, a
)

|Ψ) . (80)

The Liouville operator remains that of Eq. (71), with the
appropriate change in notation,

L
(

a†, a
)

=

D
∑

j,l=1

(

a†l − a†j

)

(

µjl + a†j
ajl
2
aj +

1

N

D
∑

k=1

a†ja
†
ka

S
jkajak

)

al. (81)

It can sometimes fail to be apparent, in the operator rep-

resentation, that a†j is already, in some sense, a “contin-
uous” argument, since it may be represented by the vari-
able zj . Thus we have already replaced the discrete basis
of the master equation with a continuous basis. The fur-
ther conversion to an integral over field variables, which
we will perform next, is only a small additional change.

D. Reduction to quadrature and the coherent-state

generating functional of time-dependent correlations

Formally, the Liouville equation can be integrated in
time as an operator equation, or “reduced to quadra-
ture”. Doing so provides a means to compute correlations
between moments of the probability distribution ρn at

different times. The bracket notation for inner products
in the operator representation replaces the more cumber-
some complex integral that would be required by analytic
functions. The quadrature of Eq. (80) between times 0
and T is written formally as

|ΨT ) = e−L(a†,a)T |Ψ0) , (82)

because L is not an explicit function of time.
It is possible to work directly with the eigenvalues

of operators such as e−LT [48, 106]. We will find
it more convenient, however, to adopt the method of
Peliti [39, 40], which is an expansion in an overcomplete
set of coherent states. These are defined as eigenstates of
the lowering operator (acting to the right),

ai |φ) = φi |φ) , (83)
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or the conjugate raising operator (acting to the left),

(

φ†
∣

∣ a†j =
(

φ†
∣

∣φ†
j . (84)

Here φ ≡
(

φ1, . . . , φD
)

is a vector of complex numbers
(which we will usually treat as a column vector), and
φ† its Hermitian conjugate. Like the original variables
zi, the φi are continuous-valued arguments of generating
functions.
App. G 2 provides constructions for the coherent states

in terms of the elementary number states, and shows that
the right coherent state |φ) is simply the generating func-
tion for a Poisson distribution over discrete states n, with
mean value φ. The left coherent state

(

φ†
∣

∣ is the distinc-
tive feature of Freidlin-Wentzell theory. It is a weighted
shift operator that extracts moments from the conjugate
state in an inner product. An important special case is
(1|, which is the Glauber state of Eq. (79). The asymme-
try between left/right number states and left/right coher-
ent states distinguishes the space of generating functions
from the (symmetric) space of quantum states, which
may share the same algebra of operators. The role of the
left coherent states in propagating information backward

in time, to identify most-probable paths associated with
a final argument in a generating functional, is reviewed
in Ref. [34].
The coherent states provide an over-complete basis for

the space of generating functions. They also furnish
a representation of the identity operator, as shown in
App. G 2,

∫

dDφ†dDφ

πD
|φ)
(

φ†
∣

∣ = I. (85)

Therefore, the time-evolution operator in Eq. (82) may
be factored into a product of short-time evolution oper-
ators,

e−L(a†,a)T =

T/dt
∏

k=0

e−L(a†,a)dt, (86)

and a copy of the representation (85) of unity inserted be-
tween each factor, to replace the operator equation (82)
with a series of integrals over complex numbers φ and φ†

at a sequence of times.

The initial conditions for any instance of evolution un-
der the master equation are represented in the state |Ψ0).
It is convenient (and therefore conventional) to choose
|Ψ0) itself to be the generating function for a coherent
state with some mean value n̄,

|Ψ0) = exp





∑

j

(

a†j − 1
)

n̄j



 |0) . (87)

For both systems with exponential convergence [31], and
the weaker diffusive behavior that we will consider, in-
formation in the initial state rapidly decays to that of
a uniform distribution, so nothing computed below will
depend sensitively on the choice of |Ψ0).

With these procedures for evaluation, App. G 2 shows
that the Glauber norm of the state |ΨT ) may be written
as a functional integral

(0| e
∑

m
am |ΨT ) =

∫ T

0

Dφ†Dφ e−Se(φ
†

0−1)·(n̄−φ0), (88)

in which the measure is defined as a continuum limit of
the product measure over discrete-time values of φ and
φ†,

∫ T

0

Dφ†Dφ ≡ lim
δt→0

T/δt
∏

K=1

∫

dDφ†
K dDφK

πD
, (89)

and the action which is the primary argument of the
exponential is given by

S ≡
∫ T

0

dt

{

D
∑

i=1

(

φ†
i − 1

)

∂tφi + L
(

φ†, φ
)

}

. (90)

(The shift of φ† to φ† − 1 is a convenience to absorb the
shift-action of the Glauber state into a total derivative.)

We see that the weights φ†
i in the moment-sampling op-

erator have become the conjugate momenta to the fields
φi which are the means of Poisson distributions. The Li-
ouville operator has become the Hamiltonian in S, and
takes the form

L
(

φ†, φ
)

≡
D
∑

j,l=1

(

φ†
l − φ†

j

)

(

µjl + φ†
jφj

ajl
2

+
1

N

D
∑

k=1

φ†
jφja

S
jkφ

†
kφk

)

φl. (91)

The normal-ordered form of the operator version (81) of
L ensures that its functional counterpart (in which or-
dering no longer matters) simply replaces coherent-state
variables for raising and lowering operators.

The advantage of the Peliti coherent-state expansion is
that the functional integral (88) may readily be approx-
imated by the stationary paths of the action (90), cor-
rected by Gaussian fluctuations of the integration vari-
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ables. This approximation recovers the mean-field repli-
cator equations in a rather trivial way, but with almost
equal ease it gives the leading large-deviations formula for
escape trajectories and escape probabilities from basins
of attraction of the stochastic process [64]. The ability to
reduce quite complicated statistical escape probabilities
in high-dimensional state spaces, to elementary problems
of Hamiltonian dynamics, is the strong motivation to use
the Freidlin-Wentzell approach to stochastic replicator
dynamics.
If we use overbar to denote the stationary-point paths,

and expand the general variables of integration φ ≡
φ̄+ φ′, φ† ≡ φ̄† + φ̃, then S may be expanded in a func-
tional Taylor’s series in φ′ and φ̃. Using superscript (k)
to denote the collection of all terms of order k in this
expansion, the exponential e−S may be systematically
decomposed as

e−S = e−S(0)

e−(S
(1)+S(2))

(

1− S(3) +
S(3)2

2
+ . . .

)

.

(92)

The first term, e−S(0)

, does not depend on the integration
variables at all, and provides a deterministic approxima-
tion to the expected field values φ and φ†. About a max-
imum, S(1) ≡ 0, and the term S(2) in Eq. (92) defines a

kernel for Gaussian fluctuations of φ′ and φ̃. Whenever
the further terms S(3) + . . . are multiplied by suitable
powers of a small parameter such as 1/N to ensure con-
vergence of the series, the Gaussian approximation domi-
nates the exponential, and the remaining corrections may
be evaluated as moments of this distribution, as indicated
by the large parenthesis in Eq. (92). The next two sec-
tions show how stationary points are identified, and how
Gaussian fluctuations are evaluated and used.

E. A canonical transformation to number fields

It is conventional in almost all field-theoretic treat-
ments of Freidlin-Wentzell or MSR theories [48, 49, 106],
to work in the coherent-state field variables φ and φ†.
The two virtues of these variables are are that they pro-
vide a direct translation from the operator generating
function, and that the Liouville operator (91) for low-
order frequency dependence is itself a finite-order poly-
nomial in fields. The disadvantage is that the directly
observable quantities – the expected numbers of agent
types – are bilinear forms in the fields φ†φ, and not ele-
mentary field variables. Thus, the most intuitive compo-
nent in the Peliti construction – the mean of its Poisson
distributions – cannot be directly interpreted as a parti-
cle number, but requires multiplication with the weights
in the sampling operator to be assigned a meaning.
Agent number can be represented directly with a field

by performing a canonical transformation [113], at the
cost that the resulting action will come to contain tran-
scendental functions and will be formally infinite-order in

the conjugate momenta to the number field. This is not
usually a serious problem in practice, because the same
low-order fluctuation calculations may be performed in
either representation, and the transformed variables pro-
vide many advantages for identifying and understand-
ing the stationary paths of the action. They also lead
directly to fluctuation expressions for the number field,
which is observable, rather than for the coherent-state
field φ which is an eigenvalue of the lowering operator.
The canonical transformation of interest is equivalent

to an action-angle transformation [113]. The coherent-
state fields are written

φ†
i ≡ eηi ,

φi ≡ e−ηini, (93)

where ni is a number field corresponding directly to the
expectation of the number index ni of Sec.VIA, and ηi is
an “imaginary angle” variable. Under analytic continua-
tion of η, the transformation (93) is equivalent to rotation
from complex coordinates

(

φ†, φ
)

to their equivalent po-
lar coordinates (n, iη). The transformation is canonical
because it preserves the kinetic term in the action,

dφ†
i

dt
φi =

dηi
dt

ni. (94)

App. K checks that no problems arise in the functional
measure (89) under transformation to action-angle vari-
ables, by verifying that the resulting functional integral
recovers the best Gaussian approximation to an exactly
solvable distribution: the case of neutral diffusion of a
population between two types.72

In either coherent-state or action-angle variables, it is
conventional to de-scale the number field by the total
population size N to arrive at a small-parameter expan-
sion for correlation functions. This de-scaling achieves
precisely the separation of scale from the structure of
rate functions that defines the large-deviations prop-
erty [33]. In field variables, descaling is (somewhat
counter-intuitively) applied to φ while φ† is left un-
changed. In action-angle variables, descaling is applied
to the number fields, leaving the “angle” variables η un-
changed. The precise descaling we will use introduces the
notations

ni

N
≡ νi,

N dt ≡ dτ,
µjl

N
≡ µ̂jl. (95)

72 In this respect, the action-angle variables are actually much
better-behaved than their coherent-state counterparts. As
Kamenev shows [107], certain terms which are essential to deriv-
ing the correct fluctuation kernel seem to disappear upon taking
the continuous-time limit for the free diffusion theory. In action-
angle variables, these terms remain explicit in the continuum
limit.
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In the deterministic replicator dynamic, the relative
fitness fi − φ may be expressed as a linear function of
frequencies with a “population-corrected” payoff matrix.
In descaled variables, this adjusted payoff becomes inde-
pendent of N , and is written

λjl ≡
ajl
2

+
D
∑

k=1

aSjkνk. (96)

The total mean rate of conversion from type l to type
j, introduced above in Eq. (68), corresponding to the
braced terms in Eq. (67), is then written in descaled vari-
ables as

p̂jl ≡ (µ̂jl + νjλjl) νl. (97)

p̂jl is non-negative for j 6= l, and contains both drift
and diffusion contributions to type conversion. It does
not generally vanish at equilibria, but rather satisfies a
condition of detailed balance, p̂jl = p̂lj , between any two
types l and j. p̂jl = pjl/N

2 from Eq. (68).

The combined transformation from coherent-state to
action-angle variables, and rescaling of the number fields
and time, recasts the action (90) as

S =

∫

dt

(

D
∑

i=1

φ†
i

dφi

dt
+ L

)

= N

∫

dτ

(

D
∑

i=1

ηi
dνi
dτ

+ L̂
)

≡ NŜ, (98)

in which the rescaled Liouville operator L̂ takes the form

L̂ ≡ L
N2

=

D
∑

j,l=1

(

1− eηj−ηl
)

(µ̂jl + νjλjl) νl

=
D
∑

j,l=1

(

1− eηj−ηl
)

p̂jl. (99)

We now note the relation between the field Liouville
operator (99) and the original transfer matrix (67). Al-
though a rather laborious sequence of transformations
has been required to take one into the other, their forms
are identical, and the map from operators to field vari-
ables clarifies the meanings of the latter. The field ηj
corresponds to the derivative −∂/∂nj . The term pjl is
the probability per unit time for all type conversions as
a function of n from all processes, with the provision
that simple products of field n correspond to products of
discrete-index n in which agents are never redundantly
counted. With these correspondences, one can write
down the field functional integral for a given transfer ma-
trix by inspection.

VII. APPROXIMATION METHODS WITHIN

THE FREIDLIN-WENTZELL THEORY

We will consider approximation methods in successive
order of the terms in Eq. (92), which is also the order in
which the game models are presented in Part I. The
stationary-point action itself has interesting structure,
related to domain flips, for the coordination game with
discrete symmetry-breaking. The stationary-path action
lacks interesting structure, but the second-order kernel
for fluctuations becomes interesting, in the case of hid-
den time-translation in Rock-Paper-Scissors. Finally, the
fluctuations feed back through third-order derivatives to
alter the stationary paths themselves, for the canonical
Prisoners’ dilemma.

A. Stationary-point expansions for mean-field flow

equations and large-deviations formulae

Stationary paths of the action S(0) are of two types,
which we will term classical and non-classical. Classical
stationary paths satisfy S(0) ≡ 0. They form a continu-
ous space, and comprise all solutions of the deterministic
evolutionary game equation (60). The property S(0) ≡ 0
implies that the probability of any such path is ∼ 1 to
leading exponential order. Which path is followed thus
depends on boundary conditions. Classical stationary
paths converge on the stationary sets of the replicator
dynamic (rest points, limit cycles, or chaotic attractors).

The non-classical stationary paths are solutions with
S(0) > 0 of locally least action. They represent the most-
probable paths for escape from the stationary sets of the
classical replicator dynamic, and correspond to the eikon-
als in the ray approximation to solutions of the Fokker-
Planck equation [112]. A continuum of the non-classical
stationary paths requires that any such path be anchored
by a boundary condition at the final time in the path in-
tegral (88). In the absence of neutral directions, any
such path will decay exponentially with time before the
final boundary, and thus does not describe persistent,
autonomous dynamics of the population.
An isolated, discrete set of non-classical stationary

paths connects the rest points of the classical replica-
tor dynamic. In the Hamiltonian description, these form
the heteroclinic network [78, 79] of the dynamical sys-
tem. The orbits in this network connect stable rest points
(the ESS) to saddle points, and form the instantons of
the stochastic process. Because they terminate in in-
terior points, any sufficiently-long trajectory may have
an unlimited number of such transitions. They are sup-
pressed at leading exponential order with probabilities

∼ e−S(0)

, which provides the large-deviations probability
for escape. Escapes have finite duration comparable to
the time for diffusion toward stable rest points, and there-
fore may occur as a (Poisson-distributed) “dilute gas” in
any long trajectories. The sum of probabilities from this
distribution of possible escapes determines the character-
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istic lifetime of the stable rest points under perturbation
from non-vanishing fluctuations [27]. We will consider
the trajectories and probabilities of a single escape in
this section, and return in Sec. VIIB 1 to the proper for-
mulation of the Poisson distribution over escapes. The
heteroclinic network of the dynamical system – if one ex-
ists – is important because it describes the autonomous
dynamics of the aggregate population in the regime of
symmetry breaking.
The instantons of the stochastic process resemble those

of equilibrium, but they differ in one important respect,
which affects the interpretation of potentials in these the-
ories. In equilibrium escape problems, trajectories which
are mirror images under time-reversal have the same
probabilistic suppression, and the probability of a tra-
jectory is therefore linked to its form. For irreversible
stochastic processes this association need not hold. Es-
cape trajectories will often approximate (in one dimen-
sion, they will equal) the time-reversed mirror images
of classical diffusive paths. However, extra force terms
in the Freidlin-Wentzell Hamiltonian serve to precisely
cancel the probabilistic suppression of classical diffusion
solutions, while approximately doubling the path contri-
bution (squaring the probability) for escapes.

1. Scaling properties of the stationary-point approximation:
the large-deviations limit and thermodynamics

We noted in Eq. (98) that S = NŜ, where Ŝ is ap-
proximately independent of N as N → ∞. Thus the

large-deviations scaling e−NŜ(0)

of escape probabilities is
exponential in population size, corresponding to the ex-

tensive scaling familiar from equilibrium thermodynam-
ics. Escape represents a shift by a fixed fraction of the
population to a saddle or unstable fixed point. Therefore,

writing e−NŜ(0)

=
(

e−Ŝ(0)
)N

, we see that we may inter-

pret e−Ŝ(0)

as the conditional probability for each indi-
vidual to follow the path to a saddle or boundary point,
given the population state at each point, independent
of the motion of other individuals. Although this scal-
ing thus represents independent motion by individuals,
because it is an essential singularity in the Taylor’s se-
ries expansion in 1/N , it cannot be approximated by any
finite-order expansion of the action as in Eq. (92) [26]. In
this respect, escapes are less probable than all orders of
fluctuations about a rest point, and are inherently missed
by perturbations about the deterministic description.

2. “Kinematic” description of the stationary-point flow
equations, and the shape of the potential

The stationary point condition, if we do not attempt
to incorporate fluctuation corrections, is S(1) = 0, equiv-
alent to vanishing of the first variational derivatives of S.
In coherent-state fields, vanishing first derivative gives

the Hamiltonian “equations of motion”

dφ̄i

dt
= − ∂L

∂φ†
i

(100)

dφ̄†
i

dt
=

∂L
∂φi

, (101)

while in the action-angle variables the same condition
reads

dν̄i
dτ

= − ∂L̂
∂ηi

(102)

dη̄i
dτ

=
∂L̂
∂νi

. (103)

Overbars on partial derivatives indicate that they are
evaluated at arguments φ̄†, φ̄, or their equivalents ν̄,
η̄. The specific forms for derivatives of L (or L̂), used
to compute properties of the examples, are provided in
App. H.
From either Eq. (H2) or Eq. (H9) in the appendix,

we find that φ† ≡ 1, or equivalently η ≡ 0, are always
solutions to the stationary point conditions. From the
forms (91) or (99) for the Liouville operator, it is also
clear that these leave S(0) ≡ 0. It is a general fea-
ture [107] of Freidlin-Wentzell/MSR action functionals
that φ† ≡ 1 ⇔ η ≡ 0 are the stationary values for all
classical stationary paths.
The structure of the Liouville operator reflected by the

classical stationary trajectories is not directly apparent
in coherent-state coordinates, but if we introduce the log-
ratio of flow rates between types j and l,

rjl ≡
1

2
log

(

p̂lj
p̂jl

)

, (104)

it is possible to recast the action-angle operator L̂ of
Eq. (99) in the form

L̂ = 2

D
∑

j=1

j
∑

l=1

√

p̂jlp̂lj [cosh (rjl)− cosh (ηj − ηl − rjl)]

≈ −1

2
(η − η0)

T
m−1 (η − η0) + V (ν) . (105)

The second line of Eq. (105) is an approximate expansion
to second order in η, but keeping all orders in ν. It
is applicable to any Hamiltonian with the form (99)),
induced by single-agent type shifts.
In Eq. (105) we have introduced, at each configuration-

point ν, a function η0 (ν), defined as the maximizer of

L̂ over η, and a kinematic potential V (ν) which is the
maximizing value,

V (ν) ≡ L̂ (ν, η0 (ν)) ≡ max
η

(

L̂ (ν, η)
)

≈ 1

2
ηT0 m

−1η0. (106)
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From the ν̄ equation of motion (102), it follows that
dν̄/dτ = 0 at (ν, η0 (ν)), so we see that η − η0 be-
haves as the kinematic momentum for motion in potential
V (ν). The second line in Eq. (106) follows as a condi-
tion for consistency of the second-order approximation
in Eq. (105), with the condition L̂ ≡ 0 at η ≡ 0. The
potential for the coordination game is shown in Fig. 3 of
Sec. IVA.

The final term in Eq. (105), which behaves as a matrix
whose eigenvalues are the inverses of the masses in this
system, will be the source of Langevin noise in action-
angle coordinates,

m−1
ij (ν) ≡ − ∂2L̂

∂ηi∂ηj

∣

∣

∣

∣

∣

ν,η0(ν)

. (107)

From the second line in Eq. (98) for the action, and the

approximation (105) for its Hamiltonian L̂, it is clear that
this decomposition is the standard Hamilton-Lagrange
decomposition familiar from mechanics, except for a term
η0∂τν, which arises because the canonical momentum η
is offset from the kinematic momentum η − η0. This
term often exercises little influence on trajectories, but
it is responsible for the asymmetry in the value of S(0)

between the classical and non-classical solutions.

App. I develops the kinematic description of stationary
solutions, their relation to the contours of integration for
η in the path integral, and the evaluation of the instanton
probability S(0) on escape trajectories.

3. Conservation laws and non-classical stationary points

The expression of the large-deviation properties of
complex stochastic processes in terms of a determinis-
tic Hamiltonian dynamical system is already a remark-
able simplification. However, the heteroclinic network of
a general dynamical system may still be complicated to
extract. The heteroclinic orbits are saddle points, so that
numerical integration along them (with real η and real
ν) is generally unstable. Therefore it is useful to further
restrict the space of possible solutions using the conser-
vation laws of the Hamiltonian system. Doing so leads
to a topological characterization of the heteroclinic net-
work, and provides efficient steepest-descent algorithms
to identify the orbits.

For Markovian systems of the kind we have con-
structed, two continuous symmetries always exist, which
imply the existence of two conserved quantities by
Noether’s theorem [113]. First, in the Liouville opera-
tor (105) only differences ηj − ηl arise, implying that
global shifts of all ηi by a constant is a symmetry of
the Hamiltonian. These shifts affect the diagonal com-

ponent of η, (1/D)
∑D

i=1 ηi, which appears in Eq. (98)

for S only in the term
∑D

i=1 ηidνi/dτ . The conjugate
Noether charge, conserved along all stationary paths, is

precisely the total number of agents73

d

dτ

(

D
∑

i=1

νi

)

= 0. (108)

The other global symmetry is any shift of τ by a con-
stant, reflecting the stationarity of the transition prob-
abilities in the Markov process. The conservation law
implied by this symmetry is of the Liouville operator it-
self,

dL̂
dτ

= 0, (109)

which follows also from the equations of motion as74

dL̂
dτ

=

D
∑

i=1

(

∂L̂
∂νi

dν̄i
dτ

+
∂L̂
∂ηi

dη̄i
dτ

)

. (110)

We may use these conservation laws to restrict the
manifold of possible stationary paths as follows: We
have observed that all classical stationary paths satisfy
η ≡ 0 ⇒ L̂ = 0, and that these paths terminate in the
stable set of the replicator dynamic. Although the stable
set is strictly singular in the ν simplex, actual trajectories
involving escapes merely pass arbitrarily near the stable
set, for arbitrarily long time intervals [27]. Thus they are
formally continuous with the classical stationary paths,
and satisfy the condition

L̂ = 0 (111)

at all times.
Referring to Eq. (105) – with the approximate form

providing intuition – the set of solutions L̂ = 0 at any ν̄
is topologically a (D − 2)-sphere in η, centered approx-
imately at η0. At rest points, η0 → 0 and the (D − 2)-
spheres pinch off. Therefore all stationary paths, whether
classical or non-classical, lie within a fiber bundle of
(D − 2)-spheres on the base space

∑

i νi ≡ 1, and thread

73 Because this symmetry was built in from the beginning, we have
factored out the scale parameterN to define the field ν. Eq. (108)
verifies that this rescaling step is consistent with the dynamics.
In a pedantic treatment we could have worked in the original
fields n, in which case the conserved quantity would have been
∑

i
ni. It is important to understand that the conservation

law (108) reflects a non-trivial aspect of the dynamics, and is
not the same as tautological conservation of the sum of normal-
ized population fractions built into the deterministic replicator
equation.

74 We present both conservation laws as properties of the deter-
ministic paths of the Hamiltonian dynamical system. In general,
when such paths arise as stationary points within a functional
integral, they reflect a larger symmetry associated with shifts in

the dummy-variables of integration. (These are the fields
(

φ†φ
)

or (η, ν).) The expression of the symmetry by shifts of vari-
ables of integration, in the correlation functions of the theory,
are known as its Ward identities [114].
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through the pinched fibers at the rest points. App. I 2
uses these properties of the L̂ = 0 manifold to efficiently
converge to the heteroclinic orbits by gradient descent.
The resulting escape trajectory for the coordination game
is shown in Fig. 19.
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FIG. 19. The result of the steepest-descent method, devel-
oped in App. I 2, gives the most-probable trajectory for escape
from the stable ESS in the game of Fig. 2. The heavy curve is
the escape trajectory, which differs slightly from the contour
of slowest flow (convergence of the thin lines) of the classical
stationary trajectories. Plotted below is the numerical value
of η · ν̇ along the escape contour. Abscissa is rescaled time
τ , and the integral of

∫

dτ η · ν̇ = Ŝ, which here evaluates to
0.1123.

By Eq. (111), we also see that the only contribution

to S(0) comes from the “kinetic” term
∑D

i=1 ηidνi/dτ .
The value of this quantity, along the escape trajectory,
is plotted inset in Fig. 19. The integral under the curve
is the rate function [33] Ŝ(0) for the escape probability,
which is the inverse log-residence time at rest points.

B. The Gaussian approximation for fluctuations,

correlation functions, and corrections to mean-field

dynamics

We now turn to effects associated with the Gaussian
fluctuation kernel e−S(2)

. We first consider the distinc-
tive form of this kernel associated with all MSR field
theories, which expresses causality, and also determines
the correct structure for Langevin approximations. We
then consider the divergence of fluctuations at the criti-
cal points for symmetry breaking, first in the uniform and
then in the ordered phase. For brevity we will only de-
velop the Rock-Paper-Scissors game; the case of discrete
symmetry breaking in a system similar to the coordina-
tion game is developed in Ref’s. [82, 115]. The emergence
of Brownian motion along the limit cycle in RPS leads to
a more general discussion of time-translation symmetry,
which allows us to compute the formal sum over instan-
tons, completing the discussion of non-classical station-
ary points in the preceding section.

1. The tri-diagonal form and causality

We observed in Eq. (107) that the Hessian of L̂ de-
fines an effective-mass tensor for real-valued excursions
of η − η0 in the non-classical stationary paths. About
any stationary path, the remaining fluctuations of η must
generally be rotated to an imaginary contour, which
is the stable contour of integration for the path inte-
gral (88). In this section we consider the effects associ-
ated with fluctuations along the rotated contour, whose
imaginary part is analogous to the kinematic momen-
tum in the real potential of a finite-temperature Hamil-
tonian system [27]. The imaginary parts may be used di-
rectly, to compute an “imaginary Langevin equation”, or
they may be integrated out, to form an action involving
only the fields ν and their time-derivatives, known as the
Onsager-Machlup action [116]. In App. J 1 we develop
a third formulation, which uses a Hubbard-Stratonovich
transformation to produce the conventional, real-valued
Langevin equation. Whatever approach is used, the
quantities controlling the rate of injection of noise, and
its rate of damping, are the second partial derivatives
that make up S(2).
We will emphasize the distinctive “tri-diagonal” form

of S(2), whose meaning was first clearly understood by
Keldysh [103] in the context of quantum mechanics, but
which enforces certain constraints on all orders of fluctu-
ation corrections in either classical or quantum Hilbert
spaces [107]. We consider only expansions about the clas-

sical backgrounds,
(

φ†, φ
)

=
(

1, φ̄
)

+
(

φ̃, φ′
)

, which are

sufficient to demonstrate the method and are computa-
tionally simple. The tri-diagonal form comes from the
ability to organize all non-vanishing terms in S(2) into
the bilinear form
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S(2) =
1

2

∫

dt
D
∑

i,j=1

[

φ′
i φ̃i

]





0 −δijdt +
∂2L

∂φi∂φ
†

j

δijdt +
∂2L

∂φ†

i
∂φj

∂2L

∂φ†

i
∂φ†

j





[

φ′
j

φ̃j

]

. (112)

The zero in the upper-left corner arises because φ† ≡ 1

causes vanishing of all terms at order (φ′)
2
. This prop-

erty is preserved even if fluctuation corrections are in-
corporated back into the average dynamics to any or-
der, because it is an expression of causality of the dy-
namics [107]. In any Gaussian integral with such a tri-

diagonal kernel, the expected covariance of fields φ̃, φ′

(the matrix inverse of the kernel), also has tri-diagonal
form,

〈[

φ′

φ̃

]

t

[

φ′ φ̃
]

t′

〉

=

[

DK
t;t′ DR

t;t′

DA
t;t′ 0

]

. (113)

The D matrices are the Green’s functions of the func-
tional integral, which are the propagating waves of re-
sponse to pointlike sources. DA and DR describe, respec-
tively, the time-Advanced and time-Retarded responses
of φ′ to φ̃. DK is the correlation function for fluc-
tuations φ′. From standard methods of matrix inver-
sion [104, 107], it follows that the retarded and advanced
Green’s functions in the continuous-time limit satisfy the

equations
(

dtδij +
∂2L

∂φ†
i∂φj

)

DR
j,t;m,t′ ≡ δimδ(t− t′) (114)

(

−dtδij +
∂2L

∂φi∂φ
†
j

)

DA
j,t;m,t′ ≡ δimδ(t− t′) . (115)

Their solutions are, respectively,

DR
t;t′ = θ(t− t′) T exp

{

−
∫ t

t′
dz

∂2L
∂φ†∂φ

∣

∣

∣

∣

∣

z

}

(116)

DA
t;t′ = θ(t′ − t) T −1 exp

{

−
∫ t′

t

dz
∂2L

∂φ∂φ†

∣

∣

∣

∣

∣

z

}

=
(

DR†
)

t;t′
.

(117)

Here T and T −1 denote forward and reverse time-

ordering operators on their respective exponential inte-
grals, defined so that for a general time-dependent matrix
Az,

75

T exp

{

−
∫ t

t′
dz Az

}

≡ lim
dz→0

(1− dzAt) (1− dzAt−dz) · · · (1− dzAt′) (118)

T −1 exp

{

−
∫ t′

t

dz Az

}

≡ lim
dz→0

(1− dzAt) (1− dzAt+dz) · · · (1− dzAt′) . (119)

The correlation function DK , named after
L. D. Keldysh, has a formally simple relation to
the retarded and advanced Green’s functions due to the
tri-diagonal kernel. Its general solution can be written

DK
t;t′ = DR

t;t′Mt′ +MtDA
t;t′ , (120)

in terms of a time-local matrix M satisfying

dtM +
∂2L

∂φ†∂φ
M +M

∂2L
∂φ∂φ†

= − ∂2L
∂φ†2

. (121)

We have shown elsewhere [104] that Eq. (121) is an ex-
pression of the fluctuation-dissipation theorem, in which

75 In equations (116,117) and in what follows, it is necessary to
explicitly time-order as it was not in the original quadrature (82)
of the Liouville equation, because L̄ depends on the background
φ̄, which may be a function of time.

dissipation comes from the terms ∂2L/∂φ∂φ† and its
conjugate, and the fluctuation source from the term

∂2L/∂φ†2.
Because the diffusion kernels in equations (116,117)

may have zero eigenvalues, we must generally integrate
Eq. (121) over finite rather than infinite times, so that
the solution for M at two different times t′′ and t > t′′

obeys the relation

Mt = DR
t;t′′Mt′′DA

t′′;t −
∫ t

t′′
dzDR

t;z

∂2L
∂φ†2

∣

∣

∣

∣

∣

z

DA
z;t. (122)

Then, completing the solution to Eq. (120), a similar
relation for DK at (t, t′) both > t′′, is

DK
t;t′ = DR

t;t′′Mt′′DA
t′′;t′ −

∫ min(t,t′)

t′′
dzDR

t;z

∂2L
∂φ†2

∣

∣

∣

∣

∣

z

DA
z;t′ .

(123)
In equations (122,123), the positive eigenvalues of the

kernel ∂2L/∂φ†∂φ damp out correlations from earlier
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times, while the noise kernel −∂2L/∂φ†2 continuously
contributes new fluctuations, as it does in the Langevin
formulation of App. J 1. For damped fluctuations, the
finite-time integral (122) converges exponentially to the
infinite-time integral. In the case where the diffusion ker-
nels have zero eigenvalues, the undamped fluctuations
accumulate linearly in time as Brownian motion.
As we will show below, all time-dependent stationary-

path solutions lead to zero eigenvalues of ∂2L/∂φ†∂φ.
Most of these will not concern us, as they result from
transient relaxation of initial conditions, and cannot lead
to universal or persistent fluctuation effects. The two
cases that will concern us are the limit cycle of RPS,
in which time dependence persists indefinitely, and the
transient instanton solutions of the coordination game,
for which removal of the apparent fluctuations leads to
the correct measure for the dilute-gas instanton sum.
The fluctuation at equal times, 〈φ′

tφ
′
t〉, which will be

useful for studying corrections to the mean replicator
equations, is a degenerate case of the Keldysh correla-
tion function,

DK
t;t → Mt. (124)

2. Example: divergence of fluctuations about the uniform
background near a critical bifurcation in Rock-Paper-Scissors

Critical bifurcations in the deterministic replicator will
generally be associated with divergences in one or more
modes of the fluctuation correlation function (124). Here
we compute these for the cyclically symmetric Rock-
Paper-Scissors game of Sec. IVB, beginning with the uni-
form background.
Recall that the critical bifurcation in RPS occurs when

the steady-state radius r solving Eq. (34) first takes
nonzero real values. App. J 2 provides specific forms for
the partial derivatives of L appearing in the Green’s func-
tion and noise source. In particular, Eq. (J13) shows that

the two eigenvectors of ∂2L/∂φ†∂φ have real parts pro-
portional to −r2, which pass through zero linearly in a−b
at the critical point.
For the time-independent uniform background, the

time-ordered exponentials become simple exponentials,
and the integrals for DK may be solved by diagional-
ization. The resulting expression for the φ′ correlation

function becomes

〈φ′
iφ

′
l〉t = N

[

3
(

ā+ b−a
2

)

− 2(b−a)
D

]

∣

∣a− b− 2D2

N

∣

∣

(

δil −
1

D

)

. (125)

This is a typical result for Gaussian fluctuations about
a mean-field background: a divergence proportional to
1/ |a− acrit|, where a is a control parameter and acrit its
value at the bifurcation, in this case b+ 2D2/N .
3. Time translation of classical solutions and the Goldstone

theorem for transients and large deviations

Next we consider the spectrum of fluctuations in RPS
in the ordered-population regime. For any stationary
path of S, if φ†(t), φ(t) is a solution so must be φ†(t− δt),
φ(t− δt), for any finite δt. The resulting variation δS
must vanish identically, and we may expand the terms
in δS in a power series in δt, with the coefficient of each
power required to vanish independently. For classical sta-
tionary points (the only cases we will consider explicitly),
the leading term in δt yields the result known as Gold-

stone’s theorem for the inverse of DR,

0 =

D
∑

j=1

(

δij
d

dt
+

∂2L
∂φ†

i∂φj

)

dφ̄j

dt
. (126)

Here φ̄ is the background satisfying S(1) = 0. The math-
ematical statement of Goldstone’s theorem, in terms of
representations of symmetry, is that the generator of the

symmetry hidden by the background (in this case, time
translation, or d/dt), acting on that background, must
produce a fluctuation with zero eigenvalue in S(2).

The expression (123) for DK is solved in App. J 3 in
action-angle fields. For ordered populations near the crit-
ical point, the limit cycle is approximately circular, and
the symmetry axes for fluctuations are well approximated
by polar coordinates in ν. More general cases or more
complex limit cycles may be treated with a Floquet anal-

ysis, as demonstrated in Ref’s. [80, 81]. Letting r be
the radial coordinate on the ν-simplex, and θ the angle
about the uniform population that gives the “phase” on
the limit cycle, and expanding each of these in terms of
a background

(

r̄, θ̄
)

and fluctuations (r′, θ′), the leading
small-r̄ solution to Eq. (123) is taken from Eq. (J38), as

〈[

r′

r̄θ′

]

[

r′ r̄θ′
]

〉

t

→
[

0
1

]〈[

r′

r̄θ′

]

[

r′ r̄θ′
]

〉

t′

[

0
1

]

+

(

ā− a− b

3
+

1

N

)

[

D
2N

1
∣

∣a−b− 2D2

N

∣

∣

t− t′

]

+O
(

R̄
)

.

(127)

The Goldstone mode is the tangential coordinate r̄θ′, in
which noise accumulates linearly between any two times

t and t′. Fluctuations in r′ are mean-regressing and ac-
cumulate to a distribution of finite width. This width
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diverges on approach to the critical point from the or-
dered phase.
The divergence of the radial fluctuations in Eq. (127)

is exactly half as large as its mirror image about the uni-
form background, given in Eq. (125). This is an immedi-
ate consequence of the symmetry of the trace of the dif-
fusion kernel about the critical point, shown in Eq. (J9)
in the appendix. About the uniform background, by
isotropy, a complex conjugate pair of eigenvalues is re-
sponsible for what have been termed quasi-cycles in the
noise spectrum [117]. Under the transformation to the
Frenet frame on the limit cycle [80], the eigenvalues be-
come real, one of them exactly zero. Hence the other (the
radial damping rate) is continuous with the sum of real
parts of the eigenvalues in the uniform phase, leading to
twice the damping that either does alone.
With these results we have illustrated the main fea-

tures of Goldstone’s theorem for stochastic processes.
The first is the linear accumulation of Brownian noise,
which governs the relaxation of any initial population
state toward the uniform distribution over the limit cy-
cle at late times, restoring the time-translation symmetry
of the underlying dynamics. We recognize that the clas-
sical solution – which fails to account for decoherence –
should be regarded as the leading-order term in a condi-

tional expectation, conditioned on the population state
at some reference time. Conditioning breaks ergodicity
of the stationary distribution, and the conditional corre-
lation may be analyzed to reveal quite intricate structure
of fluctuations about the limit cycle [80, 81]. Our second
result is the quantitative relation between this rate of
decoherence and the width of the distribution for mean-
regressing fluctuations. Our third result is the “conser-
vation” of the rate of damping across the critical tran-
sition, which causes the damped fluctuations in the or-
dered phase to regress more strongly (because there are
fewer of them) than their counterparts about the uniform
population background.

4. Fluctuations about non-classical stationary paths, and
the continuous sum over instantons

The same observations that lead to the Stochastic
Goldstone theorem for the limit cycle of RPS apply also
to the non-classical stationary paths giving escape tra-
jectories in the coordination game. Like the background
of the limit cycle, instanton paths are time-dependent,
and must create a zero-eigenvalue fluctuation. Unlike the
limit cycle, individual instantons have effectively finite
duration, and so do not accumulate Brownian noise for-
ever. Instead, they do something more subtle [27]: they
introduce into the fluctuation spectrum an apparently-
divergent eigenvector. The resolution of the paradox
of this divergence is that this direction of fluctuations
should not be integrated along the imaginary contour,

but rather should be retained within the real contour of
deformations of η, converting a näıve discrete sum over
multiple instantons into an integral over their positions as
well. The fluctuation corrections to non-classical station-
ary paths thus bring together both roles of the Hessian
of L̂, as effective-mass matrix and as noise source.
The identification of the correct instanton sum goes

as follows: to ensure a convergent expansion in Gaus-
sian moments [26, 27], the separation of the action from
Eq. (92) should be made about each stationary back-
ground φ̄†, φ̄, so that the generating functional (88) be-
comes a sum

(0| e
∑

m
am |ΨT ) =

∑

φ̄†,φ̄

e−S(0)

∫ T

0

Dφ̃Dφ′e−(S−S(0))e(φ
†

0−1)(n̄−φ0).(128)

Each S(0) is to be evaluated at the appropriate back-
ground, which may contain one or many instantons, and
the integral is to be left with only convergent Gaussian
moments about that background.
The formal sum in Eq. (128) includes a discrete count

over the number k ∈ 0, . . . ,∞ of escape events, and
for each k the full set of allowed solutions must con-
tain the integral over all possible time-ordered positions
{t1, . . . , tk} for the event centers. Since this integral adds
to each background φ̄†, φ̄ its time derivative, it already
includes the zero-eigenvalue mode of fluctuations, which
therefore must not be redundantly included in the Gaus-
sian integral. The time-derivative of the escape path is
a finite and hence normalized mode, so that the individ-
ual integrals over ti differ from the component dφ̃ dφ′ for
the zero-eigenvalue mode only by a normalization, which
we denote tesc. Denoting the functional measure with-
out the zero-eigenvalue mode as D′φ̃D′φ′, we have for a
single escape

∫ T

0

Dφ̃Dφ′ =

∫ T

0

dt

tesc

∫ T

0

D′φ̃D′φ′. (129)

(For methods to compute this normalization constant,
see Ref. [27], Ch. 7, App. 2.)
Because the functional measure was defined by

Eq. (89) as a product, the normalization for removal of
a fluctuation with k escapes is simply tkesc. Similarly, the
value of S(0) for a k-escape trajectory is k times that for

a single escape, which we denote S
(0)
esc . The geometric

restriction that escapes happen in order may be simpli-
fied by introducing the time-ordering operator T , as was
used to define Green’s functions, this time applied to an
unrestricted integral over the times of the escape events.
One then divides by the factor k! by which a product of
unrestricted time integrals overcounts the configuration
space for sequential escapes. The result is that a fully
regular expansion of the generating functional including
all escapes may be written
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(0| e
∑

m
am |ΨT ) =

∞
∑

k=0

e−kS
(0)
esc

k!
T
∫ T

0

dt1
tesc

, . . . ,

∫ T

0

dtk
tesc

∫ T

0

D′φ̃D′φ′e−(S−S(0))e(φ
†

0−1)(n̄−φ0). (130)

The mean-regressing fluctuations in the remaining Gaus-
sian integral of Eq. (130) will be finite, and away from
the critical point will lead to at most polynomial correc-
tions to the exponential prefactors. Therefore the factors

e−S
(0)
esc and integrals over ti collapse to an exponential

sum of the form

e−rescT ,

in which the escape rate is given by

resc =
e−S

(0)
esc

tesc
. (131)

The correction of the Gaussian measure was the step
needed to relate the dimensionless probability term

e−S
(0)
esc to a rate by defining the characteristic timescale

tesc over which fluctuations sample the basin of attrac-
tion. Because tesc depends at most polynomially on N ,

S
(0)
esc ≡ NŜ

(0)
esc defines the leading exponential dependence

of the escape rate on N . The coefficient Ŝ
(0)
esc is given, for

example in the coordination game, by the integral shown
in Fig. 19.
Escapes from domains of attraction, in systems whose

population states break a discrete symmetry, have a sim-
ilar effect to Brownian motion around the limit cycle for
systems that break time-translation. They cause condi-
tional expectations on the short term to relax toward the
ergodic distribution over population states at late time,
restoring the expression of the hidden symmetry. Both
may be used as probabilities of elementary transitions in
a coarse-grained description, in which populations be-
come the elementary entities. The calculations made
tractable by Freidlin-Wentzell theory therefore provide
the needed connection between individual-level dynam-
ics, and the aggregated dynamics of emergent entities
ensured by hidden symmetries on slower timescales.

5. Fluctuation-induced corrections to average dynamics,
and the evolutionary entropy

Our last fluctuation effect concerns corrections to the
mean stationary paths, in models that contain neutral
directions.
S(2) is the correct kernel for Gaussian fluctuations, on

the background identified by S(1) = 0, only if S(3) and
higher-order terms in the Taylor’s series for the action do
not on average produce values linear in φ̃ or φ′, in the
distribution that they themselves help shape. If this ap-
proximation is not good enough, rather than use Eq. (92),
e−S in the generating functional (88) can be expanded as

e−S = e−(S
(0)+S(2))

(

1− S(1) − S(3) + . . .
)

. (132)

The expansion is initially performed about a general

background, which is then chosen so that the linear terms
in the parenthesis vanish on average. For corrections
to classical stationary points where φ̄† ≡ 1, the iden-
tification of self-consistent backgrounds is particularly
easy. For all backgrounds φ̄, S(0) ≡ 0, and the only
non-vanishing term in S(3) leads to the correction to the
equation of motion for φ̄,

dφ̄i

dt
+

∂L
∂φ†

i

+
1

2

D
∑

m,n=1

∂3L
∂φ†

i∂φm∂φn

〈φ′
nφ

′
m〉 = 0. (133)

The fluctuation strength 〈φ′
nφ

′
m〉 is given by the equal-

time correlation function in equations (113,122,124),
computed about the background φ̄. The forms for the
derivatives of L required to evaluate Eq. (133) are pro-
vided in App. H 1.
Stationary paths of the form (133) are the min-

ima of a function of the background fields known as
the effective action. Effective actions are computed
by first introducing time-dependent sources into the
path integral (88) to produce a moment-generating func-

tional, whose logarithm is called the cumulant-generating

functional. The functional Legendre transform of the
cumulant-generating functional is the effective action. In
quantum field theory, this functional (of classical back-
ground fields) is known as the quantum effective ac-

tion [47]. It is the basis for a wide variety of background-
field methods, and renormalization schemes based on
them. We have termed its counterpart for classical
stochastic processes the “stochastic effective action”, and
developed its role in large-deviations theory and a ther-
modynamics of histories in Ref. [34]. The stochastic ef-
fective action is also known in Freidlin-Wentzell theory
as the quasipotential [36], because it is a path-space gen-
eralization of the equilibrium (Helmholtz or Gibbs) free
energy. Usually S(0) is used as a leading approximation
to the quasipotential.
The arguments of the stochastic effective action are the

leading-order summary statistics for the correlation func-
tions of Markovian stochastic processes. Elegant graph-
ical methods exist [47] for defining and computing the
cumulant-generating functional and effective action, but
to leading order in this problem, the only result is a shift
in the Liouville operator to

Leff = L+
1

2

D
∑

m,n=1

∂2L
∂φm∂φn

〈φ′
nφ

′
m〉+ . . . . (134)

We will not attempt to compute here the corrections
to dynamical stationary paths, which require the evalua-
tion of time-ordered exponentials about dynamical back-
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grounds in the solution (123) for 〈φ′
nφ

′
m〉. We will com-

pute corrections to asymptotic steady states, by solving
Eq. (133) for the flow to fixed points, but evaluating both
derivatives of L̄ and 〈φ′

nφ
′
m〉 as if the backgrounds were

constant. The resulting flow will deviate from the true
fluctuation-corrected equations of motion, but will con-
verge to it in neighborhoods of the fixed points where
change of the true backgrounds becomes slow.
The fluctuation corrections in stochastic evolutionary

games have the same origin as the entropy corrections
in thermodynamics, which distinguish internal energies
U from free energies U − TS [75]. Averaging a Gibbs
function e−H/kBT (where H is the Hamiltonian), in an
ensemble whose fluctuations are governed by H, yields
the partition function e−F/kBT . In the Freidlin-Wentzell
sum over histories, L is the Hamiltonian, and its self-
consistent average is Leff.
To make this correspondence more explicit, notice

that, in the generating functional (88), if all values
(

φ†, φ
)

are integrated except those at a single time, the
remaining integral defines a density over a single set of
coherent-state fields,

1 =

∫ T

0

Dφ†Dφ e−Se(φ
†

0−1)·(n̄−φ0) ≡
∫

dDφ†
t d

Dφt

πD
Wφ†

t ,φt
.

(135)
Wφ†

t ,φt
is called theWigner function corresponding to the

probability density ρn at time t. It is the distribution
over the continuous, but overcomplete, set of coherent-
state indices at a single time which gives the equivalent
weight function to the one given by ρn for number states.
At late times in a system whose stationary paths con-
verge to a stable rest point, both ρn and Wφ†,φ become
t-independent. The stationary-path condition computed
by varying the stochastic effective action, with time-
independent backgrounds, simply equals the average of
the classical stationary-path condition in the Wigner dis-
tribution for fluctuations about that average:

∂Leff

∂φ†
i

≡ ∂L
∂φ†

i

+
1

2

D
∑

m,n=1

∂3L
∂φ†

i∂φm∂φn

〈φ′
nφ

′
m〉

=

∫

dDφ†dDφ

πD
Wφ†,φ

∂L
∂φ†

i

. (136)

All the low-order approximations that have been de-
rived here for coherent-state fields have counterparts in
action-angle variables, and specific forms are provided in
App. H 2. The corrections to the rest points due to these
fluctuations are shown above in Fig. 17. A comparison
of the analytic expression (133) for the rest points, to es-
timates from the numerical Prisoners’ dilemma, is shown
in Fig. 18.
We have thus shown how fluctuations in a model, de-

fined at the individual level with parameters that re-
flect the actual individual interaction strengths, gives
rise to a best-fit description at the population level with
shifted parameters, even for infinite populations. As for

the microscopically-defined L, Leff may be decomposed
into fitness and transmission terms according to the re-
gressions of the Price equation, and these will specify a
normal-form game and mutation matrix. The parame-
ters in those functions will not be the ones directly expe-
rienced by agents, but we have shown how the relations
between the two may be systematically computed.

VIII. DISCUSSION AND CONCLUSIONS

In this review we have introduced a full course of
stochastic-process methods for evolutionary games. We
have covered the definition and estimation of game mod-
els, methods of analysis, the roles played by collective
fluctuations, and a fairly broad and representative set
of cases in which fluctuations can cause the stochastic
formulation to differ in important ways from näıve de-
terministic approximations.
Among the many modern approaches to non-

equilibrium stochastic processes, we have empha-
sized the generating-function methods of Freidlin and
Wentzell [36], because these provide a particularly direct
representation of dynamics. They not only do what we
might expect from a stochastic extension of mean-field
models – offering a way to pass from the dynamics of
microscopic entities (players) to the dynamics of collec-
tives (populations) – the Freidlin-Wentzell methods also
reduce a wide range of rather complex problems of sta-
tistical inference to questions about dynamical systems
with heteroclinic networks [34]. The ability to represent
the conditional dependence of past states on future ob-
servations, in terms of conjugate “momenta” to the pop-
ulation variables of interest, has traditionally been one of
the more mysterious features of functional-integral repre-
sentations of generating functions [106]. Once it is under-
stood, it is also one of the most practically useful, and it
is the reason Freidlin-Wentzell theory is most often used.
A few aspects of our review contain new approaches,

as far as we know. We have included an explicit map be-
tween the abstract Hilbert spaces of Doi [37, 38], and the
more conventional analytic generating functions and op-
erators that act on them [111]. We feel it is important to
understand which aspects of Freidlin-Wentzell/Doi-Peliti
theory are driven by the operator algebra and superposi-
tion (in other words, by the way counting is performed),
and which aspects depend on the choice of a Hilbert space
within which the operators act. If these methods can be
divorced from the connotation of “quantum field theory
methods”, and understood in terms of counting and lin-
ear algebra, perhaps opportunities to use them can be
more widely recognized.
At a technical level, our use of action-angle variables,

the kinematic potential, the fiber-bundle topology of the
space of classical solutions, and efficient gradient-descent
methods for extracting stationary points, are features we
have not seen before. We believe they make the analy-
sis of the Freidlin-Wentzell Hamiltonian dynamical sys-
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tem both technically easier and more intuitive. We hope
that these additions will lower the barrier to wider use of
stochastic process methods for evolutionary games, not
for their own sake, but because we consider stochastic-
ity fundamental to a clearer formulation and use of game
models.

Reconceiving fundamental concepts in statistical terms

A very large literature now exists for technical methods
of solution of evolutionary game models [6]. From these
methods, we have selected those for this review, which we
feel have most relevance to the conceptual foundations of
evolutionary game theory, and its use as a framework
for scientific reasoning. We have tried to argue for a
thoroughgoing interpretation of the concepts of agents
and interactions as effective quantities, defined through
statistical inference, and interpretable interchangeably as
primitive quantities or as collectives. We have attempted
to present this point of view as the natural completion
of changes of perspective that are already under weigh in
evolutionary theory.
Our two main points of departure have been the clear

formulations of multilevel selection already prevalent in
population genetics [18, 55, 56], and the Price equation’s
emphasis on regression and estimation. The reification
of the gene as a sequence of DNA is already deeply in
retreat in molecular biology.76 In its place, the gene is
being reconceived in statistical terms, which require that
the scale of aggregation be specified. The coarse-graining
of genic descriptions then no longer has a single privileged
scale. With respect to any decomposition into genes,
we expect that certain multi-locus associations will also
arise as natural units of selection. What has become in-
escapable in molecular biology – where the gene could for
the longest time have been viewed as having a privileged
scale and material instantiation – is even more compelling
in cultural or other evolutionary settings, where a priv-
ileged set of natural units of selection has always been
much harder to defend.
The statistical, scale-dependent conceptualization of

units of selection is in keeping with the Price equation’s
flexibility and openness to arbitrary summary statistics
as predictors of fitness. By defining evolutionary-game
models as low-order estimators in a polynomial expansion
for frequency-dependent fitness, we have emphasized that

76 It must be admitted that the original notion of the transcribed
exon as an essentially non-recombining unit remains hugely im-
portant to genome dynamics, and that it provides a natural cor-
relation length and a decomposition of chromosomes into blocks
that is still their statistically strongest feature. At the same time,
this correlation length derives primarily from the protein folding
domain – a unit of physical structure – which is a developmental
characteristic external to genomics, and more informative about
the dynamics of catalysts than about regulation, which is the
concern of much of modern genomics.

the player roles and interactions in a game are neither
more nor less precisely defined than any summary statis-
tic in the Price equation. To show how the regression
estimates in the Price equation may be applied to dy-
namical, mechanistic processes, we have used the frame-
work of extensive-form games to define natural “genic”
loci and interaction terms [15], in some of our examples.
Inter-ply interactions within extensive-form games natu-
rally take on interpretations of signaling that can be used
to coordinate repeated moves, and they provide models
of epistasis in development and interaction through the
group state of the population, which require regressions
on associations of genes.
The idea that all entities and interactions should be un-

derstood as summary statistics is what we have called an
effective theory point of view. The definition of all models
as effective theories, perturbed by fluctuations, together
with analysis of their stability under scale changes, pro-
vides tests of the robustness of both model estimation
and model predictions.
We have introduced symmetries as the formal concept

that unifies game models in a precise way, at the same
time as the parameters governing interaction strengths
and sometimes even the active degrees of freedom, change
with scale. To demonstrate the classification of models
by symmetries, and to show how dynamics can change
the representations of symmetry, we have demonstrated
cases of discrete and continuous symmetries, classical and
glassy symmetry breaking, and the restoration of symme-
tries over long times by the dynamics of collectives. We
have shown how collective fluctuations, omitted in de-
terministic approximations, can lead to population-level
hopping dynamics at exponentially longer timescales
than the generation time in cases of discrete symmetry
breaking, to the creation of noisy clocks in cases of con-
tinuous symmetry breaking, or to a leading-order shift
between the individual-level and population-level regres-
sion coefficients in the case of an exogenously imposed
symmetry.

Solution concepts beyond the distinction between adaptation
and prediction

Most of our analysis has concerned games that arise as
a representation of frequency-dependent fitness in evolu-
tionary dynamics. We have been driven to this restric-
tion, because evolutionary games are defined by finitely-
generated solution concepts that we know how to ana-
lyze, in contrast to strategic games, for which solution
concepts may involve arbitrarily complex computations.
However, at some level, we consider the separation be-
tween evolutionary and strategic game theory artificial.
Where possible, we have stressed common questions that
arise in both fields, and we have provided explicit maps
between evolutionary solutions and solutions to the “folk
theorems” of strategic game theory.
The most important common question addressed in
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both domains is the importance of repeated interac-
tions, at any of several scales. The games in our ex-
amples provide for coupling between two adjacent scales,
which we have termed “ontogenetic” and “generational”.
They correspond roughly to repeated stage-game play
within an extensive form, and population dynamics in
the stochastic replicator.
We have argued that both the “evolution of coopera-

tion” and the strategic notion of “repeated play” are most
clearly understood as analogies to the problem of emer-
gent long-range order, which is opposed by the short-
range disordering tendency of the central limit theorem.
The difficulty of truly overcoming the central limit theo-
rem leads to fragility in most forms of long-range order,
which we have seen in the repeated Prisoners’ Dilemma
when perturbed by trembles or crossover. Conceptually
distinguishing short-range from long-range effects also al-
lows us to see that asymmetric strategies, such as Win-
Stay/Lose-Shift, do not actually address the problem of
forming long-range order, but instead substitute a qual-
itatively different problem of the competition between
two forms of short-range order (in the payoffs and in the
stubbornness of the strategy itself independent of pay-
offs).
Ultimately, we wish to see the notion of “solution con-

cept” [12, 23, 59] generalized and made dynamical and
constructive. In that rendering, the difference between
evolutionary and strategic concepts is between adapta-
tion and prediction, which is based on internal models.
Surely real solutions to actual games draw on both ele-
ments. In the most interesting cases, the way they inter-
act is itself part of the solution.
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Appendix A: Computations of relatedness and

effective fitness for models with bifurcations

1. Emergence of an “effective” gene fitness from

the pitchfork bifurcation

To give an example of a component of effective fitness
that emerges in long-term regressions as a result of tran-
sient relatedness, we consider the coordination game of
Sec. IVA. For this model, the time-segregating coun-
terpart to Hamilton’s rule, developed in Sec. III C, is as
similar as possible to Hamilton’s rule in a spatial model
with two patches. The dynamics of ordered populations
in the coordination game may be described by a two-state
Markov process, with symmetric and time-independent
probabilities of “hopping” between them, over any time
intervals longer than a typical escape time. Therefore the
time average of Eq. (19), for the population composition
in which an individual finds itself, decomposes into a set
of uncorrelated states on the generational scale, which
could as well be spatial islands as sequential snapshots
in time.

a. Simplex coordinates and rest points of the replicator
dynamic with mutation

We first provide an explicit basis in which to represent
the population fractions of the three types Left, Right,
and M iddle. We denote by (ê0, ê1, ê2) the three basis
vectors

ê0 ≡ 1√
D





1
1
1



 ; ê1 ≡ 1√
D − 1





1
−1
0



 ; ê2 ≡ 1
√

D (D − 1)





−1
−1
2



 , (A1)

the last two of which form an orthonormal basis in the
simplex

∑

i ni/N ≡ 1. (Here D = 3 in all these models.)

A general population state with the coordinates of
Eq. (28) may be expanded in two simplex coordinates
β and γ as

n

N
=

1√
D
ê0 ± βê1 + γê2. (A2)

The basis vectors are chosen so that

nL/R

N
=

1

D
± β√

D − 1
− γ
√

D (D − 1)

nM

N
=

1

D
+ γ

√

D − 1

D
; (A3)

that is, vector ê2 is the vertical axis in the figures of the
main text, distinguishing M from L and R, while ê1 is the
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horizontal axis, distinguishing L and R from each other.
The non-constant part of the payoff matrix in Eq. (29)

is written in the simplex basis vectors as

[a] = a (D − 1) ê1ê
T
1 . (A4)

The isotropic mutation matrix used in all models in the
text is written in the simplex basis as

[µ] = −D
(

ê1ê
T
1 + ê2ê

T
2

)

. (A5)

The Nash equilibria of this game in the ordered-
population regime include an unstable uniform distribu-
tion at β = γ = 0, and two ESS at parameters β̄, γ̄
satisfying the equations

γ̄ =
−1

√

D (D − 1)

Na (D − 1) β̄2

D +Na (D − 1) β̄2
(A6)

and

β̄2

(

D − Na

D +Na (D − 1)β2

)

= 1− D2

Na (D − 1)
. (A7)

In a time-average long enough that the population state
has flipped many times between the left and right or-
dered forms, the time-averaged population number for
each type J ∈ {L,R,M} becomes

n̄J

N
=

(

1√
D
ê0 + γ̄ê2.

)

J

. (A8)

A regression on this long-time average would resolve
only the distinction between type M and the union of
types L and R, corresponding to indicator variables σM

and σL+R which partitioned the population into two sets.
We could characterize this “genic” description by pres-
ence/absence at a single locus of an allele for “ability
to coordinate”, irrespective of which move (L or R) the
players coordinate on. In this course description, only γ̄
is directly estimated from the average population state,
so we regard the typical population configuration as a
random variable converging in probability on one of the
two values ± |β(γ̄)|, where

β2(γ̄) =
−γ̄

√

D (D − 1)
+

1

D
− D2

Na (D − 1)
(A9)

will be proportional to the typical relatedness among in-
dividuals in the long-time average.
In the decomposition of Sec. III C, the expression (23)

for “cost” – the regression of fitness on individual type J
in the context of the long-time average population com-
position – evaluates to

VJCJ = a (D − 1)β2(γ̄) n̄J

= Na (D − 1)β2(γ̄)

(

1√
D
ê0 + γ̄ê2.

)

J

.(A10)

The expression (24) for the benefit conferred by any type
J on any type k – the regression of k’s fitness given en-
counters with type J in the instantaneous population –
evaluates to

BJk = a (D − 1) (ê1)J(ê1)k. (A11)

Finally, the relatedness (25) between types J and k de-
termining their frequency of encounter – the regression
of the frequency of type J in the environment on the
indicator variable for type k – evaluates to

VJrJk = Nβ2(γ̄) (ê1)J(ê1)k. (A12)

Whereas the cost (A10) contains a term decreasing lin-
early in γ̄, the product of benefit and relatedness projects
into the same subspace spanned by ê0 and ê2 with con-
stant coefficients, as
∑

k

BJkVJrJk = Na (D − 1)β2(γ̄) [(ê1)J ]
2

= Na (D − 1)β2(γ̄)

(

1√
D
ê0 +

1
√

D (D − 1)
ê2.

)

J

.

(A13)

b. Absorbing relatedness from time segregation into
effective fitness in a time-averaged model for two populations

We may now see how nonzero average relatedness leads
to time-evolution in the “genic” description in terms of
± “alleles for coordination”, and how we may absorb
relatedness terms into an effective fitness parameter in
the regression on slow timescales. We suppose that the
weak average selective advantage of types L+R leads to
a slow shift out of type M that can be described in a
coarse-grained theory over long times, while the strong
selection between L and R in most population configu-
rations leads to internal fluctuations of the L + R popu-
lation that we absorb into the coefficient of relatedness.
The Price equation (19) becomes an equation of motion
for γ̄ written as

Covρ

(

~δJ , w
)

+ Eρ

(

w∆~δJ
)

=
dγ̄

dt
(ê2)J

= VJ

(

∑

k

BJkrJk − CJ

)

+
1

N

∑

k

µJkn̄k

= −
[

Na (D − 1)β2(γ̄)

(

1
√

D (D − 1)
+ γ̄

)

+Dγ̄

]

(ê2)J .

(A14)

(As required, terms proportional to ê0 in the direct (A10)
and population-mediated (A13) fitness have canceled,
leaving motion only within the simplex.)
Recognizing that

γ̄ =

√

D

D − 1

(

nM

N
− 1

D

)
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= −
√

D

D − 1

(

nL + nR

N
− D − 1

D

)

, (A15)

Eq. (A14) is, as required, an evolutionary game equation
for a game between two types, M and L+R. The quantity
expressed explicitly in Eq. (A14) is n̄M (in parentheses
in the third line), which we may interpret as a combina-
tion of an intrinsic fitness fM ≡ 0 minus a population-
averaged fitness φ ≡ (n̄L + n̄R) fL+R/N . The effective
fitness for the joint population L + R is then given by

fL+R =
Nφ

n̄L + n̄R

= a (D − 1)
N2β2(γ̄)

n̄L + n̄R

= a (D − 1)

〈

(nL − nR)
2
〉

ρ

4 (n̄L + n̄R)
. (A16)

c. Scaling of within- and between-population variance, and
the emergence of coalitional action

For a Poisson process,
〈

(nL − nR)
2
〉

ρ
/ (n̄L + n̄R) in

Eq. (A16) would typically scale as N0. This scaling is
characteristic both of the symmetric state when selection
is too weak to lead to bifurcation, and of the population
fluctuations about either of the asymmetric states indi-

vidually in the ordered regime. In order to produce fixed
γ̄ in a population with large N , we must scale a ∼ 1/N
so that fitness remains in a fixed proportion to mutation.
With this scaling, the contribution to excess fitness for
the L + R population from Poisson fluctuations is there-
fore O(1/N), comparable to terms we have ignored.
In contrast, in the ordered regime produced when

Na (D − 1) > D2 – so that related sub-populations
at (nL − nR) /N ∼ ±2β(γ̄) /

√
D − 1 become typical –

the variance
〈

(nL − nR)
2
〉

ρ
/ (n̄L + n̄R) scales as N1,

and L + R types have an asymptotically finite excess
fitness in the infinite-population limit. In the limit
Na (D − 1) /D2 ≫ 1, where the within-group variance
remains O(1) as N grows large, it becomes sensible to
regard the group as the dynamical actor, whose strategy
is the ± sign for β in Eq. (A3). As the benefits to related-
ness are apportioned equally to all group members, they
constitute a sort of side-payment, leading to an interpre-
tation of the group as acting in coalitional form relative
to agents of type M, who are effectively independent.
This transition from large fluctuations and Hamilton-

type relatedness near the bifurcation point, to an effec-
tive description of the group as a coalition, provides an
example of the emergence of both coalition-constrained
moves and coalition switching, suggested as a mechanism
to support cooperative solution concepts in Sec. III C 3.
A feature of the pitchfork-bifurcation model that makes
the notion of “emergent” coalitions natural is the fact
that β̄ scales as

√
γ̄ near the bifurcation point. That is,

the mean-regression leading to exponential suppression
of deviations from the instantaneous L- or R-dominated
population state, may be made arbitrarily stronger than
the fitness difference ∝ γ̄ that distinguishes the actors
within the L + R coalition from the M types that make
up a distinct (single-member) coalition.

Appendix B: Variation in the linked-heterosis

model, and the heritable component of fitness

Consider the role of fluctuations due to random pair-
ing, about a background in which

〈

σk
〉

n
= 0, ∀k, so that

the population is evenly mixed on average for L and R al-
leles at each locus, and the only remaining characteristic
to be selected is correlation between loci. Then fi = 0, ∀i
and φ = 0 as well. We will make the further simplifying
assumption that ni = n−i, for all pairs (i,−i) which dif-
fer by sign change of each σm

i , because such symmetrized
pairs share all fluctuation properties, and our goal is to
understand how fluctuations affect such pairs as a result
of their correlation structures.

1. Langevin equation to capture the fitness

consequences of random pairing of players

Let the consequences of random pairing be represented
by a Langevin field, so that in the notation of the Price
equation, the number of descendents from individuals of
type i is a random variable written

n′i = (1 + ξi) ni. (B1)

By Eq. (50), the expectation 〈ξi〉t = ∆t (fi − φ) = 0,
where 〈 〉t denotes the average over pairings in some in-
terval ∆t starting from time t. Then, by Eq. (51) at
fi = 0, the variance in ξi is given by

〈

ξ2i
〉

t
=

(∆t)
2

ni

∑

j

a2ij
nj
N

(B2)

To conserve total number, it is necessary that
∑

j njξj ≡
0 in each realization of the variables ξ, leading to the
requirement that in correlations

∑

j

nj〈ξiξj〉t ≡ 0, ∀i. (B3)

Now we consider the fluctuations in a succeeding in-
terval ∆t, starting at a time t′ ≡ t + ∆t. Putting aside
mutation or crossover effects which are not being tracked
in this analysis, and which we will assume occur at a low
rate, the number of second-generation descendants is

n′′i = (1 + ξ′i) (1 + ξi) ni. (B4)

In the context of the fluctuation at t, the Langevin field ξ′i
now has a nonzero expectation at t′ due to fitness change
in the population,

〈ξ′i〉t′ = ∆t (f ′
i − φ′) , (B5)
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in which

f ′
i = fi +

∑

j

aij
nj
N

ξj , (B6)

and φ′ =
∑

i nif
′
i/N as usual. We assume that apart

from the mean value (B5), fluctuations ξ′i are uncorre-
lated with fluctuations ξi.

2. Relaxation response to fluctuations, and

effective fitness

The apparent fitness of any individual in a type i over
two time lags, taking into account the relaxation of the
population in response to previous fluctuations, is

〈〈n′′i − ni〉〉t′,t
ni

= 〈〈ξi〉t′ξi〉t
= ∆t〈(f ′

i − φ′) ξi〉t

≡ 2∆t
(

f eff
i − φeff

)

. (B7)

If we choose ∆t to represent approximately the time over
which fluctuation correlations have delayed, the effective

fitness f eff
i will correspond to the coefficient obtained by

regression of the mean population change among types
that differ by their correlations. The quantity determin-
ing the effective fitness in Eq. (B7) is the correlation

〈f ′
iξi〉t =

∑

j

aij
nj
N

〈ξjξi〉t

=
∑

j 6=i

(aij + 1)
nj
N

〈ξjξi〉t. (B8)

In the second line we have used the cancellation of the
covariance terms in Eq. (B3), together with the identity
aii ≡ −1, ∀i.
In order to evaluate Eq. (B8), it is necessary to obtain

an estimate for the off-diagonal covariance terms 〈ξjξi〉t.
To obtain this, we consider the off-diagonal counterpart
to Eq. (B7)

〈〈ξ′i〉t′ξk〉t = ∆t〈(f ′
i − φ′) ξk〉t

=
∆t

N







aiknk
〈

ξ2k
〉

t
− ni〈ξiξk〉t +

∑

j 6=i,k

njaij〈ξjξk〉t +O
(

1

N

)







, (B9)

in which O(1/N) stands for terms from 〈φ′ξk〉t which we
do not write down.
We now make the self-consistency ansatz that for a

suitable choice of ∆t, the two terms

〈〈ξ′i〉t′ξk〉t + 〈〈ξ′k〉t′ξi〉t ≈ 〈ξiξk〉t (B10)

in steady state. These two terms are the relaxation re-

sponses to primary fluctuations caused by random pair-
ing, during the time interval before the primary correla-
tions have regressed to the mean.

From the self-consistency condition (B10) we obtain a
Dyson equation for the off-diagonal correlation terms,

(

1 + ∆t
ni + nk

N

)

〈ξiξk〉t −
∆t

N

∑

j 6=i,k

nj
(

aij〈ξjξk〉t + 〈ξiξj〉tajk
)

=
∆t

N
aik
(

ni
〈

ξ2i
〉

t
+ nk

〈

ξ2k
〉

t

)

(B11)

We now make use of the assumption that sufficiently
many types are populated, that number conservation
does not enforce stronger correlations between types than
those induced by fluctuating fitness. Under this assump-
tion ni/N ≪ 1, ∀i. Then the leading term in the solution
to the Dyson equation (B11) is

〈ξiξk〉t ≈
∆t

N
aik
(

ni
〈

ξ2i
〉

t
+ nk

〈

ξ2k
〉

t

)

=
(∆t)

3

N
aik
∑

j

(

a2ij + a2kj
) nj
N

(B12)

where the second line makes use of Eq. (B2). The impor-
tant conclusion of Eq. (B12) is that among non-identical
types, the equal-time covariance of fluctuations has the
sign of the pair-fitness function, weighted by the rate of
primary fluctuation generated for the two types.

If we plug Eq. (B12) back into the expressions (B7,B8)
for two-timelag effective fitness, we obtain

f eff
i =

1

2
〈f ′

iξi〉t
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≈ (∆t)
3

2N

∑

k 6=i

(

a2ik + aik
) nk
N

∑

j

(

a2ij + a2kj
) nj
N

≈ (∆t)
3

2N

∑

k 6=i

a2ik
nk
N

∑

j

(

a2ij + a2kj
) nj
N

(B13)

The approximation in the second line of Eq. (B13) is
that terms at O(1/N) as well as higher-order terms in
the Dyson equation (B12) have been dropped from the
expression for 〈ξiξk〉t. A further approximation at the
same order is made in the third line, in which the linear
term in aik sums to O(1/N). The reason is that, for any
two indices k and −k, defined so that σm

k = −σm
−k, ∀m,

aki = −a−ki, ∀i. Meanwhile, a2kj = a2−kj , so the argu-
ment in the sum on k is antisymmetric under k → −k.
If the sum were complete, and the approximation (B12)
were applicable to k = i, then in any background n sym-
metric under i ↔ −i, the antisymmetric term would
vanish entirely. The residual from complete vanishing
is −2ni

∑

j a
2
ijnj/N

2, which is O(ni/N) relative to the

sum on symmetric terms in a2ik.

3. The heritable component of fitness

We may estimate the result of running a regression
on the complicated sum (B13), to obtain the heritable
component of the effective fitness. Such estimates are
qualitatively coarser than the O(1/N) approximations
that have been made up to now, in that dependencies
on the fine structure of the population will be absorbed
into overall prefactors.
The overlap function a2ik ∼ 1 for k ∼ i and k ∼ −i, and

zero for types with small correlation with i. Meanwhile,
a2kj ∼ a2ij , ∀j, for all such k with large overlap. Therefore,
an estimate for the effective fitness becomes

f eff
i ∼ (∆t)

3

N

∑

j

ni
N

nj
N

a2ij

=
(∆t)

3
ni

N2

1

4N2
ply

∑

k,k′

σk
i σ

k′

i Cov
(

σk, σk′
)

.(B14)

In the second line we have re-introduced appropriate fac-
tors fi, which were set to zero for the balanced-allelic
populations assumed in this analysis, and made use of
Eq. (49) to re-express the dependence on population com-
position {nj} in terms of the allele covariance. We see
that the heritable component of fitness is expected to be
∼ (∆t) ni/N2 times the variance in individual reproduc-
tive success over pair assignments as given in Eq. (49).

Appendix C: Interaction terms between first-move

and recurrent move in Prisoners’ Dilemma

In this appendix we compute the mean-field dynamics
of first-move and recurrent move alleles for the repeated

Prisoners’ Dilemma, supposing that these may vary in-
dependently by mutation or crossover. To simplify the
analysis, we will not compute or present the full mean-
field dynamics in six-dimensional type space, but rather
will consider the direction of departure from an initial
state with arbitrary allele frequencies in linkage equilib-
rium. Our interest will be the fitness differences between
canonical and mutant TFT that result in a a dynamically
maintained linkage of opening C with the recurrent TFT
move. We will then consider the extent to which this is
approximated by additive models with different levels of
interaction terms.

1. Dependence of fitness on opening and recurrent

moves

The canonical RPD strategies ALLC, ALLD, and TFT
are defined by particular pairings of first moves with re-
current moves. Let primes ′ indicate strategies with the
same recurrent move but the opposite pairing. We will
use superscript 0 to indicate quantities associated with
opening moves, and ∞ to indicate quantities associated
with recurrent moves.77

We denote the opening moves by C and D, and re-
current moves by C, D, and T . As in the examples
of the figures, we will suppose that the payoffs satisfy
R+P −S−T = 0. We will not write expressions for mu-
tation and crossover explicitly, but we suppose that such
terms are kept nonzero as regulators, and specifically that
they are large enough that we may ignore terms of order
1/Nrounds. Approximation ≈ instead of equality = will
indicate corrections of order 1/Nrounds.

The population numbers for each of the recurrent
moves are then the sums

n∞C ≡ nC + nC′

n∞D ≡ nD + nD′

n∞T ≡ nT + nT ′ . (C1)

The corresponding population numbers for each of the
first moves are given by

n0C ≡ nC + nD′ + nT

n0D ≡ nC′ + nD + nT ′ . (C2)

The fitness coefficients associated with the recurrent-
move alleles in Eq. (C1) are readily obtained by taking

77 Changing first moves in ALLC and ALLD has no effect in the
limit of large games. Substituting TFT′ for TFT, however, has
the effect of producing a “dual” game. Duality here means that
the roles of C and D are exchanged, and the sign of the payoffs
is then reversed. Thus, as C is a repelling point in the game
with TFT, D is the corresponding attracting point in the game
with TFT′, which is thus eliminated apart from mutation and
crossover effects.
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the appropriate sums of the replicator equation on fully-
specified types, and are given by





f∞
C
f∞
D
f∞
T



 ≈





R S R
T P P
R P X









n∞C
n∞D
n∞T



 . (C3)

The regression coefficients R, S, T , and P , are constants
as in the main text, but X depends on population com-
position. With the assumption R + P − S − T = 0, it is
given by

Xn∞T ≈ RnT + PnT ′ . (C4)

The fitnesses of types incorporating recurrent C and
D are approximately independent of the opening move,

[

fC − f∞
C

fC′ − f∞
C

]

≈
[

fD − f∞
D

fD′ − f∞
D

]

≈
[

0
0

]

, (C5)

while those incorporating recurrent T depend on the first
move as

[

fT − f∞
T

fT ′ − f∞
T

]

≈ R− P

2

[

nT ′

−nT

]

. (C6)

Because R − P > 0, mutant/recombinant TFT′ will be
suppressed by selection relative to standard TFT, justi-
fying our omission of the former in the examples of the
main text.

If we denote by f0
C and f0

D the first-move fitnesses, and
note that the mean fitness for alleles is the same as that
for the population under any decomposition, which we
have denoted φ, then the fitness differences for opening-
move alleles are

[

f0
C − φ

f0
D − φ

]

≈ 1

N

[

n0D
−n0C

]





(

nT
n0C

− nT ′

n0D

)

[

R P R+P
2

] 



n∞C
n∞D
n∞T



+
R− P

2

(

(nT )
2

n0C
+

(nT ′)
2

n0D

)





→
(

n∞T
N

)2 [
n0D

−n0C

]

R− P

2
(C7)

The first line is the general form, and the second line
indicates the form if the population is found in a linkage
equilibrium where nT /n

0
C = nT ′/n0D = n∞T /N .

The first term on the first line of Eq. (C7) is a con-
stant background part of the fitness of recurrent T , which
simply carries along whichever first move is linked to it
in excess, while the second term is a linkage-dependent,
but always positive, preference for TFT over TFT′. If
nT ′ → 0, the correlation with n0

C is total, and the fitness
in the first line is governed by the regression coefficients
[

R P R
]

, with positive sign. If nT → 0, the correlation

with n0D is total, and the fitness is governed by regression
coefficients

[

R P P
]

, with negative sign. Unless the
population is sufficiently far from a linkage equilibrium
in favor of nT ′ , we will have f0

C ≥ φ0/N ≥ f0
D, and n0D

will be suppressed in proportion to its correlation with
recurrent T .78

In the linkage-equilibrium case, we have
[

fT − f∞
T

fT ′ − f∞
T

]

→ N

n∞T

[

f0
C − φ

f0
D − φ

]

. (C8)

Therefore, in mean-field approximation, the direction of
change from an initial state in linkage equilibrium is given

78 Note that opening D may still be maintained by mutation in
types where it is paired with recurrent C orD, where it is neutral,
and the re-mixed through either recombination or mutations of
the recurrent move.

by

d

dt





log
(

n̄TN
n̄0
C
n̄∞
T

)

log
(

n̄T ′N
n̄0
D
n̄∞
T

)



 ≡
[

fT − f∞
T −

(

f0
C − φ

)

fT ′ − f∞
T −

(

f0
D − φ

)

]

→
(

N

n∞T
− 1

)[

f0
C − φ

f0
D − φ

]

→ n∞T
N

(

1− n∞T
N

)[

n0D
−n0C

]

R− P

2
. (C9)

At general interior points n∞T 6= 0, N , starting from any
linkage equilibrium, selection favors linkage of first-move
C with recurrent T and suppresses linkage of first-move
D with recurrent T .

2. Indicator functions and regressions of fitness

We now illustrate the genetic decomposition of fitness,
first assuming additivity and noting its limitations, and
then showing how interaction terms may be successively
introduced until a stable and fully informative regression
results. In order to study multilevel selection, we demon-
strate cases where higher order interactions than those of
the conventional normal-form game are required.
Let i ∈ {C,C ′, D,D′, T, T ′, } indicate a fully specified

agent type. Introduce superscript notation
{

C0, D0
}

for opening moves, and {C∞, D∞, T∞} for recurrent
moves. Use lowercase Greek indices for opening moves
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α, β ∈
{

C0, D0
}

, and capital Roman indices for recur-
rent moves I, J ∈ {C∞, D∞, T∞}. A fully specified agent
type index corresponds to a concatenated pair of indices
for opening and recurrent moves, as i ↔ αI. With these
notations we may introduce indicator functions for the
sets corresponding to alleles, defined in the preceding
subsection.
The Kronecker delta on fully-specified types is denoted

δαI,i. In terms of these elementary indicator functions,
the indicator function for an opening move may be writ-
ten

σ0
αi ≡ 1−

∏

I

(1− δαI,i) . (C10)

The corresponding indicator for a recurrent move is

σ∞
Ii ≡ 1−

∏

α

(1− δαI,i) . (C11)

It is straightforward to check that the counting rules for
set unions are satisfied,

∑

i

σ0
αi = n0α

∑

i

σ∞
Ii = n∞I

∑

i

σ0
αiσ

∞
Ii = nαI . (C12)

Because the recurrent move dominates for most types,
the simplest regression is on the recurrent-move “gene”
in Eq. (18),

f
(0)
i ≈

∑

j

∑

IJ

σ∞
Ii σ

∞
JjaIJ

=
∑

IJ

σ∞
Ii aIJn

∞
J (C13)

For this approximation the regression coefficients on
recurrent moves are the same as those in the CDT game
of the text – abusing notation, aIJ = aij , except for
the recurrent-T regression. The least-squares regression
coefficient may readily be computed to be

aT∞T∞ =

〈

RnT + PnT ′

n∞
T

〉

=
R+ P

2
+

R− P

2

〈

nT − nT ′

n∞
T

〉

, (C14)

where we use 〈 〉 as a reminder that these regression co-
efficients are now functions of the (hidden) dynamical
population variables nT , nT ′ . The regression (C13) re-
covers the forms for all f∞

I of the preceding subsection,
which were computed from the replicator dynamic act-
ing on set unions. It both conflates types T and T ′, and
produces a regression coefficient which may depend sen-
sitively on the samples from the population process used
to compute it.

We could try to improve the approximation (C13) with
a regression that assumes additive genetic variance, by
including an indicator function for the first move (out
of many such possibilities, an interaction with opponent
first moves is shown here),

f lin
i ≈

∑

j





∑

IJ

σ∞
Ii σ

∞
Jja

lin
IJ +

∑

αβ

σ0
αiσ

0
βjb

lin
αβ





=
∑

IJ

σ∞
Ii a

lin
IJn

∞
J +

∑

αβ

σ0
αib

lin
αβn

0
β (C15)

No regression of this form can generate coefficients
bαβ large enough to be useful in the general case, be-
cause all but the fT and fT ′ fitness functions are well-
approximated by their f∞ estimators. Thus even in this
simple game additivity is violated at the single-gene level.

Therefore we consider interactions. The simplest in-
teraction is between an agent’s first move and recurrent
move, still depending on the environment only through
the opponent’s recurrent move. We write this regression

f
(1)
i ≈

∑

j

∑

IJ

σ∞
Ii σ

∞
Jj

(

a′IJ +
∑

α

σ0
αia

(1,0)
αIJ

)

=
∑

IJ

σ∞
Ii

(

a′IJ +
∑

α

σ0
αia

(1,0)
αIJ

)

n∞J . (C16)

Again the recurrent-move regression coefficients almost
always equal those in the text – a′IJ = aij – but now the
constant part of the T -T interaction has changed from
the value in Eq. (C14) because an interaction term pre-
dicts a separate component of the variance. The constant
coefficient

a′T∞T∞ = aT∞T∞ −
(

R− P

4

)〈

nT − nT ′

n∞
T

〉

=
R+ P

2
+

R− P

4

〈

nT − nT ′

n∞
T

〉

, (C17)

and the first-order interaction term is now stable,

a
(1,0)
C0T∞T∞ = −a

(1,0)
D0T∞T∞ =

R− P

4
. (C18)

Eq. (C16) now produces the correct averaged forms for
fT and fT ′ , and half of the correct (constant) difference
from Eq. (C6).
To obtain stable regression coefficients, we must intro-

duce a second-order interaction. The relevant regression
is written

f
(2)
i ≈

∑

j

∑

IJ

σ∞
Ii σ

∞
Jj



a′′IJ +
∑

αβ

σ0
αia

(1,1)
αIβJσ

0
βj





=
∑

IJ

σ∞
Ii



a′′IJn
∞
J +

∑

αβ

σ0
αia

(1,1)
αIβJnβJ



 . (C19)
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Now the constant coefficient is stable at value

a′′T∞T∞ =

(

R+ P

2

)

. (C20)

For the simple example we have used to illustrate, with
R + P − S − T = 0, only an antisymmetric interaction
between self- and opponent-first-moves is required,

a
(1,1)
C0T∞C0T∞ = −a

(1,1)
D0T∞D0T∞ =

R− P

2
. (C21)

The regression coefficients in Eq. (C19) with second-order
interactions in both opening and recurrent moves are thus
needed to reconstruct the extensive-form game in a “ge-
netic” description.

a. Dynamical sufficiency of different regressions

Comparing Equations (C14), (C17/C18),
and (C20/C21), we see that the net effect of each
refinement has been to change the form of the interac-
tion terms, and to transfer increments (R− P ) /4 of the
fitness from dynamically un-explained environmental
variables to explicitly resolved allele interactions. In the
first case, fitness is unable even to distinguish types T
and T ′. In the second, it can distinguish them and can
fit their fitness differences, but cannot capture quantita-
tively the difference from Eq. (C6) that maintains the
observed linkage disequilibrium.
All T∞ types benefit from interaction with C0T∞s,

but only those with paired C0T∞ themselves benefit
enough to be capable of neutrality with C∞. Since this
is the criterion for high penetrance of C moves that is
the phenomenon to be explained by RPD, only the final
regression (C20/C21) is sufficient both to fit and to ex-
plain observed dynamics, a criterion that Lewontin [71]
has termed “dynamical sufficiency”.

b. When multilevel selection crosses over into niche
construction

All of the previous examples in which a genic de-
composition was used, also required interaction terms in
the regression on fitness, to account for the most basic
qualitative features of population dynamics. Once the
need for interactions is recognized, the further role of
the hereditary “individual” is quite minor. Note that in
two-player games, the “individual” with respect to trans-
mission is a haplotype. Therefore interactions among
alleles involving only a single individual correspond to
cis-acting epistasis. Interactions involving genes in both
players effectively mediate epistasis within any single
haplotype, through the statistics of the pool of part-
ners, which make up the environment for that haplo-
type. Where we have required interaction terms, cis-
interactions have never been adequate, and we have al-
ways required player/environment interactions as well.

To the extent that the population state is dynamical and
is affected by the play of an individual, it is as sensible
to regard these player/environment interactions as en-
coding a simple form of niche construction [53]. , as it is
to regard cis-interactions as a model for development.

The characteristics usually taken to define niche con-
struction are: 1) the individual acts on some feature of
the environment in ways that modify the environmental
state persistently after the action ends; 2) the changes
in the environment feed back on the individual in ways
that affect its fitness; and 3) the changed state of the en-
vironment has a mode or timescale of persistence not di-
rectly linked to the hereditary history of the individual or
its offspring. Since frequency-dependent fitness leads to
nonlinear interaction of type frequencies through interac-
tions between individuals other than the focal individual,
general population processes with frequency-dependent
fitness satisfy these criteria.

The only effect in this model, however, which changes
the qualitative form of late-time solutions and the fit-
ness they confer, involves the individuals which share C0

and T∞ alleles. Co-occurrance of C0T∞ in an individual
leads to behavior that (relatively) increases the frequency
of all T∞ types, and (absolutely) increases the covariance
of C0 with T∞ in the population. Increased covariance
has a positive feedback within the population through
interactions not involving that individual, and leads to
stable high-frequency of C0T∞ types. Their frequency in
turn makes the difference between competitive and non-
competitive fitness for the focal individual, where being
competitive relies on being strictly neutral with C∞ indi-
viduals. The environmental feature “constructed”, which
goes beyond ordinary population-genetic penetrance of
T∞ and in fact is essential to making that penetrance
possible, is probability of co-occurrance with C0. It is
only the C0T∞ individuals who take the actions that
build this probability, and in turn, they are the only ones
who reach the threshold of competitiveness in a high-
(C∞, T∞) environment.

Note that the way types are represented can deter-
mine whether a given process appears as niche construc-
tion, though the dynamics of individuals are unchanged.
If we had used normal-form games and had considered
whole genotypes as atoms, then the only dynamics re-
maining would be reflected in the counts of elementary
types. Although the action of an individual certainly
affects the population composition, this has not tradi-
tionally been considered niche construction (except in a
near-tautological sense), because it is already subsumed
within standard processes of population genetics. In the
further decomposition provided by extensive-form games,
it becomes more natural to view population features such
as covariance among alleles as “constructed” by particu-
lar genotypes, through pairing in play.
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Appendix D: The replicator Prisoners’ Dilemma in

the predictive variables of the canonical Folk

Theorems

In this appendix we map the move profiles generated
by the evolutionary repeated Prisoners’ Dilemma (RPD)
to their counterparts in a strategic repeated game. Our
main interest in the mapping is that it requires a modifi-
cation of the usual association between evolutionary and
strategic games: that homogeneous populations map to
pure strategies (for a population of cognitively identical
strategic agents) while heterogeneous populations map
to mixed strategies. In order to produce a faithful map-
ping between the evolutionary and strategic formulations
of repeated play, it will be necessary to map a hetero-
geneous evolving population to two different concepts:
first, a continuous-valued public signal outside the play-
ers’ control, and second, a pair of mixed strategies that
players may use, conditional on the presence or absence
of the public signal. The fact that evolutionary RPD
maps to this two-dimensional space could have been an-
ticipated, on the grounds that the simplex in a three-type
space (ALLC, ALLD, TFT) with fixed player number N
is two-dimensional, while any mixed strategy between in-
stantaneous moves C andD is only one-dimensional. The
partition between the components of population compo-
sition that represent public signals versus mixed strate-
gies will be related to the partition between memory-zero
and memory-one strategy types.
Of secondary interest from this mapping will be the

way in which the choice of the type space, together with
the payoff coefficients (R,S, T, P ) construct a particular
solution as the “target solution” which is supposed to re-
sult from prior agreement in the strategic-game Folk The-
orems. The evolutionary dynamic will map – as it is ex-
pected to – onto the optimizing behavior of agents, while
the dynamic within the repeated game will map onto the
“punishment” strategies assumed in the strategic-game

Folk Theorems.

1. Strict individual rationality maps without

difficulty

The type space of canonical RPD assumes only the
memory-zero strategies ALLC and ALLD, and the
memory-one strategy TFT. Therefore the move profiles
produced by any interactions among these map directly
to either persistent cooperation or the “trigger” strate-
gies used to prove the Folk Theorem for Nash equilibria
of the normal form for the repeated game [8, 87]. These
Folk Theorems are therefore the appropriate targets for
comparison.
The neutrality mentioned in the text is a feature of

RPD which ensures that strict individual rationality
poses no difficulty in the map from evolutionary to strate-
gic solution concepts. ALLC and TFT are neutral with
each other in any combination of play between the two,
while ALLD and TFT are neutral when played against
ALLD. Thus “punishment” is simply denying ALLD the
gains of exploitation, and is an instantaneous best re-
sponse even in the stage game. It is therefore not nec-
essary to invoke more complex finite-term punishment
strategies or indefinite play as are required by subgame-
perfect Folk Theorems.

2. The map from heterogeneous populations to

mixed strategies with either cost-free signaling or

public signaling

We may convert the probabilities of the four recurrent-
stage outcomes, given in terms of population numbers
in the replicator dynamic, in two forms which separate
purely mixed from coordinated strategies:
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(D1)

The parameters in the second line of Eq. (D1) are defined
as

ϕ ≡ nT
N

p̃ ≡ nC
nC + nD

, (D2)
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while those in the third line are defined as

Φ ≡ nT
nC + nT

p ≡ nC + nT
N

. (D3)

We may re-formulate the interpretation of mixed play
from a population-dynamic model into an equivalent
model of a single type of optimizing player, able to use
mixed strategies, and also endowed with knowledge of
either the opponent’s state or of a global signal.
The interpretation of the second line in Eq. (D1) is a

literal translation of the effect that memory-one strate-
gies have on the long-term payoff of the repeated game.
ϕ = nT /N is a probability that a player has “sight”, and
1 − ϕ is the probability that he is “blind”. Sight par-
titions types in the original population between nT and
anything else, and the residual {nC , nD} identify a single
type of blind player who plays a mixed strategy C/D with
weights (p̃, 1− p̃). Sight is local in that it may be treated
as a binary variable sampled with probabilities (ϕ, 1− ϕ)
for each player at the time of play. Thus the idea that an
individual may freely vary ϕ in the same way as p̃ maps
the mutation-selection dynamic in a natural way onto the
strategic concept of individual optimization. Mechanisti-
cally, Eq. (D1) says that blind players, when paired, mix
independently over C/D; a sighted player paired with a
blind player coordinates on the blind player’s strategy;
two sighted players paired with each other not only coor-
dinate but optimize on the Pareto-superior coordinated
strategy.
This partition of the population gives the opening

move in the three composite strategies the interpretation
of a cost-free signal, which may be used to coordinate the
subsequent recurrent behavior that determines fitness. It
cannot be included in a single-round 2 × 2 stage game,
and indeed requires repetition over a sufficient number of
rounds that the cost ∝ 1/Nply may be made as small as
necessary to be regarded as cost-free. These conditions
could also be interpreted as measures of the “cognitive
complexity” of signaling strategies, which, if it is ruled
out, requires the non-cooperative solution concept for the
stage-game normal form.
The interpretation of the third line in Eq. (D1) replaces

local sight with sight of a global signal, provided exoge-
nously. Φ is the probability that the signal is provided in
any single instantiation of the stage game, and 1 − Φ is
the probability that it is absent. All players simultane-
ously know whether the global signal exists or not, and if
not, they independently mix over C/D with probabilities
(p, 1− p), corresponding to the frequencies of the opening
move in the population. In order to produce outcomes
with the probabilities of the population model, we must
suppose that if the signal exists, it takes some form such
as a random variable uniformly distributed in the unit
interval. Players coordinate on move C if the variable is
above p2, and move D otherwise. This “threshold” use
of the global signal remains defined in terms of the same
parameter as the independent mixed strategies, so that

players have a single parameter to optimize. The dynam-
ics of the probability Φ must be translated from the pop-
ulation model in some other terms, as a property of the
game rather than an individual optimization parameter.
While this interpretation requires greater complexity of
the stage game, and assumes a rather arbitrary use of the
mixing probabilities, it has the feature of expanding the
feasible set to include coordinated strategies with one-
stage non-cooperative solution concepts, and is therefore
within the class conventionally used to define the feasible
set in strategic game theory.
The feasible set defined by the range of values Φ ∈ [0, 1]

is shown in Fig. 20. Optimizers responsible only for p
would move along the boundary Φ = 0 away from C/C
and toward D/D, as all mixed strategies are dominated
by the pure-strategy Nash equilibrium of the stage game.
Along the fully-coordinated boundary Φ = 1 motion is
away from D/D and toward C/C, because these are ef-
fectively coalitional strategies ordered by Pareto domi-
nance. The payoff parameters (R,S, T, P ), in a popula-
tion with these three strategies, define a limit point of
zero mutation rate along the C-T axis, which we asso-
ciate with a value Φpop-dyn. The map to the strategic-
game formulation requires us to regard Φ as an exter-
nally controlled signal frequency, and p as a variable op-
timized by the players. Along each interior contour of
fixed Φ ∈ (0,Φpop-dyn), one or more stable interior op-
tima exist for p in the repeated game.79 This optimum
converges to p → 1 for all Φ ≥ Φpop-dyn.

Appendix E: Systematic construction of transfer

matrices

First the payoff matrix is written as a sum of antisym-
metric and symmetric parts,

aij ≡ aAij + aSij . (E1)

Then Eq. (60) is expanded in terms of these as

dn̄i

dt
=

D
∑

j=1

n̄ia
A
ij n̄j

+

D
∑

j=1

n̄ia
S
ij (n̄j − δij)−

n̄i

N

D
∑

k,j=1

n̄ka
S
kj (n̄j − δkj)

+
D
∑

j=1

µij n̄j . (E2)

(The matrix µ is stochastic, so that its transpose vanishes
in the sum over j.) The exchange antisymmetry between

79 Usually this stable optimum is unique. The reader may check
from the graphs that along a narrow range of Φ, for the param-
eters used in the examples, this solution splits into an unstable
rest point and two stable rest points at high and low p.
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D/D

C/C
C/D, D/C

Φ = 0

Φ = 1

D/D

C/C
C/D

D/C

FIG. 20. The four possible recurrent move profiles in RPD
are C/C, D/D, C/D, D/C. All possible matchings of types
produce frequencies for these move profiles shown in the
3-dimensional probability simplex, inset. The set of role-
symmetric feasible strategies is contained within the vertical
plane through this simplex at PC/D = PD/C, shaded in the
inset, and plotted by projecting the full simplex onto this
plane in the main panel. Without a public signal to enable
coordination, the feasible set is the one-dimensional set of
products of mixed strategies, indicated by the heavy curve
Φ = 0. When players can use a public signal, the feasible set
expands to the shaded lens between Φ = 0 (no signal) and
Φ = 1 (signal present in every round). The contour Φ = 0
maps in Fig. 16 onto population configurations on the lower
axis between ALLD and ALLC, while the contour Φ = 1 maps
onto the upper-left axis between ALLD and TFT.

the (summed) index j and the (not-summed) index i is

further exposed by introducing a factor of
∑D

k=1 nk/N ≡
1 into the first term on the second line, to give

dn̄i

dt
=

D
∑

j=1

n̄ia
A
ij n̄j

+
n̄i

N

D
∑

j,k=1

n̄j

[

aSik (n̄k − δik)− aSjk (n̄k − δjk)
]

+

D
∑

j=1

µij n̄j . (E3)

The sum of Eq. (E3) on i now vanishes manifestly by the
antisymmetry of its argument.
Population size N regulates the strength of fluctua-

tions, which we wish to hold at a fixed scale for ease of
analysis. It is as easy to conserve N exactly as in an en-
semble average, so we will restrict attention to transfer
matrices that conserve probability over configurations of
separate N independently. All such matrices must trans-
fer probability through equal numbers of death and re-

production events. The operator that acts on any func-
tion of n to shift the index by +1i − 1j , that is, type
conversion of a single agent, is

e∂/∂ni
−∂/∂nj .

For continuous-time master equations, we require that
all terms be built from single-agent shift operators of
this form.80 Because only net conversion from types
i to j appears in the deterministic replicator, only the
antisymmetric combination sinh

(

∂/∂ni
− ∂/∂nj

)

will be
constrained by the first-moment equation (E3).
The correspondence is then constructed as follows. For

any function An with the expectation
∑

n Anρn denoted
〈A〉, these shift operators, by shifting the index of sum-
mation, lead to the identity

∑

n

nj sinh

(

∂

∂ni

− ∂

∂nj

)

Anρn

=
∑

n

Anρn sinh

(

∂

∂nj

− ∂

∂ni

)

nj

= 〈A〉 . (E4)

In particular, taking An to be the function
∑D

j,l=1 nla
A
ljnj

defined from the decomposition (E1), yields

1

2

∑

n

ni

D
∑
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sinh

(

∂

∂nl

− ∂

∂nj

)

nja
A
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D
∑
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〈

nia
A
ijnj

〉

.

(E5)
If correlated fluctuations are ignored, and 〈ninj〉 is
replaced by n̄in̄j , Eq. (E5) yields the first line of
Eq. (E3). A similar expansion with An set to
∑D

j,k,l=1 nja
S
jk (nk − δjk)nl gives

1

N

∑

n
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D
∑
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nja
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∑
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〉

−
D
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N
nja

S
jk (nk − δjk)

〉

,

(E6)

which in mean-field approximation is the second line in
Eq. (E3). Finally, the antisymmetric component of the
combination µijnj is extracted with the identity

∑

n

ni

D
∑

j,l=1

sinh

(

∂

∂nl

− ∂

∂nj

)

µjlnlρn =

D
∑

j=1

〈µijnj〉 ,

(E7)
giving the third line of Eq. (E3).
The sum of the three terms (E5 - E7) gives an un-

symmetrized representation for the mean-field compo-
nent of the transfer matrix,

80 The alternative is to include multiple-agent type conversions that
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∑

n′
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nn′ ρn′ ≡
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nlρn. (E8)

Since only the antisymmetric part of the braces in Eq. (E8) avoids cancellation against the sinh, and since it will
be useful to have explicit antisymmetric forms to motivate the noise component of Tnn′ in the text, we extract the
antisymmetric part of the braces explicitly as

∑

n′

TMF
nn′ ρn′ =

1

2

D
∑

j,l=1

sinh

(

∂

∂nl

− ∂

∂nj

)

{

nj (nl − δjl) a
A
jl +

1

N

D
∑

k=1

nj (nk − δjk) a
S
jknl + µjlnl

− 1

N

D
∑

k=1

nl (nk − δlk) a
S
lknj − µljnj

}

ρn. (E9)

Eq. (E9) implicitly includes self-play (and selection of a player against itself) in the combinations of n coefficients
multiplying aSjk and aSlk. A pair of completely cancelling terms, which remove double-counting of any agent from

both of these aS coefficients, may be introduced to put the mean-field transfer matrix in a form that includes only
interactions of distinct agents,

∑

n′

TMF
nn′ ρn′ =

1

2

D
∑

j,l=1

sinh

(

∂

∂nl

− ∂

∂nj

)

{

nj (nl − δjl) a
A
jl +

1

N

D
∑

k=1

nj (nk − δjk) a
S
jk (nl − δjl − δkl) + µjlnl

− 1

N

D
∑

k=1

nl (nk − δlk) a
S
lk (nj − δlj − δkj)− µljnj

}

ρn. (E10)

reproduced as Eq. (65) in the text. Although Eq. (E10)
appears cumbersome with its extra δ-terms, it will yield
the simplest form for the algebraic and field-theoretic
generating functionals, derived in App. F.

Appendix F: Conversion between transfer matrices

and Liouville operators

Here we construct the mapping between a transfer ma-
trix acting on a distribution ρ and the Liouville opera-
tor acting on its associated generating function Ψ. In
the Liouville equation (70), the left-hand side dΨ/dt is
made a function of dρ/dt by definition (69), with dρ/dt
evaluated according to the master equation (58) and the
form (67) for the transfer matrix. Factors of z and ∂/∂z

are chosen on the right-hand side so that L will repro-
duce the terms in Tnn′ , multiplying each basis function
∏D

m=1 z
nm
m . The elementary terms that contribute to the

transfer matrix (67) are factors of ni, and the single-agent
shift operators exp(∂/∂nl − ∂/∂nj)− 1.

To extract these, again let An be any function of the
components of n defining the context in which an index
appears. The combination

∑

n

(

D
∏

m=1

znm
m

)

niAnρn = zi
∂

∂zi

∑

n

(

D
∏

m=1

znm
m

)

Anρn

(F1)
simply extracts the number index. When multiple deriva-
tives act in turn, they recover number indices with cor-
rections so that no factor of zm is multiply counted,

∑

n

(

D
∏

m=1

znm
m

)

ni (nj − δij)Anρn = zizj
∂

∂zj

∂

∂zi

∑

n

(

D
∏

m=1

znm
m

)

Anρn. (F2)

The shift operator in any context is even more simply obtained as

∑

n

(

D
∏

m=1

znm
m

)

(

e∂/∂nl−∂/∂nj − 1
)

Anρn =

(

zj
zl

− 1

)

∑

n

(

D
∏

m=1

znm
m

)

Anρn. (F3)

are correlated over arbitrarily short times, which is a kind of fine
tuning that we do not expect to be preserved under aggregation.
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Repeated application of suitably ordered z and ∂/∂z as in equations (F1,F2), followed by Eq. (F3), shows that the
transfer matrix (67) is produced by the Liouville operator

L
(

z,
∂

∂z

)

≡
D
∑

j,l=1

(zl − zj)

(

µjl + zj
ajl
2

∂

∂zj
+

1

N

D
∑

k=1

zjzka
S
jk

∂

∂zj

∂

∂zk

)

∂

∂zl
. (F4)

reproduced as Eq. (71) in the text.

Appendix G: From complex functions to abstract

vector spaces

A systematic treatment of the transformation from an-
alytic functions to abstract Hilbert-space representations
of generating functions is provided in Ref. [34]. Here we
reproduce the essential relations to make the presenta-
tion self-contained.

1. The correspondence of elementary objects

Only a finite number of moments can be extracted from
any basis polynomial, because the lowering operators an-
nihilate the right ground state, represented as

0 =
∂

∂zi
1 ↔ ai |0) . (G1)

The conjugacy of this relation for the definition (77) of
the left ground state is checked as

0 =

∫

dDz δ(z) zj ↔ (0| a†j . (G2)

The basis polynomials count the number of agents of
each type without distinguishing them, and are associ-
ated with right number states,

(

D
∏

m=1

znm
m

)

· 1 ↔
D
∏

m=1

(

a†m
)nm |0) = |n) , (G3)

on which the raising and lowering operators act by

a†j |n) = |n+ 1j) , (G4)

ai |n) = ni |n− 1i) . (G5)

The number states are eigenvalues of the number opera-

tor, which corresponds to the operator zi∂/∂zi that ex-
tracts the index ni from complex functions,

a†ia
i |n) = ni |n) . (G6)

The state corresponding to a generating function is there-
fore the sum of number states weighted by their proba-
bilities,

Ψ(z) ↔
∑

n

ρn |n) ≡ |Ψ) , (G7)

defining Eq. (78) in the text.
A unique inner product evaluates to unity on all num-

ber states, which is known as the Glauber norm, or also
the inner product with the Glauber state. Its representa-
tion in analytic functions and abstract vectors are

1 =

∫

dDz δ(z) e
∑

m
∂/∂zm

(

D
∏

m=1

znm
m

)

· 1

↔ (0| e
∑

m
am

D
∏

m=1

(

a†m
)nm |0) .

= (0| e
∑

m
am |n) . (G8)

From the expansion of the exponential eam in Eq. (G8),
we can extract the definition of the normalized conjugate
number state,

(n| ≡ (0|
D
∏

m=1

anm
m

nm!
, (G9)

From the commutation (73) and annihilation (G2) rela-
tions it follows that number states are orthogonal and
normalized,

(n′ | n) = δDn′n. (G10)

2. Coherent states: construction, inner product,

and action of the Liouville operator

The coherent states are defined in Eq. (83) as eigen-
states of the lowering operator. They are constructed
from the number states as

|φ) = e−(φ
†φ)/2ea

†·φ |0)

= e−(φ
†φ)/2

∞
∑

M=0

(

a† · φ
)M

M !
|0)

=
D
∏

m=1

(

e−(φ
†
mφm)/2

∞
∑

nm=0

φnm
m

nm!
a†m

nm

)

|0)

=
∑

n

D
∏

m=1

(

e−(φ
†
mφm)/2φ

nm
m

nm!

)

|n) . (G11)

Because all a†m commute, the exponential may be ex-
panded either as a simple sum on M or a multinomial
over {nm}.
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The conjugate coherent states, indexed by Hermitian
conjugate vector φ†, and satisfying the conjugate eigen-
value relation (84), are then

(

φ†
∣

∣ = (0| eφ†·ae−(φ
†φ)/2

= (0|
∞
∑

M=0

(

φ† · a
)M

M !
e−(φ

†φ)/2

=
∑

n

(n|
D
∏

m=1

(

(

φ†
m

)nm
e−(φ

†
mφm)/2

)

. (G12)

(See Ref. [34] for the interpretation of the left coher-
ent states as moment-sampling operators, and their role
in propagating information from final conditioning con-
texts backward in time to extract most-likely trajectories
consistent with those contexts.) In particular, the value
φ† = 1 recovers the Glauber state

(0| e
∑

m
am ,

up to an overall normalization.

To compute the quadrature (82) of the Liouville equa-
tion we need the inner product between two coherent
states at adjacent times separated by an interval dt.
This inner product may be evaluated from the defini-
tions (G11,G12) as

(

φ†
t+dt

∣

∣

∣φt

)

= eφ
†

t+dt
·φt−(φ†

t ·φt+φ†

t+dt
·φt+dt)/2. (G13)

The coherent states are readily checked to furnish a
representation of the identity equivalent to that provided
by the number operators,

∫

dDφ†dDφ

πD
|φ)
(

φ†
∣

∣ =
∑

n

|n) (n| = I. (G14)

The cancellation of phase integrals in Eq. (G14) collapses
two summations into one, and the evaluation of the re-
sulting Γ-functions as integrals in φ† ·φ cancels factorials,
leaving only the number states.
To evaluate the action of the Liouville operator, we

begin with the expectation of the number operator,

(

φ†
∣

∣

D
∑

i=1

a†ia
i |φ) =

D
∑

i=1

φ†
iφ

i ≡ φ† · φ. (G15)

Because L – like the number operator – is normal-
ordered, the value from its insertion between coherent
states is elementary to compute, as

(

φ†
t+dt

∣

∣

∣L
(

a†, a
)

∣

∣

∣φt

)

= L
(

φ†
t+dt, φt

)(

φ†
t+dt

∣

∣

∣φt

)

.

(G16)
These computations may be assembled to convert the

Doi operator expression [37, 38] for the generating func-
tion into its coherent-state equivalent, introduced by
Peliti [39, 40]. The combination of the factorization (86)
of the evolution operator with the insertion of coherent-
state representations of unity (85), the choice (87) for
the initial state, and inner product with the Glauber
norm (G8), gives the integral representation for the time-
evolved generating function

(0| e
∑

m
ame−L(a†,a)T e(a

†−1)·n̄ |0) =
∫ T

0

Dφ†Dφ e1·φT e
−
∫

T

0
dt{φ†·∂tφ+L(φ†,φ)}−φ†

0·φ0e(φ
†

0−1)·n̄. (G17)

The left-most factor of 1·φT in Eq. (G17) results from the
inner product of the Glauber state with the left-most co-
herent state. It may be shifted to the right by absorbing
a total derivative into the main integral in Eq. (G17),

e1·φT = e

∫

T

0
∂t(1·φt)e1·φ0 (G18)

leaving Eq. (88) in the text.

3. The abstract inner product in place of parallel

complex integrals

The most important reason to pass from analytic func-
tions to an abstract representation of the Doi Hilbert
space is that it simplifies the inner product. Since we will

need to compute this inner product an infinite number of
times in the functional integral, such simplifications are
valuable. Also, the abstract Hilbert space captures prop-
erties of the formal power series representation of gener-
ating functions [111], which remain fundamental whether
or not the power series converge to analytic functions.

The integral nature (77) of the left ground state (0|,
beyond being cumbersome to write, requires a separate
variable of integration for each inner product to be taken.
To see how the multiplicity of integration variables is
simplified by the formal inner product, we may evalu-
ate the coherent-state representation of unity (G14) as it
would appear directly in terms of differential operators.
Expanding the exponentials in the coherent states, and
using the phase integral to eliminate all but equal-power
terms, the identity acting on inner products becomes
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∫

dDφ†dDφ

πD
|φ)
(

φ†
∣

∣ =

∫

dDφ†dDφ

πD
e−(φ

†·φ)ezt+dt·φ

∫

dDzt δ(zt) e
φ†·∂/∂zt

=

∫

dDzt δ(zt) e
zt+dt·∂/∂zt

= zt 7→ zt+dt, (G19)

that is, a map that removes the former integration vari-
able and substitutes the latter.

Appendix H: Taylor’s series expansion of the

Liouville operators

1. The derivative expansion in coherent-state fields

The stationary-point conditions (100,101) are defined
by vanishing of the first variational derivative of S. The
complete algebraic forms for this derivative at general
(

φ†, φ
)

are

dφi

dt
= − ∂L

∂φ†
i

=

D
∑

j=1

(µijφj − µjiφi) +

D
∑

j=1

φiφj

(

φ†
iλij − φ†

jλji

)

− φi







D
∑

j=1

(

φ†
j − φ†

i

)

φjλij +
1

N

D
∑

j,l=1

(

φ†
l − φ†

j

)

φla
S
ijφ

†
jφj







(H1)

dφ†
i

dt
=

∂L
∂φi

=

D
∑

j=1

(

φ†
i − φ†

j

)

µji +

D
∑

j=1

(

φ†
i − φ†

j

)

φ†
jφjλji + φ†

i







D
∑

j=1

(

φ†
j − φ†

i

)

φjλij +
1

N

D
∑

j,l=1

(

φ†
l − φ†

j

)

φla
S
ijφ

†
jφj







.

(H2)

Because only difference terms
(

φ†
i − φ†

j

)

appear in Eq. (H2), it is immediate that φ† ≡ 1 is always a consistent

solution. The terms grouped in parentheses are those which cancel in the stationary-point equation for the total

number, d
(

φ†
iφi

)

/dt, which corresponds to dνi/dt.

The second partial with respect to φ, which is the quantity averaged to compute the stochastic effective action (134),
and whose variation is averaged to compute the corrections to the mean-field equations of motion (133), is

∂2L
∂φm∂φn

=
(

φ†
m − φ†

n

)

[

(

φ†
n

anm
2

− φ†
m

amn

2

)

+
1

N

D
∑

k=1

(

φ†
na

S
nk − φ†

maSmk

)

(

φ†
kφk

)

]

+
1

N

D
∑

k=1

(

φ†
kφk

) [(

φ†
m − φ†

k

)

aSknφ
†
n +

(

φ†
n − φ†

k

)

aSkmφ†
m

]

− φ†
mφ†

na
S
mn

1

N

D
∑

k=1

(

φ†
m + φ†

n − 2φ†
k

)

φk. (H3)

Because we will not pursue fluctuation corrections to the response and correlation functions (113), and will consider
these only about classical backgrounds, we evaluate the mixed partial that defines the diffusion kernel only in the
background φ† ≡ 1,

∂2L
∂φ†

i∂φm

= −µim − δim





D
∑

j=1

aijφj −
1

N

D
∑

j,k=1

φjajkφk



+ φi





1

N

D
∑

j=1

(

2aSmj − aSij
)

φj − aim



 . (H4)
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The trace of this kernel, which gives the sum of eigenvalues as a function of the background, evaluates to

D
∑

i=1

∂2L
∂φ†

i∂φi

= −
D
∑

i=1

µim −
D
∑

i,j=1

(aij + δijaii)φj +
D + 1

N

D
∑

i,j=1

φiaijφj . (H5)

The Hessian which is the noise source for coherent-state field fluctuations, appearing in equations (121 - 123) and
also in the equivalent Langevin source term (J7), is given (also at φ† ≡ 1) by

∂2L
∂φ†

i∂φ
†
l

= −δilφl

D
∑

j=1

(2alj + ajl)φj + φiφl





2

N

D
∑

j=1

(

aSij + aSlj
)

φj − aSil



 . (H6)

Finally, the third partial responsible for the leading corrections (133) to the stationary-point conditions is

∂3L
∂φ†

i∂φm∂φn

= δim





1

N

D
∑

j=1

(

2aSnj − aSmj

)

φj − amn



+ δin





1

N

D
∑

j=1

(

2aSmj − aSnj
)

φj − anm



+
φi

N

(

2aSmn − aSin − aSim
)

.

(H7)

We evaluate this quantity for the examples in the text at
φ† ≡ 1, because all expectations except those of 〈φ′φ′〉 at
equal times will cancel [107].

2. The derivative expansion in action-angle

coordinates

The stationary-point condition (102) for the number
field ν, resulting from first variation of the normalized
action Ŝ, may be expressed variously in terms of the
population-corrected fitness λij of Eq. (96) or the average
flow rates ρij of Eq. (97) as

dνi
dτ

= − ∂L̂
∂ηi

=

D
∑

j=1

eηi−ηj (µ̂ij + νiλij) νj − eηj−ηi (µ̂ji + νjλji) νi

=

D
∑

j=1

eηi−ηjρij − eηj−ηiρji. (H8)

In particular, the last line, at η ≡ 0 (or indeed η =
any constant) yields the condition of detailed balance

ρlj = ρjl between all pairs jl, expressed in the text as
the fixed point condition of vanishing of rjl in Eq. (104).

The corresponding Eq. (103) for η, which we do not

need to use except to implement steepest descents of Ŝ
in App. I 2, evaluates to

dηi
dτ

=
∂L̂
∂νi

=

D
∑

j=1

(

1− eηj−ηi
)

(µ̂ji + νjλji) +
(

1− eηi−ηj
)

λijνj +

D
∑

j,l=1

aSijνj
(

1− eηj−ηl
)

νl. (H9)

Again we verify that η ≡ 0 is always a consistent solu-
tion. All remaining quantities will be evaluated at η ≡ 0,
because they will only be applied here to classical sta-
tionary trajectories.
The noise source and inverse mass matrix (107) has

a considerably simpler form in action-angle coordinates
than its counterpart (H6) in coherent-state fields,

∂2L̂
∂ηi∂ηj

= (ρij + ρji)− δij

D
∑

k=1

(ρik + ρki) . (H10)

The diffusion kernel is also simple, and may be expressed

in a manner that emphasizes the antisymmetry of its ar-
gument in i and j, corresponding to the antisymmetry of
the deterministic replicator in Eq. (E3),

∂2L̂
∂ηi∂νm

= δim

D
∑

j=1

[µ̂jm + νj (λjm − λmj)]

− [µ̂im + νi (λim − λmi)]

+ νi

D
∑

j=1

νj
(

aSjm − aSim
)

(H11)
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Eq. (H11) evaluates to the same quantity as its coherent-
state counterpart (H4), up to an overall factor of N re-
flecting the definitions of rescaled number fields and time.
Finally, the third partial derivative that appears in

fluctuation corrections to the stationary-point equations,
counterpart to Eq. (133) in the text, but for the number
field ν, is

∂3L̂
∂ηi∂νm∂νn

= (λnm − λmn) (δmi − δni)

+
D
∑

j=1

νj
[

δmi

(

aSjn − aSmn

)

+ δni
(

aSjm − aSnm
)]

− νi
[

aSin + aSim − 2aSnm
]

. (H12)

This is the form used numerically to evaluate the cor-
rections to the stationary point in going from Fig. 17 to
Fig. 18.

3. Relations between field and action-angle

variables

Only the diffusion kernels and noise source appear
in the evaluation of fluctuations in Sec. VIIB 1, and
App. H 2 has shown that the diffusion kernels about
classical backgrounds are the same in coherent-state and
action-angle variables. Therefore, although the correla-
tion function 〈νν〉 is formally fourth-order in φ† and φ,
it differs only by the addition of noise-source terms. The
exact relation between the Hessian forms (H6) and (H10)
is

− ∂2L̂
∂ηi∂ηj

= − 1

N2

∂2L
∂φ†

i∂φ
†
j

− (µ̂ijνj + µ̂jiνi)

+ νiνj

D
∑

k=1

(

aSik + aSjk − 2aSij
)

νk.

(H13)

Usually the correlation function for coherent-state fields
is used as a proxy for fluctuations in the number
field [48, 49, 107]. The evaluations in Eq. (J36) below
show that this difference, near a critical point, is the
same as the O

(

R̄2
)

correction in passing from the uni-
form background to the small-radius limit cycle, and is
O(1/N).

Appendix I: Hamiltonians and instanton methods

for systems with multiple equilibria

The computation of instanton trajectories and proba-
bilities for irreversible stochastic processes has both im-
portant similarities, and important differences, to the
corresponding computation for barrier penetration in
equilibrium thermal or quantum systems. These concern

the role of saddle points in relation to stable rest points,
and the asymmetry of probabilities for relaxation and es-
cape. They also lead to a “kinematic” description of the
stochastic process which is different from its canonical
description. It is the kinematic description that provides
the most direct comparison of potentials and symmetries
to the equilibrium problem.
We consider first the structure of the dynamical system

defined by the Liouville operator, and then the efficient
computation of trajectories and probabilities for escape.

1. Forms using a quadratic approximation of the

Liouville operator

We begin with the structure of the Liouville operator
derived in Sec. VIIA 2 in the text. We will suppose that
the quadratic expansion in η − η0 in the text can be
treated as the exact form of an approximation to the
Liouville operator, so that fluctuations in η may always
be removed by Gaussian integration.
For such quadratic forms, it is possible to remove the

explicit index notation and use a condensed inner prod-
uct notation for vectors and matrices. Thus we will let
ηTm−1η stand for

∑D
i,j=1 ηim

−1
ij ηj , η · ν̇ stand for ηT ν̇,

and we will use overdot to denote d/dτ . With these con-

ventions, the starting form for the action Ŝ in Eq. (98)
is written

Ŝ =

∫

dτ
(

η · ν̇ + L̂
)

. (I1)

Treating the second-order expansion of Eq (105) as an

exact form, the Liouville functional L̂ in Eq. (I1) becomes

L̂ = −1

2
(η − η0)

T
m−1 (η − η0) + V (ν) . (I2)

Although this form is quadratic in η, we permit it to
retain arbitrary dependence on ν. Within the same
quadratic expansion, ensuring L̂(η ≡ 0, ν) = 0 requires

V (ν) =
1

2
ηT0 m

−1η0. (I3)

η0 and m−1 are defined by Equations (106) and (107) in
the main text. The potential V (ν) is bounded below by
zero and has local minima at rest points given by η0 ≡ 0.
This is the “trapping” potential that corresponds to the
ordinary kinematic potential in equilibrium thermody-
namics; it is responsible for the non-negative spectrum
of the Liouville operator, and convergence of the density
ρn to a stationary distribution.
We expect, from equilibrium treatment of instantons,

that escapes will be described by the heteroclinic orbits
of a configuration ν moving on potential −V (ν). To see

how this description arises, we expand Ŝ as a bilinear
form using three different groupings of terms:
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Ŝ =

∫

dτ

[

η · ν̇ − 1

2
(η − η0)

T
m−1 (η − η0) + V (ν)

]

=

∫

dτ

[

−1

2
(η − η0 −m⊥ν̇)

T
m−1 (η − η0 −m⊥ν̇) +

1

2
ν̇Tm⊥ν̇ + V (ν) + η0 · ν̇

]

=

∫

dτ
1

2

[

−(η − η0 −m⊥ν̇)
T
m−1 (η − η0 −m⊥ν̇) +

(

ν̇ + η0m
−1
)T

m⊥

(

ν̇ +m−1η0
)

]

. (I4)

In order to invert the matrix m−1 in Eq. (I4), it has
first been necessary to remove the zero-eigenvalue asso-
ciated with shifts of all ηi by a constant, mentioned in
Sec. VIIA 3. The projection of m−1 onto the (D − 1)-

dimensional hyperplane
∑D

i=1 ηi = 0 is positive-definite,
and m⊥ is its matrix inverse.
We now verify a number of properties mentioned in the

text, from these forms for Ŝ. The first line in Eq. (I4) is
the standard Lagrange-Hamilton definition of the action
with canonical momentum η, and a Hamiltonian having
non-canonical dependence on η and potential −V (ν).
It is clear that integrating η−η0−m⊥ν̇ along a real con-

tour in the second line of Eq. (I4) produces a divergence,
and that η − η0 −m⊥ν̇ must be rotated to an imaginary
contour to define the Gaussian integral by steepest de-
scent. After such an integration, the remaining terms on
the second line give the Lagrangian for potential −V (ν).
This Lagrangian corresponds to the so-called Euclidean

action in the equilibrium method of instantons [27]. For
an equilibrium barrier-crossing problem, η0 would equal
zero. The real offset it creates for η, and the final ex-
pression η0 · ν̇ that it adds in the second line of Eq. (I4)
will lead to different probabilities for relaxation and es-
cape trajectories, which are nearly time-reverses of one
another, as we will see below.
The third line in Eq. (I4), after integration over η −

η0−m⊥ν̇, gives the stochastic action first derived by On-
sager and Machlup [116]. It is the small-fluctuation ap-
proximation to the rate function for the large-deviations
principle for histories [34].
The stationary-path condition for η from the second

line of Eq. (I4),

m⊥ν̇ = η − η0, (I5)

verifies that η− η0 is the kinematic momentum, and m⊥

the mass matrix relating velocities ν̇ to momenta. In
particular, the classical stationary-path trajectories (for
which η ≡ 0) express the mean-field replicator dynamic
through the relation

m⊥ν̇Cl = −η0. (I6)

Thus we recognize −m−1η0 as the tangent vector to the
classical flowfield at each ν.
To see that the Markovian term η0 · ν̇ in the second

line of Eq. (I4) does not qualitatively alter the kinematic
interpretation of barrier crossing in the potential −V (ν),
we may evaluate the stationary-point condition for ν from

the third line of Eq. (I4) to obtain

d

dτ
(m⊥ν̇) =

∂

∂ν
V (ν) + η0

∂m−1

∂ν

(

m⊥ν̇ +
η0
2

)

. (I7)

The leading term in Eq. (I7) is the acceleration due to the
gradient of−V (ν), and the second term is small whenever
m−1 is not a strong function of ν. An exact evaluation of
m−1 is plotted in Fig. 21, showing weak to moderate ν-
dependence and anisotropy. The correction proportional
to ∂m−1/∂ν contains a viscosity linear in ν̇ as well as
a force term not captured by the potential, due to the
momentum offset η0.

L R

M

FIG. 21. In-plane projection of the fluctuation kernel
∂2L̂/∂η2 for the parameters that produce the flowfield shown
in Fig. 2. The major and minor principle axes of fluctuation
(variances) for η, at a regular sample of ν values, are plot-
ted as crosses centered at ν (and divided by 20 from actual
magnitudes to aid viewing). The fluctuation spectrum is only
weakly ν-dependent and only moderately anisotropic at any
ν.

We note that the combination of the conservation law
L̂ = 0, the equation of motion (I6), and the quadratic

expansion (I2) for L̂, implies that the velocity fields along
all stationary paths must satisfy

ν̇m⊥ν̇ = (η − η0)m
−1 (η − η0) = η0m

−1η0. (I8)

The solutions to this equation for ν̇ are (D − 2)-spheres,
which pinch off at the rest points where η0 = 0.
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2. A steepest-descent algorithm to extract

non-classical stationary points

Local minima of the action can be found directly with
a method of steepest descent, which we demonstrate
in this subsection. The key observation is that locally
valid momentum values, which are needed to evaluate
the stationary-point equations (102,103), can be uniquely
inferred for all points along any smooth trajectory in
ν, from the equation of motion (I6) and the condition

L̂ = 0. If we know the endpoints of a trajectory, we may
vary ν-paths pinned at those endpoints, minimizing the
difference between the path-derivative for the stationary-
point momentum, and the derivative implied by the equa-
tion (103).
Consider a general variation about an arbitrary, τ -

dependent, pair of functions η and ν. Ignoring total
derivatives, the resulting variation in S will be

δS = N

∫

dτ

[(

∂L̂
∂ν

− η̇

)

· δν + δη ·
(

ν̇ +
∂L̂
∂η

)]

.

(I9)
Now define a trajectory as a smooth curve of points

{ν}, and let dν at any point be a vector tangent to the
curve at that point. The normalization of the tangent
vector may be arbitrary, but its orientation is not. For
each point ν in the trajectory, choose a corresponding
value for η, denoted η (ν), such that

L̂
(

ν, η (ν)
)

= 0 , and

dν = −dτ
∂L̂
∂η

∣

∣

∣

∣

∣

ν,η(ν)

, (I10)

for some positive constant dτ . As long as the surface
L̂ = 0 is convex, η (ν) and dτ will be uniquely specified.
dτ in Eq. (I10) is the time interval appropriate to make

dν

dτ
= − ∂L̂

∂η

∣

∣

∣

∣

∣

ν,η(ν)

(I11)

a velocity field. The integral of Eq. (I11), ν (τ), is a
well-defined time-dependent trajectory, satisfying the ν
stationary-path condition (H8). Similarly, for the func-
tion η (ν), a time derivative dη (ν) /dτ along the trajec-
tory is implied as well. In general it will not satisfy the η
equation of motion (H9), since the foregoing construction
can be carried out for any smooth curve in ν-space.

Now we reconsider the variation (I9) of S, among the
restricted class of functions that admit general δν and δη,
but which start from paths satisfying equations (I10,I11).
The second term in the integral vanishes by Eq. (I11).

The remaining gradient ∂L̂/∂ν ≡ η̇EOM is the velocity of
the η-field along a true stationary point instantaneously
tangent to the trajectory {ν}, by Eq. (H9). The variation
of S then becomes

δS = N

∫

dτ

[(

η̇EOM − dη (ν)

dτ

)

· δν
]

. (I12)

Note that, starting from
(

ν, η (ν)
)

, the variations
η̇EOMdτ and dη (ν) (along with dν), both leave their

paths in the surface L̂ = 0 at ν + dν. Therefore the dif-
ference η̇EOMdτ −dη (ν) must satisfy

(

η̇EOMdτ −dη (ν)
)

·
∂L̂/∂η = 0 at ν + dν, or equivalently, from Eq. (I11)

(

η̇EOM − dη (ν)

dτ

)

· dν
dτ

= 0. (I13)

In other words, the functional variation of the action
about this class of curves yields a vector field instan-
taneously perpendicular to the trajectory at each point.
Thus the gradient in Eq. (I12) may be used in a New-
ton’s method to converge on the non-classical stationary
paths.
Fig. 22 shows a portion of the ν-simplex from Fig. 2,

with the classical diffusion paths in the background.
Overlaid on these are segments of actual solutions to the
stationary-path equations of motion, starting from arcs
that begin in the stable rest point and terminate in the
saddle point. The arcs are chosen to lie above and below
the contour of slowest approach in the classical diffusion
solution, which serves as a proxy for the saddle path of
the potential −V (ν). As expected from the kinematic ap-
proximation (I7), these trajectories diverge from the sad-
dle path between the two rest points. The actual escape
trajectory, obtained by the method of steepest descent
described here, is shown in Fig. 19 in the text.
To estimate the actions associated with reverse-

direction paths, which give their probability of occur-
rence, we use the condition L̂ = 0, both explicitly in
Eq. (I1), and through equations (I2,I5) to remove τ as
an integration variable, leaving

ν̇Tm⊥ν̇ ≈
√

dνTm⊥dν

dτ

√

2V (ν). (I14)

Then S of Eq. (I1) may be approximated

S = N

∫

dτ η · ν̇

= N

∫

dτ
(

(η − η0) · ν̇ + η0 · ν̇
)

≈ N

∫

dτ
(

ν̇Tm⊥ν̇ − ν̇TClm⊥ν̇
)

≈ N

∫ √

dνTm⊥dν
√

2V (ν)

(

1− ν̇TClm⊥ν̇

ν̇Tm⊥ν̇

)

,

(I15)

in which the approximations correspond to the second-
order expansion of L̂ in η, used in the previous subsection.
√

dνTm⊥dν is a line element along the trajectory ν,
and by Eq. (I8), the term in the fraction on the fourth
line of Eq. (I15) is a direction cosine between the tan-
gent fields ν̇ and ν̇Cl in the inner product defined by m⊥.
For the classical stationary paths, this fraction equals
unity by definition, giving the required S ≡ 0. To the
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FIG. 22. Solutions to the non-classical stationary point con-
ditions (H8,H9) for the coordination game of Eq. (29) with
weakly broken symmetry (ā = 1, a = 0.5, N = 10). Flow-
fields of the classical solution are shown as light lines in the
background for reference, and the path of slowest diffusion is
indicated by the confluence of these lines. Two ν trajectories
are tested (heavy black lines), one above and one below the
classical direction of slowest flow, which approximates the sad-
dle contour of the potential −V (ν). Exact solutions initially
tangent to these trajectories (the comb of diverging heavy
lines) curve away from the saddle of −V (ν), as expected from
the potential contours shown in Fig. 3.

extent that the non-classical solutions approximately re-

verse ν̇Cl, the direction cosine is ≈ −1, and the action
evaluates to the positive quantity

S ≈ 2N

∫ √

dνTm⊥dν
√

2V (ν), (I16)

twice the WKB value that would have been expected for
equilibrium barrier crossing in the same potential. We
see that the last term η0 · ν̇ in the second line of Eq. (I15)
has only weakly affected the stationary trajectories, but
provides the offset to the value S(0) that permits free clas-
sical diffusion, doubly penalizing reverse-direction diffu-
sion responsible for escape from the stable fixed points.

Appendix J: Calculating Gaussian-order response

and correlation functions

This appendix provides calculations of all Gaussian-
order fluctuation effects used in the main text. Sec. J 1
reviews the connection between the field-integral gener-
ating function and the Langevin equation. Sec. J 2 pro-
vides specific forms for the correlation function of fluctua-
tions about the uniform background in the Rock-Paper-
Scissors game in coherent-state fields, emphasizing the
divergence on the approach to instability of the uniform
population background. Sec. J 3 provides the correspond-
ing derivation, this time using action-angle variables and
polar coordinates in the ν simplex, for the limit cycle of
ordered population states. This section provides both the
radial-fluctuation divergence in the ordered state, and the
accumulation rate for phase noise around the limit cycle.

1. Auxiliary fields and the Langevin equation

The tri-diagonal form (112) for S(2) in the main text
results from splitting the mixed-partial derivatives in φ†

and φ into two symmetric terms, whose inverses are the
advanced and retarded response functions. If we do not
split these terms, the same action, up to a total deriva-
tive, may be written

S(2) =

∫

dt

D
∑

i,j=1

{

φ̃i

(

δij
d

dt
+

∂2L
∂φ†

i∂φj

)

φ′
j +

1

2
φ̃i

∂2L
∂φ†

i∂φ
†
j

φ̃j

}

. (J1)

Its counterpart in action-angle coordinates reads

S(2) = N

∫

dτ
∑

i,j

{

η′i

(

δij
d

dτ
+

∂2L̂
∂ηi∂νj

)

ν′j +
1

2
η′i

∂2L̂
∂ηi∂ηj

η′j

}

. (J2)

The following construction may be carried out in either
variables, but the coherent-state representation will be
used as an example.

The Hessian for either φ̃ or η′, in equations (J1,J2), is
negative-semidefinite, requiring the rotation of the mo-
mentum variable to an imaginary integration contour

as we saw in the expansion over stationary points in
App. I 1. The direct use of the momentum variable as
an “imaginary Langevin field” is sometimes seen, but an
older approach is to cancel the unstable Hessian term
with an offset produced by an auxiliary field, which would
become the Langevin field. The procedure, known as the
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Hubbard-Stratonovich transformation [47] is to introduce
a representation of unity as the Gaussian integral

1 = det

(

∂2L
∂φ2

)−1/2
∫

Dζe−SAux

, (J3)

in which the “auxiliary field action” is the non-
dynamical quadratic form (meaning that it involves no
τ -derivatives)

SAux = −1

2

∫

dt
D
∑

i,j=1

(

ζi +
D
∑

m=1

φ̃m

(

∂2L
∂φ2

)

mi

)(

∂2L
∂φ2

)−1

ij



ζj +
D
∑

n=1

(

∂2L
∂φ2

)

jn

φ̃n



 . (J4)

(Eq. (J3) is normalized with the square root of a functional determinant because a single field, ζ, is introduced to

correspond to φ̃, rather than a complex-valued pair
(

ζ†, ζ
)

.)
When the expression (J3) is inserted into the generating functional (88), the resulting integral remains Gaussian,

with a kernel in which the original Hessian terms cancel, to be replaced with a convergent Hessian in the fields ζ,

S(2) + SAux =

∫

dt







D
∑

i=1

φ̃i





D
∑

j=1

(

δij
d

dt
+

∂2L
∂φ†

i∂φj

)

φ′
j − ζi



− 1

2

D
∑

i,j=1

ζi

(

∂2L
∂φ2

)−1

ij

ζj







. (J5)

If φ̃ is now integrated along an imaginary contour, it produces a functional δ-function,

∫

Dφ̃ exp







∫

dt
D
∑

i=1

φ̃i





D
∑

j=1

(

δij
d

dt
+

∂2L
∂φ†

i∂φj

)

φ′
j − ζi











=
D
∏

i=1

δ





D
∑

j=1

(

δij
d

dt
+

∂2L
∂φ†

i∂φj

)

φ′
j − ζi



 , (J6)

which restricts field variations to a hypersurface within
the remaining integral over φ′ and ζ.
The argument of the δ-functional,

D
∑

j=1

(

δij
d

dt
+

∂2L
∂φ†

i∂φj

)

φ′
j − ζi

is called the Langevin equation from stochastic differen-
tial equation theory. It expresses φ′, through the inverse
of the retarded Green’s function, in terms of the Langevin
field ζ, which has the time-local correlation function

〈

ζitζjt′
〉

= −
(

∂2L
∂φ2

)

ij

δ(t− t′) . (J7)

The form of the Hessian ∂2L/∂φ2 is given in Eq. (H6)
as a function of the original probabilities in the master
equation. Thus, from the Gaussian approximation to the
functional integral, we may derive the Langevin equation
for an arbitrary stochastic process, with the correct noise
structure and the correct damping.

2. Fluctuations about the uniform background in

coherent-state fields

Here we provide the algebraic forms needed to com-
pute the fluctuation quantities in Sec. VIIB 1, for the

RPS game of Sec. IVB expanded about the uniform-
population background. General algebraic forms for the
coherent-state expansion are given in App. H 1, and
the payoff matrix to which they are applied is that of
Eq. (31). Diffusion is taken to be isotropic, as in Eq. (27).
We will keep the number of types D explicit, even though
in the examples D = 3, to distinguish it from numerical
factors related to the order of derivatives, and to indicate
the scaling of magnitudes with D.
The uniform background satisfies φ̄m = N/D for each

m. In this background, the diffusion kernel (H4) evalu-
ates to

∂2L
∂φ†

i∂φm

= N

(

D

N
+

b− a

2D

)(

δim − 1

D

)

− aAim. (J8)

Continuity in the sum of the eigenvalues about more gen-
eral backgrounds will also be of interest. From Eq. (H5)
for the general trace, and the definition (32) of r2,

D
∑

i=1

∂2L
∂φ†

i∂φi

= (D − 1)

[

D +N

(

b− a

2D

)]

+ (D + 1)N

(

a− b

2

)

r2

→ 2

∣

∣

∣

∣

D +N

(

b− a

2D

)∣

∣

∣

∣

, (J9)

where in the last line we have used the leading non-
oscillatory expansion (34) for r2 in the phase with a limit
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cycle, as will be justified by the full solution in subsec-
tion J 3.

Returning to the uniform background, the noise source
corresponding to Eq. (J8), which is the Hessian (H6),
becomes

− ∂2L
∂φ†

i∂φ
†
j

= N2

[

3

D

(

ā+
b− a

2

)

− 2 (b− a)

D2

](

δij −
1

D

)

.

(J10)

The matrix in both equations (which has the same
form as the mutation matrix up to a scale factor) is a pro-

jector into the transverse simplex
∑D

m=1

(

φ̄m + φ′
m

)

=
N . Using an expansion similar to that in Eq. (A5), but
expressed in a basis v and v∗ of eigenvectors of the diffu-
sion kernel (J8),





1
1

1



− 1

D





1
1
1





[

1 1 1
]

= vv† + v∗vT . (J11)

In terms of the population frequencies,

v ≡ 1

2
√
3





2
−1
−1



+
i

2





0
1

−1



 , (J12)

and v∗ is its complex conjugate. The eigenvalue of v in
the diffusion equation is given by

∂2L
∂φ†∂φ

v = N

[(

D

N
+

b− a

2D

)

+ i
(b+ a)

2
√
D

]

v, (J13)

and the eigenvalue for v∗ is the complex conjugate.

About a uniform background both the eigenvalues and
eigenvectors are time-independent, so the time-ordered
exponential integrals in the Green’s functions (116,117)
reduce to simple scalar exponents in (t− t′). These are
readily integrated in the formula (122) for Mt, in which
we can take t′′ → −∞ because all noise is damped. The
result is simply to divide the noise source (J10) by the
sum of the eigenvalue in Eq. (J13) and its complex con-
jugate (one factor from DR and one from DA), yielding
Eq. (125) for 〈φ′φ′〉t.

3. Rotating backgrounds, polar coordinates, and

accumulating Brownian noise

We now carry out the parallel derivation, above the
critical point where the stationary solutions for RPS con-
verge on a limit cycle of nonzero radius. The calcula-
tions are performed in action-angle variables, for conve-
nience in converting to polar coordinates in the number
field ν. Again, explicit algebraic forms are provided in
App. H 2. We note, as an aside, that the correlation func-
tion in action-angle variables differs from that in coherent
state variables only by corrections of order 1/N relative
to the leading magnitudes. These arise, as they must,

from expectations
〈

φ̃φ′
〉2

, which the action-angle corre-

lator includes but the coherent-state correlator does not.
The closed-form relation between the noise sources for
these two forms, for general payoff matrices, is provided
in App. H 3.
We begin with the action form for S(2) given in Eq. (J2)

with fluctuating fields (η′, ν′). In the limit-cycle back-

ground, the diffusion kernel ∂2L̂/∂η∂ν is time-dependent
and does not generally have any zero entries, which makes
direct evaluation of time-ordered exponentials compli-
cated. Yet we know from Goldstone’s theorem that the
time-derivative of the limit cycle must be a zero mode,
and we know by symmetry that near the critical point
it is approximately a circle. To exploit these facts, we
consider the effect of general (time-dependent) coordi-
nate transformations on simplifying the form of the diffu-
sion kernel. When coordinates can be chosen to approx-
imately trace the limit cycle, the zero eigenvalue may be
made explicit, and the resulting lower-triangular form for
the kernel makes evaluation of 2 × 2 time-ordered expo-
nentials elementary. This construction is a simple version
of the transformation to a Frenet frame used in Ref. [80].
Consider, therefore, the effect of an invertible transfor-

mation V from the rectilinear basis
(

ηT , ν
)

to variables

ηTV and V −1ν. We may always choose V so that

dV

dτ
+

∂2L̂
∂η∂ν

V = V Λ, (J14)

for some Λ which is lower triangular, by letting the sec-
ond column of V be the time derivative of the limit-cycle
trajectory. For now, however, assume only that V and
Λ are smooth, i.e., V ΛV −1 has a continuous first deriva-
tive so that in the continuum limit the retarded response
function becomes

〈ν′τη′τ ′〉 = θ(τ − τ ′)
1

N
VτT

(

e
−
∫

τ

τ′
duΛu

)

V −1
τ ′ , (J15)

Under the same basis transformation, the correlation
function (123) at equal times becomes
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〈ν′τν′τ 〉 = VτT
(

e
−
∫

τ

τ′
duΛu

)

V −1
τ ′ 〈ν′τ ′ν′τ ′〉V −1

τ ′

†T −1

(

e
−
∫

τ

τ′
duΛ∗

u

)

V †
τ

− 1

N
Vτ

∫ τ

τ ′

dzT
(

e
−
∫

τ

z
duΛu

)

V −1
z

∂2L̂
∂η2

∣

∣

∣

∣

∣

z

V −1
z

†T −1

(

e
−
∫

τ

z
duΛ∗

u

)

V †
τ (J16)

We now construct V through a series of successive
approximations, beginning with the transformation to
static polar coordinates, which can be performed directly
in the action, and for which the notation of a time-
dependent V is not yet needed. Let the normalized radius
r introduced in Eq. (32), and the angle θ in the simplex,
be polar coordinates for ν, and perform a similar trans-
formation on η as

[

ν1
ν2

]

≡
[

r cos θ
r sin θ

]

;

[

η1
η2

]

≡
[

h cosφ
h sinφ

]

. (J17)

The only combinations of these that actually appear in
S(2) refer η to the direction of ν, not to the rectilinear

frame, so define radial and tangential components of η as

[

ηr
ηt

]

≡
[

h cos (φ− θ)
h sin (φ− θ)

]

. (J18)

For small r2, we will approximate the noise ker-
nel (H10) by its value in the uniform background for sim-
plicity, because it is not a strong function of ν near the
center of the simplex, as was shown in Fig. 21. In polar
coordinates, the action to all orders in ν, and to second
order in η, then takes a simple form corresponding to the
expansion (I2) used to study stationary points,

S ≈ N

∫

dτ
[

ηr ηt
]

[

dr
dτ + ∂L̂

∂ηr

r dθ
dτ + ∂L̂

∂ηt

]

+
1

2

[

ηr ηt
] ∂2L̂
∂η2

[

ηr
ηt

]

, (J19)

in which ∂2L̂/∂η2 is computed with respect to the (ηr, ηt)
basis.

The stationary point conditions are most easily decom-
posed in terms of a set of scaling parameters which are
functions of the payoffs. The reference scale for radius,
R̄, will be the value suggested by Eq. (34) of the text,

R̄2 ≡ 1

D
− 2D

N (a− b)
. (J20)

The mean rate of advance of the phase θ is

ω =
a+ b

2
√
3

(J21)

A normalized radius coordinate will be denoted

ρ ≡ r

R̄
(J22)

only in this appendix (the notation is distinguished from
ρn used for the original probability density). Three fur-
ther combinations of the game parameters appear in the
exact stationary point equations:

A1 ≡ R̄2 a− b

2ω

2A2
2 ≡ R̄2 +A2

1

tanα ≡ 1

3

a− b

2ω
(J23)

The small expansion parameter will be R̄, in terms of
which A2 ∼ O

(

R̄
)

, A1 ∼ O
(

R̄2
)

.
Then the stationary point condition for ν in (ρ, θ) co-

ordinates, from the action (J19), becomes

dρ

ω dτ
= − 1

R̄ω

∂L̂
∂ηr

= ρ
[

A2ρ sin (3θ + α) +A1

(

1− ρ2
)]

ρ dθ

ω dτ
= − 1

R̄ω

∂L̂
∂ηt

= −ρ [1− η2ρ cos (3θ + α)] (J24)

The limit-cycle trajectories are not perfect circles, as
shown in Fig. 7, and the angle of inclination to a pure
radial vector due to the variation of ρ is

∂L̂/∂ηr
∂L̂/∂ηt

=
ρ̇

ρθ̇
= −A2ρ sin (3θ + α) +A1

(

1− ρ2
)

1− η2ρ cos (3θ + α)

≡ tan ξ

≡ d log ρ

dθ
. (J25)

The second-order action (J2) may then be written in po-
lar coordinates in terms of solutions to these equations
as
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S(2) = N

∫

dτ
[

ηr ηt
]





d

dτ
−
[

∂ρ̇
∂ρ

∂ρ̇
ρ∂θ

ρ∂θ̇
∂ρ

∂θ̇
∂θ + ρ̇

ρ

]





[

r′

r̄θ′

]

+
1

2

[

ηr ηt
] ∂2L̂
∂η2

[

ηr
ηt

]

. (J26)

Having removed most of the frame dependence of the
limit cycle with this transformation, we may now return
to the systematic approximation of V and Λ as a small
parameter expansion. Eq. (J14) becomes





d

dτ
−
[

∂ρ̇
∂ρ

∂ρ̇
ρ∂θ

ρ∂θ̇
∂ρ

∂θ̇
∂θ + ρ̇

ρ

]



V = V Λ (J27)

If we take the time-derivative of the trajectory
(

ρ̄, θ̄
)

to
be the second column of V , and choose the first column
simply to be orthogonal, then

V = − 1

ω

[

ρθ̇ ρ̇

−ρ̇ ρθ̇

]

=
1

ω

√

ρ̇2 +
(

ρθ̇
)2
[

cos ξ sin ξ
− sin ξ cos ξ

]

, (J28)

with ξ defined in Eq. (J25). Solving Eq. (J27) then gives

Λ =

[

Λ(11) 0
Λ(21) 0

]

, (J29)

in which

−Λ(11) = ω
[

4A2ρ̄ sin
(

3θ̄ + α− 2ξ̄
)

− 2A1ρ̄
2 cos (2ξ)

]

−Λ(21) = ω
[

4A2ρ̄ cos
(

3θ̄ + α− 2ξ̄
)

− 2A1ρ̄
2 sin (2ξ)

]

.

(J30)

Time-ordered exponentials of 2× 2 lower-triangular ma-
trices reduce to elementary scalar integrals, as

T
(

e
−
∫

τ2

τ1
duΛu

)

=





e
−
∫

τ2

τ1
duΛ(11)

u 0

−
∫ τ2
τ1

duΛ
(21)
u e

−
∫

u

τ1
du′Λ

(11)

u′ 1



 .

(J31)
V and Λ may be constructed in this way for any sta-

tionary solution. Polar coordinates lead to a simple
small-parameter expansion if we solve Eq. (J25) for the
limit-cycle trajectory, to give

ρ̄
(

θ̄
)

= 1 +
A2

3
cos
(

3θ̄ + α
)

+O
(

R̄2
)

(J32)

The leading order in V is then

V =

[

1
1

]

+O
(

R̄
)

(J33)

so the polar coordinates turn out to be adequate by them-
selves. The time-ordered exponential (J31) similarly sim-
plifies to

T
(

e
−
∫

τ2

τ1
duΛu

)

=

[

e−2A1ω(τ1−τ2) 0
0 1

]

+O
(

R̄
)

. (J34)

Now it remains only to compute the noise kernel. Eval-
uation of Eq. (H10) about a uniform background gives

− ∂2L̂
∂ηi∂ηj

= − 1

N2

L
∂φ†

i∂φ
†
j

+

[

2

N
+

b− a

D2

](

δij −
1

D

)

=

[

3

D

(

ā+
b− a

2

)

+
2

N
+

a− b

D2

](

δij −
1

D

)

(J35)

The leading constant correction in small R̄2 can readily
be included, leaving out oscillatory terms as they were
left out of V in Eq. (J33),

− ∂2L̂
∂ηi∂ηj

∣

∣

∣

∣

∣

R̄2 6=0

= − ∂2L̂
∂ηi∂ηj

∣

∣

∣

∣

∣

R̄2=0

+
(a− b)

2D
R̄2

(

δij −
1

D

)

= − 1

N2

L
∂φ†

i∂φ
†
j

∣

∣

∣

∣

∣

φi=N/D

+

[

1

N
+

b− a

2D2

](

δij −
1

D

)

=

[

3

D

(

ā+
b− a

2

)

+
1

N
− 3 (b− a)

2D2

](

δij −
1

D

)

,

(J36)

but this result differs from Eq. (J35) only by terms of
order 1/N near the critical point. Now using D = 3
for the particular RPS example, the noise kernel (J36)
reduces to the simple expression

− ∂2L̂
∂ηi∂ηj

=

[

ā− a− b

3
+

1

N

](

δij −
1

D

)

. (J37)

Incorporating the source (J37) and the time-ordered
exponentials (J34) in the expression (J16) for the corre-
lation function, and performing the elementary integrals
over τ − τ ′, gives

〈[

r′

r̄θ′

]

[

r′ r̄θ′
]

〉

τ

=

[

e−2A1ω(τ−τ ′)

1

]〈[

r′

r̄θ′

]

[

r′ r̄θ′
]

〉

τ ′

[

e−2A1ω(τ−τ ′)

1

]
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+

(

ā− a− b

3
+

1

N

)

[

1−e−4A1ω(τ−τ′)

4A1ωN
τ−τ ′

N

]

+O
(

R̄
)

(J38)

Restoring the combination of aggregated constants to
their expression in terms of the parameters of the prob-
lem,

4A1ωN =
2N

D

(

a− b− 2D2

N

)

, (J39)

and using large (τ − τ ′) to ignore exponentials in the
nonzero damping radial eigenvalue, we obtain Eq. (127)
in the main text.

Appendix K: Action-angle variables and the number

fluctuation for drift between two types

The transformation (93) to action-angle variables in
the text satisfies the criteria for a canonical transforma-
tion with respect to the stationary-path solutions. It is
necessary to check, however, that it generates the cor-
rect correlation functions from the functional integral as
well.81 When we have verified this, we may perform
Gaussian integrals by inverting the kernel in the action,
equally well in coherent-state or action-angle variables.
This appendix verifies the absence of anomalies, by com-
paring the Gaussian integral to an exact solution for the
problem of pure mutational drift between two types.
Consider two types, for which the population structure

is given by a vector n ≡ (n1, n2). The master equation
for pure mutation becomes simply

dρn
dt

=
ω

2

[

(n1 + 1) ρn+(1,−1) − n1ρn
]

+
ω

2

[

(n2 + 1) ρn+(−1,1) − n2ρn
]

. (K1)

(The factor of ω has been added by hand as a reminder
that time has explicit dimensions, and also to check that
its associated characteristic timescale cancels from the
final fluctuation strength.)
Steady-state solutions to Eq. (K1) separate to inde-

pendent distributions along the diagonals n1 + n2 = N
for each value of N . Any one such diagonal solution is
exactly solvable, to the binomial

ρn =
1

2N

(

N
n1

)

. (K2)

The leading N -dependence of the equal-time fluctuation
correlation function in this distribution is

〈

(

n1 − n2

2

)2
〉

=
N

4
, (K3)

81 This is equivalent to checking that the action-angle transforma-
tion has generates no anomaly terms from the measure.

displaying the N -linear scaling characteristic of either
Poisson statistics or the central-limit theorem.
Following the methods in the text, the master equa-

tion (K1) corresponds to the coherent-state Liouville op-
erator

L =
ω

2

(

φ†
1 − φ†

2

)

(φ1 − φ2) , (K4)

and to the action in the full generating functional

S =

∫

dt
{

φ†
1∂tφ1 + φ†

2∂tφ2 +
ω

2

(

φ†
1 − φ†

2

)

(φ1 − φ2)
}

.

(K5)
This action, corresponding to pure diffusion, is exactly

quadratic – that is, it has no second-order term in φ†. By
Noether’s theorem it implies conservation of φ1+φ2 = N ,
which we may make explicit with a basis rotation to write

S =
1

2

∫

dt
{(

φ†
1 + φ†

2

)

∂t (φ1 + φ2)

+
(

φ†
1 − φ†

2

)

(∂t + ω) (φ1 − φ2)
}

, (K6)

Now we encounter the subtlety remarked by
Kamenev [107] for free-field theories in coherent-state
variables: in the tri-diagonal continuum limit corre-

sponding to Eq. (112), no Hessian term for
(

φ†
1 − φ†

2

)2

appears to define the functions M and DK that spec-
ify the correlation function for (φ1 − φ2). This lacuna
is partly a notational artifact of the continuum limit, in
the sense that the fluctuation kernel can be correctly re-
covered by careful evaluation of the more precise discrete
functional integral [104, 107]. It is also physical, however,
in the sense that fluctuations are extensive when they are
not regulated by terms larger than 1/N in the action.
The transformation to action-angle variables actually

solves both of these problems, but only if it is performed
in the original variables (n1, n2), so that it respects the
discrete permutation symmetry of the problem. The
action-angle transformation will not generally respect the
larger basis-rotation symmetry displayed by the kinetic
term in Eq. (K6). The form for S obtained by trans-
forming Eq. (K5), and then rotating to a diagonal basis,
is

S =
1

2

∫

dt {(η1 + η2) ∂tN + ωN [1− cosh (η1 − η2)]

+ (η1 − η2) ∂t (n1 − n2) + ω (n1 − n2) sinh (η1 − η2)} .
(K7)

In Eq. (K7) we have substituted N ≡ n1 + n2 for the
conserved total number. The nonlinear cosh creates an
explicit second-order term in (η1 − η2), where there was

none in
(

φ†
1 − φ†

2

)

. Note that such a term would not have
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been produced by introducing action-angle variables for
the rotated linear combinations of coherent-state fields in
Eq. (K6).
The tri-diagonal second-order expansion of the ac-

tion (K7) now contains all three terms in the continuum
limit, which are needed to define the response and corre-
lation functions. Following through the constructions of
Sec. VIIB 1 recovers the result of the exact solution,

〈

(

n1 − n2

2

)2
〉

=

∫ ∞

0

dte−2ωt

(

ωN

2

)

=
N

4
. (K8)

This is therefore the prescription for introducing action-
angle variables that has been used throughout the text.

[1] John Maynard Smith. Evolution and the theory of
games. Cambridge, London, 1982.

[2] Josef Hofbauer and Karl Sigmund. Evolutionary Games
and Population Dynamics. Cambridge U. Press, New
York, 1998.

[3] Martin A. Nowak. Evolutionary Dynamics: exploring
the equations of life. Belknap Press, New York, 2006.

[4] John von Neumann and Oskar Morgenstern. Theory of
Games and Economic Behavior. Princeton Univ. Press,
Princeton, NJ, 1944.

[5] John Maynard Smith and George R. Price. The logic of
animal conflict. Nature, 246:15–18, 1973.

[6] Josef Hofbauer and Karl Sigmund. Evolutionary game
dynamics. Bull. Am. Math. Soc., 40:479–519, 2003.

[7] Robert J. Aumann and Lloyd S. Shapley. Long-term
competition – a game-theoretic analysis. Cowles Foun-
dation Working Papers, pages wp–676, 1992.

[8] Drew Fudenberg and Eric Maskin. The folk theorem
in repeated games with discounting or with incomplete
information. Econometrica, 54:533–554, 1991.

[9] Drew Fudenberg and Eric Maskin. On the dispensibility
of public randomization in discounted repeated games.
J. Econ. Theory, 53:428438, 1991.

[10] Richard J. Nowakowski. Games of no chance. Cam-
bridge U. Press, Cambridge, 1998.

[11] Paul W. Glimcher, Colin Camerer, Russell Alan Pol-
drack, and Ernst Fehr. Neuroeconomics: Decision Mak-
ing and the Brain. Academic Press, New York, 2008.

[12] John C. Harsanyi and Reinhard Selten. A general the-
ory of equilibrium selection in games. MIT press, Cam-
bridge, Mass, 1988.

[13] Daphne Koller and Nimrod Megiddo. The complexity
of two-person zero-sum games in extensive form. Games
Econ. Behavior, 4:528–552, 1990.

[14] Cosma Rohilla Shalizi. Bayesian learning, evolutionary
search, and information theory. 2008.

[15] Ross Cressman. Evolutionary dynamics and extensive
form games. MIT Press, Cambridge, MA, 2003.

[16] Mark Kirkpatrick, Toby Johnson, and Nick Barton.
General models of multilocus evolution. Genetics,
161:1727–1750, 2002.

[17] G. R. Price. Fisher’s ‘fundamental theorem’ made clear.
Ann. Hum. Genet., 36:129–140, 1972.

[18] Steven A. Frank. The price equation, Fisher’s funda-
mental theorem, kin selection, and causal analysis. Evo-
lution, 51:1712–1729, 1997.

[19] N. H. Barton and M. Turelli. Natural and sexual selec-
tion on many loci. Genetics, 127:229–255, 1991.

[20] Denis Roze and Francois Rousset. Multilocus mod-
els in the infinite island model of population structure.
Theor. Pop. Biol., 73:529–542, 2008.

[21] Laurent Lehmann and Francois Rousset. Perturba-
tion expansions of multilocus fixation probabilities for
frequency-dependent selection with applications to the
hill-robertson effect and to the joint evolution of helping
and punishment. Theor. Pop. Biol., 76:35–51, 2009.

[22] Robert Axelrod. The evolution of cooperation. Perseus
Books, New York, revised edition, 2006.

[23] Drew Fudenberg and Jean Tirole. Game Theory. MIT
press, Cambridge, Mass, 1991.

[24] Jim Ratliff. A folk theorem sampler. pages 1–34, 2010.
http://www.virtualperfection.com/gametheory/Section5.3.html.

[25] Andrew Gelman and Cosma Rohilla Shalizi. Philosophy
and the practice of bayesian statistics. in preparation,
2010.

[26] J. L. Cardy. Electron localisation in disordered systems
and classical solutions in ginzburg-landau field theory.
J. Phys. C, 11:L321 – L328, 1987.

[27] Sidney Coleman. Aspects of symmetry. Cambridge, New
York, 1985.

[28] K. G. Wilson and J. Kogut. The renormalization group
and the ε expansion. Phys. Rep., Phys. Lett., 12C:75–
200, 1974.

[29] Joseph G. Polchinski. Renormalization group and effec-
tive lagrangians. Nuclear Physics B, 231:269–295, 1984.

[30] Nigel Goldenfeld. Lectures on Phase Transitions and
the Renormalization Group. Westview Press, Boulder,
CO, 1992.

[31] Michel Benaim and Jorgen W. Weibull. Deterministic
approximation of stochastic evolution in games. Econo-
metrica, 71:873–903, 2003.

[32] Michihiro Kandori, George J. Mailath, and Rafael Rob.
Learning, mutation, and long run equilibria in games.
Econometrica, 61:29–56, 1993.

[33] Hugo Touchette. The large deviation approach to sta-
tistical mechanics. page arxiv:0804.0327, 2008.

[34] Eric Smith. Large-deviation principles, stochas-
tic effective actions, path entropies, and the struc-
ture and meaning of thermodynamic descriptions.
Rep. Prog. Phys., submitted, 2010.

[35] Nicolas Chanmagnat. Large deviations for singular
and degenerate diffusion models in adaptive evolution.
arXiv:0903.2345v1.

[36] M. I. Freidlin and A. D. Wentzell. Random perturbations
in dynamical systems. Springer, New York, second edi-
tion, 1998.



83

[37] M. Doi. Second quantization representation for classical
many-particle system. J. Phys. A, 9:1465–1478, 1976.

[38] M. Doi. Stochastic theory of diffusion-controlled reac-
tion. J. Phys. A, 9:1479–, 1976.

[39] L. Peliti. Path-integral approach to birth-death pro-
cesses on a lattice. J. Physique, 46:1469, 1985.

[40] L. Peliti. Renormalization of fluctuation effects in a +
a → a reaction. J. Phys. A, 19:L365, 1986.

[41] Walter Fontana, Günter Wagner, and Leo W. Buss. Be-
yond digital naturalism. Artificial Life, 1:211–227, 1994.

[42] Walter Gruener, Robert Giegerich, Dirk Strothmann,
Christian Reidys, Jacqueline Weber, Ivo L. Hofacker,
Peter F. Stadler, and Peter Schuster. Analysis of RNA
sequence structure maps by exhaustive enumeration I.
neutral networks. Monath. Chem., 127:355–374, 1996.

[43] Walter Gruener, Robert Giegerich, Dirk Strothmann,
Christian Reidys, Jacqueline Weber, Ivo L. Hofacker,
Peter F. Stadler, and Peter Schuster. Analysis of RNA
sequence structure maps by exhaustive enumeration II.
structures of neutral networks and shape space covering.
Monath. Chem., 127:375–389, 1996.

[44] Christian Reidys, Peter F. Stadler, and Peter Schuster.
Generic Properties of Combinatory Maps: Neutral Net-
works of RNA Secondary Structures. Bull. Math. Biol.,
59:339–397, 1997. SFI working paper #95-07-058.

[45] L. W. Ancel and W. Fontana. Plasticity, evolvability
and modularity in rna. J. Exp. Zool. (Mol. Dev. Evol.),
288:242–283, 2000.

[46] W. Fontana. Modeling ‘evo-devo’ with rna. Bioessays,
24:1164–1177, 2002.

[47] Steven Weinberg. The quantum theory of fields, Vol. II:
Modern applications. Cambridge, New York, 1996.

[48] Daniel C. Mattis and M. Lawrence Glasser. The uses
of quantum field theory in diffusion-limited reactions.
Rev. Mod. Phys, 70:979–1001, 1998.

[49] J. Cardy. Field theory and non-equilibrium
statistical mechanics. 1999. http://www-
thphys.physics.ox.ac.uk/users/JohnCardy/home.html.

[50] John H. Gillespie. Population genetics: a concise in-
troduction. Johns Hopkins U. Press, Baltimore, MD,
2004.

[51] R. A. Fisher. The genetical theory of natural selection.
Oxford U. Press, London, 2000.

[52] Steven A. Frank. George Price’s contributions to evo-
lutionary genetics. J. Theor. Biol., 175:373–388, 1995.

[53] F. John Odling-Smee, Kevin N. Laland, and Marcus W.
Feldman. Niche construction: the neglected process in
evolution. Princeton U. Press, Princeton, N. J., 2003.

[54] Ken-iti Sato. Basic results on Lévy processes. In
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